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CHAPTER 1 

INTRODUCTION 

1.1 Abstract 

Frequently, many engineering problems require the evaluation of the integral 

j f(x)dx (1.1) 
a 

where the function / (x) is called the integrand and a and b are called the limits of the 

integration. If the function is continuous, finite, and well behaved over the range of 

integration a < x < b, the integral will exist. If the function involves more complicated 

functions, often, standard tables of integrals can be used to evaluate the integral in a 

closed form. The analytical or closed form expressions for the integrals, if available, are 

very valuable, since they are exact and no error is involved in their evaluation. In 

addition, the influence of changing some physical parameter of the engineering problem 

on the integral can be studied easily. Finally, the closed form expression of the integral 

(1.1) can be used to verify the accuracy of numerical integration. 

On the other hand, the function f(x) may be a complicated continuous function 

that is difficult or impossible to integrate in the closed form. In some cases, f(x) may not 

have a known analytical form, it may be known only in a tabular form, where the values 

of A: a.ndf(x) are available at a number of discrete points in the interval a to b. The limits 

of integration may be infinite or the function f(x) may be discontinuous or the function 

may become infinite at certain points in the interval a to ^. In all these cases, the integral 

(1.1) can be evaluated only numerically. 



The integral of a function f(x) between limits a and b basically denotes the area 

under the curve off(x) between a and b as shown in (1.1). Integration is also known as 

quadrature. A simple, intuitive approach to evaluate the integral in (1.1) is to plot the 

function/(x) on a 

grid or a graph paper and count the number of boxes or rectangles that approximate the 

area under the curve of f(x). The product of the number of boxes and area of each box 

gives an estimate of the total area under the curve (i.e., the integral, 1.1). However, the 

method used is very impractical and inaccurate in many cases. 

Newton-Cotes formulae [5, 6] provide a better approach towards calculating the 

integral of a function f(x) between limits a and b. They are based on replacing a 

complicated function or tabular data by some approximating function that can be 

integrated easily. Some of the well-known Newton-Cotes methods are Rectangular Rule, 

Trapezoidal Rule, Simpson's One-Third Rule and Simpson's Three-Eighth Rule. 

The Newton-Cotes methods [5, 6] require evaluation of the integral at equal 

intervals. 

Sometimes, it becomes necessary or convenient to evaluate the function at specified, but 

unequal intervals. Gauss Quadrature [5, 6] is a powerful method of numerical integration 

and its accuracy is much higher than Newton-Cotes formulae for the same number of 

evaluations. 

Some well-known Quadrature formulae are 7-Point Gauss Legendre Quadrature 

Formula, 15-Point Gauss Kronrod Quadrature Formula, Gauss-Chebyshev Quadrature 

Formula and Gauss-Hermite Quadrature Formula. 



Adaptive Quadrature [5, 6, 7, 9] attempts to both automate and optimize the 

numerical evaluation of an integral. Starting with an initial distribution of panels, the 

adaptive quadrature makes use of estimates of truncation error to determine whether more 

closely spaced nodes are needed to obtain a specified accuracy. 

In 1994, Dr. J. M. Bull and Dr. T. L. Freeman had developed a dynamic 

synchronous algorithm for parallelization of adaptive quadrature rule [11, 12]. This 

algorithm maintained a list of subintervals of the range of integration [a, b] together with 

the approximation to the corresponding integrals and error estimates. At each stage of this 

algorithm a number of these subintervals, corresponding to larger error estimate, were 

selected for further subdivision, sufficient to keep the processors usefully busy. This 

algorithm was developed for 64 processors KSR-1 machine at the University of 

Manchester. Parallel progranmiing, in this case was supported by an extension of 

FORTRAN consisting of directives and library calls. 

In 1998, Ian Gladwell and Malgorzata Napierala of Mathematics Department, 

Southern Methodist University developed parallel adaptive quadrature algorithms [14], 

building on the Quadpack code QAG [13] for one-dimensional problems and the NAG 

DOIFCF Genz-Malik code for multidimensional problems [12]. The efficiency of parallel 

algorithm was achieved by exploiting parallelism at the subdivision level .The standard 

globally adaptive scheme was modified so that sufficiently many intervals were 

generated at each stage to permit efficient parallel execution without increasing the total 

work significantly. 



This thesis focuses on developing and implementing a parallel adaptive 

quadrature algorithm, which would calculate the integral of a function/f;cj over the limit 

a to b. The 7-Point Gauss Quadrature Formula and the 15-Point Gauss Kronrod 

Quadrature Formula would be used to calculate the integrals. Truncation error condition 

combined with the integrals calculated, would be used for creating adaptation effects. 

Parallel Programming (MPI) is used for implementing the parallel algorithm. This thesis 

also focuses on extending the use of the serial and parallel algorithms for calculating 

integrals of functions in two dimensions. We also use the serial and parallel algorithms as 

an opportunity to study load-balancing issues on tightly coupled architectures. 

1.2 Motivation 

The motivation for parallelizing the adaptive quadrature rule originates from the 

fact that the evaluation of an integral over an interval can as well be done by subdividing 

the same into smaller intervals, and then summing up the individual evaluations of the 

integral over the subintervals. This is equivalent to the evaluation of the integral over 

different subintervals on different processors, and later summing up the results from all of 

them. 

Function evaluation of numerical integrals in engineering problems can take a 

considerable amount of time. Depending on the error tolerance, subdivision of the 

original interval is unavoidable in many cases. Theoretically, a parallel algorithm should 

give better efficiency when the function evaluation is time consuming and in some cases 

this might result in a gain of days or even weeks. With the availability of technology and 



resources, it becomes imperative to develop a parallel algorithm for adaptive quadrature 

and to test the results for efficiency. 

1.3 Document Organization 

The first chapter gives an introduction to the mathematics involved in the research 

work, the outline of thesis problem and the motivation for this research. Chapter 2 

contains an explanation of the preliminary studies, namely Gaussian Quadrature Rules, 

Message Passing Interface (MPI) and SGI Origin 2000 machine. Chapter 3 describes the 

design issues and various implementation strategies that were developed and followed in 

this thesis. It also discusses the detailed developmental procedures of serial and parallel 

implementations in one and two dimensions. Chapter 4 discusses the experiments that 

were conducted and the results obtained. Chapter 5 discusses the conclusions that were 

made on the basis on the results obtained and the future work and enhancements that 

could be done to extend this research work. 



CHAPTER 2 

PRELIMINARIES 

This chapter explains the various important concepts and why they are used in 

this work. Section 2.1 explains the Gaussian Quadrature Rules. Section 2.2 explains the 

MPI programming model. Section 2.3 explains the platform SGI Origin 2000. 

2.1 Gaussian Quadrature Rules 

The basic rule for Gaussian quadrature uses the formula 

/= jf(x)dx = twjf(xj) (2.1) 
a 

Gaussian quadrature [5, 6] optimizes the accuracy of numerical integration by choosing 

special combination of nodes (x,) and weights (vv,) in equation (2.1). The resulting 

quadrature rules are optimal in the following sense. lff(x) is a polynomial of degree K, 

then the Gaussian quadrature rule, using n nodes or points, is exact for K <2n-l. The 

choice of nodes and weights for Gaussian quadrature relies on the properties of the 

orthogonal polynomials. 

2.1.1 Coordinate Transformation 

As illustrated by equation (2.1), Gaussian integration requires the range of 

integration from -1 to +1. For convenience of notation, let the original coordinate be y 

and the range of integration of f(y) be from a to b. Then the transformation 



^_(2y-a-b) 

ib-a) 

gives the normalized coordinate ;c = -1, when 3; = a and A; = +1, when y = b. 

The transformation from x to y is given by 

{{b-a)x + a + b) 

By noting that. 

_(b-a) 
dy dx 

J f i y ) dy 
original integral " can be rewritten as 

\mdy = ]fiy)^dx = ̂ twjiy,) (2.2) 
_i dx 

2.1.2 Nodes and Weights in Gaussian Quadrature 

In this section a general procedure to calculate the nodes and the weights in 

Gaussian Quadrature is discussed. The Gauss points xj, X2 and so on till x„ are the 

roots of the Legendre polynomial of degree n. The Legendre polynomials are 

orthogonal on the interval [-1, 1], so that 

1 

\P„ix)PJx)d!c= 0;r\iim (2.3) 
-1 

\{PMfdx= C(n) ^ 0 (2.4) 
-1 



where C(n) is a constant whose value depends on n. 

The Legendre polynomials can also be defined by the three term recurrence relation: 

Poix)=l 

Pi(x)= X, 

2n-l 

n J 

n-\ 
^« W = X P„M) Pn-ii^y, n = 2,3,4 and so on. (2.5) 

V n 

In general, any arbitrary nth-degree polynomial, Pn(x), can be represented by a Unear 

combination of Legendre polynomials as 

PM)= tcc,P,(x) ^^-^^ 
i=0 

where ocj are constants. 

The weights W[ can be computed as 

^ ^ 2(1-xf) (2.7) 

' « - i ( ^ , ) } ' 

The choice of Gaussain quadrature was made since it is widely used to perform numerical 

integration as it is convenient to evaluate the functions at specified but unequal intervals. 

Also, Gaussain quadrature is a powerful method of numerical integration which gives 

higher accuracy than Newton-Cotes formulae [5, 6] for the same number of evaluations. 



2.2 Message Passing Interface (MPD 

MPI, or message passing interface [3, 4, 8], is a library specification for message 

passing, proposed as a standard by a broadly based committee of vendors, implementers, 

and users. In MPI, communication occurs by explicit message passing calls. For each 

communication, both sender and receiver calls are required. Thus, a pair of processes is 

involved in each communication. The sender and the receiver do not need to know the 

address of each other. 

A message passing function is simply a function that explicitly transfers data from 

one process to another. The MPI communication calls assume that the processes are 

statically allocated, i.e., the number of processes is set at the beginning of the execution 

and no additional processes are created during execution. An important design goal of 

MPI is to allow efficient implementations across machines of differing characteristics. 

MPI carefully avoids specifying how operations will take place. It only specifies what an 

operation does logically. 

As a result, MPI can be easily implemented on systems that buffer messages at 

the sender or the receiver or do no buffering at all. The Implementation can take 

advantage of specific features of the communication subsystem of various machines. MPI 

guarantees that the underlying transmission of the messages is reliable. The user need not 

check if a message is received correctly, thus relieving the programmer of worrying about 

underlying communication details. 

The final goal of this work is to develop parallel programs that could be easily 

executed on different machines, i.e., exhibit portability. Since MPI, albeit of being 



difficult to program, provides the user the flexibility needed in programming and 

allocating load, therefore MPI was the communication platform of choice for this 

research work. 

2.3 Platform SGI Origin 2000 

The Origin 2000 [1, 2] is a Scalable Shared Memory Multiprocessor (S2MP) 

manufactured by the Silicon Graphics Inc (SGI). The 02k consists of a number of 

processing nodes linked together by an interconnection fabric. Each processing node 

contains either one or two processors, a portion of shared memory, a directory for cache 

coherence, and two interfaces: one that connects to I/O devices and another that links 

system nodes through the interconnection fabric. Two CPUs are connected through a 

"hub" to the memory to form a "node" and multiple nodes are connected using an 

interconnection network to form a complete Origin system. The distributed memory is 

seen as a single (logical) memory space, and any processor can access any memory 

location. 

The processors in this machine are connected by an hypercube architecture. Each 

two-processor node forms an edge of the hypercube. The hypercube implementation 

ensures that while the number of processors increases exponentially, the shortest distance 

between the nodes increases only lineariy. Hence, for the Origin's architecture, the 

maximum memory latency (time taken to access a certain memory) does not increase 

proportionally when the number of processors is increased. The SGI Origin 2000 

10 



machine is used for this work in order to test both the serial as well as the parallel 

programs under MPI. 

The Origin 2000 at the HPCC at Texas Tech University is a 56-node machine. 

The operating system is IRIX 6.5 and it uses LSF (Load sharing Facility) for load 

distribution. The processing speed of each processor is 300 MHz. The availabihty of 56 

nodes will facilitate the creation of a large numbers of intervals for some applications. 

Since each interval engages one node, the SGI Origin machine provides an excellent 

computing platform to achieve a higher degree of parallelism. 

11 



CHAPTER 3 

DESIGN ISSUES AND IMPLEMENTATION 

This chapter describes in detail the various strategies that were developed and 

followed in order to implement this research work. The issues addressed are creation of 

serial algorithm for one-dimensional functions, parallelizing this algorithm, extending 

one-dimensional serial and parallel algorithms to two-dimensional functions. The aim of 

this thesis is to develop an adaptive, parallel algorithm for Gaussian quadrature to 

evaluate integrals of functions in one and two dimensions. 

3.1 Serial Implementation for One-Dimensional Functions 

The development of a serial algorithm potentially formed the basis of the further 

work. This also helped to find out whether or not the parallel algorithm developed 

resulted in the desired efficiency. 

3.1.1 Considerations for Adaptive Quadrature 

The following steps need to be considered in the process of the generation of an 

adaptive quadrature: 

For any given function, two integrals (gq7, gkl5) are calculated over initial 

interval with the 7-point Gaussian rule and 15-point Gaussian Kronrod rule. One more 

integral called as absolute integral (abs (gkl5)) is also calculated using the 15-point 

Gaussian Kronrod rule. 

12 



The obtained values of the integrals are then checked for error tolerance in order to 

decide whether to accept the result or reject it and create an interval. 

The following condition is used in order to implement the adaptive quadrature: 

if(fabs (gk7- gkl5)>e(sqrt (e) * (b-a) + abs (gkl5))) (3.1) 

then an interval needs to be created else the result is accepted. 

fabs (gk7-gkl5) provides the absolute difference between the results of the two integrals, 

e (sqrt (e) * (b-a) + abs (gkl5)) is the error condition developed, e is the error specified 

by the user, (b-a) is the length on interval over which the function is integrated and abs 

(gkl5) is the absolute value of the integral. 

If the condition in (3.1) is satisfied, then the values obtained, as a result of 

integration by the 7-point and the 15-point Gaussian rules, do not satisfy the error criteria 

and hence a smaller interval is needed. If the condition in (3.1) is not satisfied, then the 

values obtained, as a result of integration by 7-point and 15-point Gaussian rules, satisfy 

the error criteria and hence the result is accepted. 

Few important points to note are that the intervals created in this process are stored 

on a stack as explained later. The sub division of the intervals is carried on till the 

condition is satisfied and the entire process is continued till no interval is left on the 

stack. 

3.1.2 Representation of the Process 

Consider any function / (x) with an initial interval (a, b). In one dimension, 

interval (a, b) can be considered as a line with end points a and b. If the calculated values 

13 



of the integrals do not satisfy the error tolerance, then the interval (a, b) is partitioned into 

two intervals {al, bl) and {a2, b2). 

Interval (al, bl) is sent to the stack and the integrals are again calculated for the 

interval (a2, b2). If the calculated values do not satisfy the error tolerance, then the 

interval {a2, b2) is subdivided into intervals {a3, b3) and {a4, b4). Interval {a3, b3) is sent 

to the stack and the integrals are again calculated for the interval {a4, b4). 

If the values for the interval {a4, b4) satisfy the error tolerance, then the 

intermediate result is stored and the interval {a3, b3) is obtained from the stack. If the 

values for interval {a3, b3) satisfy the error tolerance, then the intermediate result is 

stored and the interval {al, bl) is obtained from the stack. If the values for the interval 

{al, bl) do not satisfy the error tolerance, then this interval would be partitioned into two 

subintervals {a5, b5) and {a6, b6). 

Next, the interval {a5, b5) is sent to the stack and the integrals are again 

calculated for the interval {a6, b6). If the values for the interval {a6, b6) satisfy the error 

tolerance, then the intermediate result is stored and the interval {a5, b5) is obtained from 

the stack. If the values for the interval {a5, b5) satisfy the error tolerance, then the 

intermediate result is stored. Since there is no interval left on the stack, hence the result 

calculated so far is the final result, which is printed out. 

3.1.3 Stack Representation of the Integration Process 

The algorithm starts with an empty stack as shown in figure 3.1(a). As explained 

in section 3.1.2, a subinterval (al, bl) is stored on the stack as shown in figure 3.1(b). 

14 



Figure 3.1(c) shows further addition of subintervals on the stack. Figure 3.1(d) exhibits 

the state when one of the subintervals is popped out of the stack. Since the final result 

was not obtained, the interval {al, bl) was further subdivided into {a5, b5) and {a6, b6) 

as explained above. Subinterval {a5, b5) was then stored on the stack as illustrated by 

figure 3.1(e). 

Figure 3.1(f) shows the final state of the stack as empty once all the intervals were 

worked upon and the final result was obtained. 

(a) 

bl 

al 

(b) 

End points 
of the 
interval 

b3 

a3 

bl 

al 

(c) 

End points of 
the interval 

End points of 
the interval 

bl 

al 

(d) 
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b5 

a5 

(e) 
(f) 

Figure 3.1 Stack representation of the integration 
process 

3.2 Parallelizing the Serial Implementation for One Dimension 

After creating the serial algorithm, MPI programming is used to generate a 

parallel version of the algorithm. The parallel version is based on the master-slave 

configuration. Use of the master-slave configuration helps in making the parallel version 

a simple extension of the serial algorithm. 

A stack is needed to store the intermediate intervals as in the case of the serial 

algorithm, except that, instead of having a stack on each processor, a central stack is 

maintained on the master processor. The intermediate results developed are also stored on 

the same master processor. 

Slave processors get the initial interval from the master processor and work on this 

interval exactly as it would be done in the serial version. Depending on the outcome of 

the comparison, the slave processor either sends a result to the master processor or 

subdivides the interval to keep one subinterval with itself and sends the other one to the 

master processor, where it would be stored on the central stack. 

16 



3.2.1 Functions of Master Processor 

The master processor divides the initial interval into required subintervals to send 

each slave processor necessary starting interval. It also stores the intermediate results sent 

by the slave processors. 

The subintervals created as a result of the failure of the error tolerance condition 

are sent by the slave processors to the master processor for storage on the central stack. 

The master processor keeps track of other processors' activities so as to make a correct 

decision regarding the sending of the intervals back to the slave processors. The master 

needs to take into consideration the following cases: 

If all the slave processors send results indicating that they are free to receive the 

intervals, then the master processor checks the central stack to see if the number of 

intervals on the stack are more than the number of slave processors. If yes, then it will 

send the intervals from the stack to all the processors, if not, then, it will subdivide the 

intervals on the stack before sending data, so as to keep all the slave processors busy. 

If some slave processors send results and some send intervals, then, the master 

processor will send intervals only to those processors who sent results because processors 

that sent intervals would have a self assigned interval to work on. Also, the master 

processor will check the stack to see if the number of intervals on the stack are more than 

the number of free slave processors, if yes, then, it will send the intervals from stack to all 

the free processors, if not, then, it will subdivide the intervals on the stack before sending 

data, so as to keep all the free slave processors busy. 

17 



The master processor will carry on this flow of information till all the processors 

send results and there is no interval on the stack. Also, at this point, the master will let 

every slave processor know that the final result has been obtained. 

3.2.2 Functions of Slave Processor 

The slave processor accepts the initial interval sent by the master processor. After 

receiving the interval, slave processors implement the serial algorithm, described in 

section 3.1, in order to reach a conclusion to either accept the result or reject it and create 

additional intervals. 

The slave processor sends either the result or a created interval to the master 

processor. If a subinterval is created, then the slave processor keeps one subinterval to 

itself to repeat the serial algorithm on the newly obtained subinterval and sends the other 

subinterval to the master processor. 

The slave processor needs to provide an indication to the master processor of the 

kind of information it is sending. It indicates the same by setting a flag as one when the 

result is sent or as zero when a subinterval is sent. This process of either sending a result 

or a subinterval to the master processor or receiving a subinterval from the master 

processor is carried on until the master processor indicates that the final result has been 

obtained. 

18 



3.2.3 Master-Slave Configuration 

The master-slave configuration for the parallel implementation can be described 

in four stages. 

3.2.3.1 Stage I 

Figure 3.2 shows the diagram of a possible master-slave configuration in its first 

stage before the start of the algorithm, where, M is the master processor with an empty 

stack and an initial interval (a, b) and processors P1...P5 are the slave processors ready 

to receive intervals. 

Processor M 

a b 

Stack: 

Flow of 
information 
between Master 
and Slave 

Figure 3.2 Initial Configuration before start of the algorithm 
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3.2.3.2 Stage n 

Figure 3.3 shows the diagram of a possible master-slave configuration in its 

second stage after initial subdivision, where, M is the master processor with an 

empty stack. Processors P1...P5 are the slave processors with their initial assigned 

subintervals. Once the algorithm starts, processor M divides the initial interval 

depending on the number of slave processors and sends these intervals to the 

respective slave processors. 

Processor M 

Stack: 

Flow of 
information 
between Master 
and Slave 

Figure 3.3 Configuration after initial subdivision 
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3.2.3.3 Stage m 

Figure 3.4 shows processors P2, P4 and P5 that do not contain any intervals 

since they sent results back to M. Processors PI and P3 are shown with subintervals 

that are created as a result of error tolerance rejection. In accordance to the algorithm, 

PI and P3 store one subinterval and send the other subinterval to master processor. 

Processor M 

Stack: 
b3 
a3 
bl 
al 

Intermediate results 
stored. 

Flow of / 
information / 
between Master / 
and Slave / jm 

M W 

PI 
a6 b6 

P2 

P3 
a7 b7 

P4 

P5 

Figure 3.4 Configuration after master and slave processors start communicating 
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3.2.3.4 Stage IV 

Figure 3.5 shows the diagram of a possible master-slave configuration in 

its fourth stage which indicates the terminating condition, where, all the slave 

processors P1...P5 have sent the results to M. Stack on M is now empty 

indicating that the final result has been obtained. 

Processo 

Stack: 

Final res 

rM 

ultoh )tained 

Flow of 
information 
between Master^ 
and Slave 

Figure 3.5 Final results obtained and program terminated 
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3.3 Serial Implementation for Two-Dimensional Functions 

In this section, the serial implementation for two-dimensional functions is 

discussed. The serial implementation developed in section 3.1 calculates the integral of 

one-dimensional functions. But in real world engineering problems, it is necessary to 

evaluate the integral of multidimensional functions. Hence, an algorithm is implemented 

to integrate two dimensional functions. 

The basic approach is still the same but the complexity increases now from the 

fact that intervals created as a part of error tolerance test would now be rectangles rather 

than straight lines. 

Every step carried out in the two-dimensional algorithm remains the same as in 

one-dimensional algorithm, thus making it an extension of the one-dimensional algorithm 

and making it easy to extend it for more dimensions. 

For any given function, two integrals (gq7, gkl5) are calculated over an initial 

interval with the 7-point Gaussian rule and 15-point Gaussian Kronrod rule. One more 

integral called as an absolute integral (abs (gkl5)) is calculated using the 15-point 

Gaussian Kronrod rule. 

The values of the integrals that are obtained are then checked for error tolerance in 

order to decide whether to accept the result or reject it and create an interval. These 

considerations are exactly similar to those of the serial algorithm for one-dimensional 

functions except for the error tolerance condition, which would be as follows: 

(fab(gk7-gkl5 > e (sqrt (e) * (b-a) * (d-c) + abs (gkl5))) (3.2) 
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where, fabs (gk7-gkl5) gives the absolute difference between the results of the two 

integrals, e (sqrt (e) * (b-a) * (d-c)-i- abs (gkl5)) is the error condition developed, e being 

the error specified by the user, abs (gkl5) is the absolute value of the integral and (b-a) * 

(d-c) represent the area of the rectangle over which the integration is carried over as 

shown in the following figure: 

(b,d) 

(a,c) 

Figure 3.6 Area of the rectangle over which the integration is carried over 

If the condition in (3.2) is satisfied, then the values obtained, as a result of the 

integration by the 7-point and the 15-point Gaussian rules, do not satisfy the error criteria 

and hence smaller intervals (rectangles) are needed. 

The two approaches considered in the partitioning of the interval (which in this 

case is a rectangle) are as follows: 

1. Divide the entire rectangle into 4 rectangles, as shown in Figure 3.4, similar to 

the division of a line into two parts as in the one-dimensional case. 

Figure 3.7 Rectangle divided into four parts 
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Out of the four small rectangles obtained in Figure 3.7, store three rectangles on the stack 

and repeat the algorithm with the fourth one till no rectangles are left on the stack. 

The problem with this kind of division is that, an extension to three dimensions (in 

which case the interval would be a cube) would need creation of 8 cubes per subintervals 

and further increase in the dimensions would follow suit. 

2. This is the second and more general approach, in which, the rectangle is divided 

into 2 parts, either vertically or horizontally, depending upon its dimensions. For 

example, consider a rectangle with initial co-ordinates a=0, b=2, c=0, d=2. 

(2,2) 

(0,0) 

Figure 3.8 Rectangle with initial coordinates 

Since fabs (b-a) > fabs (d-c), hence the rectangle in Figure 3.8 is divided vertically giving 

one rectangle with co-ordinates: a=0, b=l, c=0, d=2 and other rectangle with co

ordinates: a=l, b=2, c=0, d=2 as shown in Figure 3.9 

(1,2) (2,2) 

(0,0) (1,0) 

Figure 3.9 Rectangle divided vertically 

The rectangle with co-ordinates a=0, b=l, c=0, d=2 is sent to the stack and the other 

rectangle is considered for integration. Now, on failure of the error tolerance condition, 
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the rectangle is divided horizontally, since fabs (b-a) < fabs (d-c), as shown in Figure 

3.10. 

(0,1) 

(0,0) 

(1,2) 

(1,1) 

Figure 3.10 Horizontal division of rectangle 

3.3.1 Stack Representation 

In case of the two-dimensional implementation, each interval on the stack consists 

of four co-ordinates representing a rectangle, unlike two co-ordinates per interval as in 

case of the one-dimensional implementation. 

4 co-ordinates 
of a rectangle 

Figure 3.11 Stack consisting of the coordinates of the stored 
interval (rectangle) 

3.4 Parallelizing the Serial Implementation for Two Dimensions 

Parallelization of the two-dimensional serial implementation is similar to 

parallelization of the one-dimensional serial implementation. Duties performed by master 
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processor and slave processors remain the same. Liitial configuration, division of initial 

intervals, flow of information, obtaining final result and termination the algorithm 

remains the same. 

3.4.1 Master-Slave Configuration 

The master-slave configuration for the parallel implementation can be described in four 

3.4.1.1 Stage I 

Figure 3.12 shows the diagram of a possible master-slave configuration in its 

first stage before the start of the algorithm, where, M is the master processor with an 

empty stack and an initial interval (rectangle) with co-ordinates a, b, c, d and slave 

processors PI. . . .P5 are ready to receive the intervals. 

Proce*̂ **""" ^ 

(a, c) 

(b,d) 

Stack: 

Row of 
information 
between Master ^ 
and Slave ^— 

^ 
W 

PI 

P2 

P3 

P5 

Figure 3.12 Initial Configuration before start of algorithm 
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3.4.1.2 stage II 

Figure 3.13 shows the diagram of a possible master-slave configuration in its second 

stage after the initial subdivision, where, M is the master processor with an empty stack. 

Processors P1...P5 are the slave processors with their initial subintervals (rectangles). 

Once the algorithm starts, processor M divides the initial interval (rectangle) depending 

on the number of slave processors and sends these subintervals (rectangles) to the 

respective slave processors. 

Processor M 

oiacK. 

between Master / 
and Slave / 

PI 

(al ,cl) 

(bl,dl) 

P2 

(a2, c2) 

(b2, d2) 

P3 

(a3, c3) 

(b3, d3) 

P4 

(a4, c4) 

(b4, d4) 

P5 

(a5, c5) 

(b5, d5) 

Figure 3.13 Configuration after initial subdivision 
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3.4.1.3 Stage HI 

Figure 3.14 shows the diagram of a possible master-slave configuration in its 

third stage after the master and the slave processors start communicating; where 

Processors P3 and P5 do not contain any intervals (rectangles) since they send results 

to M. Processors PI, P2 and P4 are shown with the created subinterval since the error 

tolerance condition was not satisfied. In accordance to the algorithm, PI, P2 and P4 

store one subinterval and the other subinterval is sent to the master for storage on the 

central stack. Processor PI divides the rectangle vertically while processors P2 and P4 

divide the rectangles horizontally as described in section 3.3. 

PI 

(al ,cl) D 
(b6, dl) 

Processor M 

Stack: 
d4 
c8 
b4 
a4 
d2 
c7 
b2 
a2 
dl 
cl 
bl 
a6 

Intermediate results 
stored 

(b2, d7) 

(a2, c2) 

(b4, dS) 

(a4, c4) 

Figure 3.14 Configuration after master and the slave start communicating 
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3.4.1.4 Stage rv 

Figure 3.15 shows the diagram of a possible master-slave configuration in 

Its fourth stage which indicates the terminating condition, where, all the slave 

processors PI...P5 have sent the results to M. Stack on M is now empty indicating 

that the final result has been obtained. 

Processor ^ 

Stack: 

1 
Flow of 
information 
between Master 
and Slave 

Figure 3.15 Final results obtained and program terminated 
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CHAPTER 4 

EXPERIMENTS AND RESULTS 

This chapter presents the results of the experiments conducted on the serial and 

parallel versions of the algorithm for one and two dimensions. The experiments 

performed are categorized as follows: 

1. Evaluation of functions, not creating any subintervals with decreasing value of 

error, with serial and parallel algorithms for one dimension. 

2. Evaluation of functions, not creating any subintervals with decreasing value of 

error and taking more time to evaluate, with serial and parallel algorithms for 

one dimension. 

3. Evaluation of functions, creating subintervals with decreasing value of error 

and taking more time to evaluate, with serial and parallel algorithms for one 

dimension. 

4. Evaluation of functions, not creating any subintervals with decreasing value of 

error, with serial and parallel algorithms for two dimensions. 

5. Evaluation of functions, not creating any subintervals with decreasing value of 

error and taking more time to evaluate, with serial and parallel algorithms for 

two dimensions. 

6. Evaluation of functions, creating subintervals with decreasing value of error 

and taking more time to evaluate, with serial and parallel algorithms for two 

dimensions. 
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4.1 Serial Evaluation of sin(x) for One Dimension 

A sin(x) function is considered for integration with an interval 0 to 1. As illustrated 

by Figure 4.1, no intervals are created with decreasing value of the error specified as 

indicated by the series-Number of sub intervals. The time required for the 

implementation is very less and remains almost constant as indicated by the series-Time 

taken. 

o 
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c 
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a> 
E 
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0 
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• • • 

"^ 

—•—Series: Time 
Taken 

—•—Series: Number 
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N^ 

> 5b 
N^ N^ 

<3 ^ 5?> N*̂  ^ 
N^ N^ N^ 

Error Specified 

Figure 4.1 Time taken and intervals created by serial one-dimensional implementation 
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4.2 Parallel Evaluation of sin(x) for One Dimension 

A sin(x) function is considered for integration with an interval 0 to l.As seen from 

Figure 4.2 and Figure 4.3, no subintervals are created for decreasing value of error for 

different number of processors. Time taken by the parallel implementation is more than 

that m case of the serial implementation. Also, with an increase in the number of 

processors, the time increases. This is the result of the communication delay between the 

processors. 
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-*«™ 6=10^^14 

T. > <b <b ^O , ^ ^N <̂b <̂b f^ 

Number of Processors 

Figure 4.2 Time taken for different values of error (e) by 2 to 20 processors during 

parallel one-dimensional implementation 
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Figure 4.3 Subintervals created by parallel one-dimensional implementation 

4.3 Serial Evaluation of sin(x) with a for Loop for One Dimension 

The function considered for evaluation is the same as the one in section 4.1 in 

order to maintain the condition of no creation of sub intervals with decreasing error and 

the for loop is implemented in order to create the effect which illustrates the situation in 

which the function evaluation takes more time. 

As illustrated by Figure 4.4, no intervals are created with decreasing value of the 

error specified as indicated by the series-Number of sub intervals. Also, as indicated by 

the series-Time taken, the time required for the implementation in this case is more than 

the time taken in case of 4.1 due to increase in the function evaluation time and remains 

almost constant. 
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Figure 4.4 Time taken and intervals created by serial one-dimensional 

implementation 

4.4 Parallel Evaluation of sin(x) with for Loop for One Dimension 

The function considered for evaluation is the same as the one in section 4.2 in 

order to maintain the condition of no creation of sub intervals with decreasing error and 

the for loop is implemented in order to create the effect which illustrates the situation in 

which the function evaluation takes more time. 

As seen from Figure 4.5 and Figure 4.6, no subintervals are created for decreasing 

value of the error for different number of processors. Time taken by the parallel 

implementation is almost same as that in case of the serial implementation illustrated by 

Figure 4.4. Also, with the increase in the number of processors, the time does not 

increase as against the case in Figure 4.2. This is the result of the gain in efficiency due to 

increase in the function evaluation time, which compensates for the communication 

delay. 
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Figure 4.5 Time taken for different values of error (e) by 2 to 20 processors during 

parallel one-dimensional implementation 
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Figure 4.6 Subintervals created by parallel one-dimensional implementation 
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4.5 Serial Evaluation of mod (x) ° ' with for Loop for One Dimension 

The function mod (x) ° ' integrated over the interval -1 to 1 is considered since it 

requires sub division of intervals with decreasing error. Also, a for loop is implemented 

in order to create the effect which illustrates the situation in which the function evaluation 

takes more time. 

As seen from the Figures 4.7 and 4.8, the number of sub intervals created increase 

with decrease in the value of the error specified as shown by the series—Sub intervals 

created in Figure 4.8. Also, the serial implementation takes a considerable amount of 

time, as shown by the series—Time taken in the Figure 4.7, in comparison to the Figures 

4.1 and 4.4 and this time now increases with decrease in the error, which is a direct result 

of the number of sub intervals needed to achieve the correct results. 

rb 
N^ 

<> 
N^ N^ 

Error Specified 

•Series: Time taken 

Figure 4.7 Time taken by serial one-dimensional implementation 
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Figure 4.8 Subintervals created by serial one-dimensional implementation 

4.6 Parallel Evaluation of mod (x) ° ' with for Loop for One Dimension 

The function mod (x) ° ' integrated over the interval -1 to 1 is considered since it 

requires subdivision of intervals with decreasing error. Also, a for loop is implemented in 

order to create the effect which illustrates the situation in which the function evaluation 

takes more time. 

We select a case where e = 10 "''* in order to check the efficiency of the parallel 

implementation, since, the maximum number of sub intervals are created for e = 10" as 

indicated by Figure 4.7. Also, the time taken by the serial algorithm is maximum as 

illustrated by Figure 4.8. 

As illustrated by Figures 4.9 and 4.10, the time taken by the parallel 

implementation decreases with the initial increase in the number of processors and then 

remains constant for subsequent increase in the number of processors due to 
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communication delay. As illustrated by figure 4.11, a linear speed up is obtained with an 

increase in the number of processors. 
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4.7 Serial Evaluation of v̂  cos (xy) for Two Dimensions 

The function y cos (xy) is integrated over the interval 0 to 1 for both x and y. As 

illustrated by Figure 4.12, no intervals are created with decreasing value of the error 

specified as indicated by the series—Number of sub intervals. The time required for the 

implementation is very less and remains almost constant as indicated by the series—Time 

taken. 
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Figure 4.12 Time taken and intervals created by serial two-dimensional implementation 

4.8 Parallel Evaluation of v̂  cos(xv) for Two Dimensions 

The function y cos (xy) is integrated over the interval 0 to 1 for both x and y. As 

seen from figure 4.13 and 4.14, no subintervals are created for decreasing value of error 

for different number of processors. Time taken by the parallel implementation is more 

than that in case of the serial implementation. Also, with the increase in the number of 

processors, the time increases. This is the result of the communication delay between the 

processors. 
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4.9 Serial Evaluation of v̂  cos(xv) with a for Loop for Two Dimensions 

The function considered for evaluation is the same as the one in section 4.7 in 

order to maintain the condition of no creation of sub intervals with decreasing error and 

the for loop is implemented in order to create the effect which illustrates the situation in 

which the function evaluation takes more time. 

As illustrated by Figure 4.15, no intervals are created with decreasing value of the 

error specified as indicated by the series-Intervals Created. As indicated by the series-

Time taken, the time required for the implementation in this case is more than the time 

taken in case of 4.7 due to increase in the function evaluation time and remains almost 

constant. 
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Figure 4.15 Time taken and intervals created by serial two-dimensional 
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4.10 Parallel Evaluation of v̂  rns(xv) with a for Loop for Two Dimensions 

The function considered for evaluation is the same as the one in section 4.8 in 

order to maintain the condition of no creation of sub intervals with decreasing error and 

the for loop is implemented in order to create the effect which illustrates the situation in 

which the function evaluation takes more time. 

As seen from Figures 4.16 and Figure 4.17, no subintervals are created for 

decreasing value of the error for different number of processors. Time taken by the 

parallel implementation is almost same as that in case of the serial algorithm illustrated 

by Figure 4.15. Also, with the increase in the number of processors, the time does not 

increase as against the case in Figure 4.13. This is the result of the gain in efficiency due 

to increase in the function evaluation time, which compensates for the communication 

delay. 
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parallel two-dimensional implementation 
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4.11 Senal Evaluation of Function whirh is 1 hiside a Circle and 0 otherwise for Two 

Dimensions 

The function (x^ + / ) is integrated over the interval -2 to 2 for both x and y. The 

function returns one if (x^ + / ) <= i else returns zero. This function is considered since it 

requires subdivision of intervals with decreasing error and a for loop is implemented in 

order to create the effect which illustrates the situation in which the function evaluation 

takes more time. 

As seen from the Figures 4.18 and 4.19, number of sub intervals created increase 

with decrease in the value of the error specified as shown by the series-Sub intervals 

created in Figure 4.19. Also, the serial implementation takes a considerable amount of 

time, as shown by the series-Time taken in Figure 4.18, in comparison to the Figures 

4.12 and 4.15 and this time now increases with decrease in the error, which is a direct 

result of the number of sub intervals needed to achieve the correct results. 
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Figure 4.18 Time taken by serial two-dimensional implementation 
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4.12 Parallel Evaluation of Function which is 1 Inside a Circle and 0 otherwise for Two 

Dimensions 

•y o 

The function (x + y )\s integrated over the interval -2 to 2 for both x and y. We 

1 ^ 

select a case where e = 10' in order to check the efficiency of the parallel 
1 y 

implementation, since, the maximum number of sub intervals are created for e = 10' as 

indicated by Figure 4.19. Also, the time taken by the serial implementation is maximum 

as indicated by Figure 4.18. 

As illustrated by Figure 4.20, the time taken by the parallel implementation 

decreases with the initial increase in the number of processors and then remains constant 

for subsequent increase in the number of processors due to communication delay. As 
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Illustrated by Figure 4.21, a linear speedup is obtained with an increase in the number of 

processors. 
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CHAPTER 5 

CONCLUSIONS AND FUTURE WORK 

This thesis presents algorithms, both serial and parallel, to integrate the 

mathematical functions in one and two dimensions. An error tolerance is used to obtain a 

better and more accurate result as needed. The linear gain efficiency of the parallel 

implementation in certain cases, led to the following conclusions: 

• The serial implementation gives better efficiency when the integrating function 

does not require any creation of sub-intervals with decrease in the error 

tolerance value. 

• The time taken by the serial implementation increases with the number of sub-

intervals. 

• If the function evaluation takes a considerable amount of time and more sub-

intervals are created, then a linear speedup is possible in the parallel 

implementation. 

With this kind of gain, parallel implementation can be applied to problems in which 

evaluation of integrals take considerable amount of time. This, in certain cases, might be a 

gain of hours or even days. 

The serial and parallel implementation can be a basis for a lot of future work. Since 

the implementations developed are a general adaptation of the divide and conquer rule, 

they can be applied for three and higher dimensions. In certain integration of discontinuous 
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functions, it is observed that the error tolerance condition fails. Therefore, creating a better 

general error tolerance condition would be a good work in itself. The parallel 

implementation is based on the master slave configuration and since the master controls 

the flow of data, a faulty slave processor may hamper the overall execution time, hence the 

parallel implementation can be improved to keep the slave processor busier. 

Since the parallel implementation assumes a homogeneous situation in which all 

the processors take almost the same time to evaluate their respective intervals, a situation 

in which one processor takes more time than other processors will severely hamper the 

time execution, and therefore a better implementation is needed. 
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