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ABSTRACT 

Virtual Reality is "the illusion of participation in a synthetic environment rather than 

external observation of such an environment" [12]. The concept of experiencing a 

virtual world, that the user may otherwise never be able to experience, has drawn an 

enormous amount of publicity for many years. This multi-sensory experience typically 

relies on three-dimensional (3D) graphics and sound, but now we are able to incorporate 

the sense of touch into these virtual worlds. Haptics is a technology that adds the sense 

of touch to virtual reality and recent advancements in this field have spawned worldwide 

interest from different fields of study for both commercial and research interests. Given 

the importance of the sense of touch for humans, it is desirable to combine tactile, visual, 

and audio cues to develop a more realistic environment. Such cues would be appHcable 

in a variety of applications ranging from entertainment to simulation training. 

The incorporation of haptic displays in virtual environments bring many new 

possibilities, but not without introducing a new dimension of problems that have to be 

overcome. One such problem is the formation of haptic virtual objects. Unfortunately, 

there are no high-level tools for the creation, visualization, and manipulation of complex 

haptic virtual environments and the incorporation of haptics into a system usually 

requires low-level programming efforts by the developers, forcing them to be 

knowledgeable in 3D graphical and haptics programming. 

The goal of this research was to provide an underlying infrastmcture that could be 

built to replace the current labor-intensive methods of creating haptic virtual 

environments by an easier method that is equivalent to creating graphical virtual 

environments. This research demonstrates the feasibility of this concept by describing a 

prototype that was implemented as a plug-in for 3D Studio Max, a commercial graphics 

package. This plug-in transforms a graphical virtual environment into a haptic virtual 

environment without any additional programming efforts, allowing developers of haptic 

scenes to model 3D scene objects graphically, or use preexisting models, and make them 

haptic with the press of a button. This plug-in also provides the user with the ability to 

dynamically define haptic materials and apply them to objects in the scene. The user can 

VI 



then modify the properties of the materials interactively to change how the objects feel in 

an attempt to model more realistic materials. These materials can then be saved into a 

database for reusing when creating haptic virtual environments. 
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CHAPTER I 

INTRODUCTION 

Virtual environments provide immersive human-computer interactions. The 

underlying technologies and principles of these virtual environments have evolved since 

the late sixties when Ivan Sutherland [1] first wrote about a computer generated illusion: 

"the screen is a window through which one sees a virtual world. The challenge is to 

make that world look real, act real, sound real, and feel real." Such Virtual Reality 

systems create a "cyberspace" where it is possible to interact with anything and everyone 

on a virtual level. In these virtual environments, conventional laws of universal space 

and time need not hold; anything can be simulated as long as it can be programmed. Up 

until the early '90s, these multi-modal virtual worlds typically relied upon computer 

graphics, video, and audio to portray a realistic world. However, the sense of touch 

component became possible to incorporate recentiy as the high-end human-computer 

interfaces matured. Computer haptics is a technology that creates a sense of touch in 

virtual environments that enhances the user's experience of a virtual environment and 

makes it compellingly real. 

Touch effects human consciousness at great depth because interaction with touch is 

one of the primary ways in which people comprehend the world around them. Touch is 

very important to humans, as demonstrated by any child who, when asking to "see" an 

item, will reach out its hand to palpate and get the "feel" of the object of interest. "Touch 

interaction differs fundamentally from all our other sensory modalities in that it is 

intrinsically bilateral. We exchange energy between ourselves and the physical world as 

we push on it and it pushes back on us" [2]. This bilateral exchange of energy helps us to 

obtain a better understanding of the geometry and physical characteristics of the objects 

we touch. This important mode of learning and understanding is changing the 

fundamental ways in which humans and computers interact. As computers get faster and 

cheaper, the impact of Haptic Virtual Environments (ETVE) will be greatiy widespread as 

this fundamentally more sophisticated human-centered way of working with computers 

becomes universal. However, in order to assimilate this haptic technology into a wide 



range of potential application areas, a great deal of work remains to be done. There are 

many areas, such as medicine (surgical simulators), entertainment (video games), 

industry (CAD with haptics), and art (virtual exhibits) where haptic feedback is attracting 

attention for both research and commercial interests. Within each potential application 

area, software and hardware developers and end users of HVR have to spend a 

considerable amount of effort building prototype systems and then validating and refining 

them before they become usable. 

With haptics comes a multitude of benefits, but adding a new dimension of 

complexity also brings with it many more problems that must be overcome. Some of 

these problems pertain to the hardware itself while others deal with the software needed 

to mn haptic applications. One such problem is the way in which graphical virtual 

worlds are transformed into haptic virtual worlds. 

The incorporation of haptic displays in virtual environments requires the formation of 

haptic virtual objects. These objects are typically formed in code developed by a 

programmer and are applicable for use in a specific application. The lack of high-level 

tools for the creation, visualization, and manipulation of complex haptic virtual 

environments presents a major problem in haptic object design and creation. In fact, the 

incorporation of haptics into a system usually requires low-level programming efforts by 

the developers, forcing them to be knowledgeable in multifaceted 3D graphical and 

haptics programming. 

In this thesis, a graphics to haptic (G2H) system is presented. G2H converts a created 

or existing graphical virtual environment into a haptic virtual environment without any 

hassles of programming. This permits modeling of haptic virtual environments with the 

same richness, complexity, and interactively that can be found in advanced graphic 

systems without any additional effort. The work presented here provides an underlying 

infrastmcture that can replace the current labor-intensive methods of creating haptic 

virtual environments by an easier method that is equivalent to creating graphical virtual 

environments. Feasibility of this concept is demonstrated by developing a prototype in 

the form of a plug-in for 3D Studio Max. This plug-in allows its users to model 3D scene 

objects graphically, or use preexisting models, and make them haptic. G2H also provides 



the user with the ability to dynamically define haptic materials, modify how they feel, 

and apply them to objects in the scene in an attempt to model a realistic haptic virtual 

environment. A library of such haptic materials that have been defined by experts, such 

as surgeons for a surgical simulation, can easily be saved to aid the end-users in creating 

HVEs that can be reused. 



CHAPTER n 

HAPTICS: BASIC CONCEPTS 

2.1 Haptic Terminology 

Haptic research can be subdivided into force feedback and tactile feedback. Force 

feedback deals with devices that interact with muscles and tendons that give humans a 

sensation of force being applied. This feedback type allows users to feel the sensation of 

weight or resistance in virtual worlds. Tactile feedback deals with devices that interact 

with sensors in our skin that indicate sensations like pressure, heat, and texture. This type 

of feedback allows people to read Braille and feel the fine texture of objects. Though 

both types of feedbacks are of interest, the research presented in this thesis deals 

exclusively with force feedback. 

2.2 Human Haptics 

The human haptic system is made up of the mechanical, sensory, motor, and cognitive 

sub-systems [3]. These sub-systems work together to make the sense of touch functional 

for humans. 

The mechanical stmcture of the human hand consists of an arrangement of 19 bones 

that are connected by frictionless joints and are covered by soft tissue and skin. The 

bones are connected to muscles through tendons, which serve to activate 22 degrees of 

freedom of the hand [3]. Special attention is placed on the hand here because most 

interactions between our bodies and objects involve the use of our hands. 

Kinesthetic and tactile feedbacks make up the human haptic sensory system. As we 

touch an object, we receive opposing forces on our skin. The net forces, joint angles, and 

the motion of our hands and arms are transmitted to the brain as kinesthetic, or force, 

information. Kinesthetic feedback is sensed by low bandwidth receptors that are located 

in the skin around the joints, tendons, and muscles [1]. This type of feedback allows 

humans to feel resistance and determine the shapes of objects. In contrast, tactile 

feedback is sensed by high bandwidth receptors embedded near the surface of the skin 

[1]. These receptors convey information, such as spatial and temporal variations of the 



force distributions on the skin. Tactile data allow humans to determine surface texture 

and other aspects of local contact on the skin. 

Tactile capabilities are most sensitive on the finger-pad. The spatial location of a 

point is detectable to within .15mm and the spatial resolution of two points is about 1 mm 

[3]. Even a .06-micron high texture, composed of a grating or a 2-micron high single dot, 

is detectable on a smooth surface [3]. The human finger is also very sensitive to 

vibrations. The human tactile system can detect vibrations up to 1 KHz, with sub-micron 

amplitudes detected at around 250 Hz [2]. The kinesthetic resolution in sensing the 

position of our fingertips is about 1mm, with the ability to discriminate differences of 

about 10% for velocity and 20% for acceleration. The motor system's bandwidth for 

controlled motions is less that 10 Hz for reflex actions, though it has been observed that 

humans can produce actions such as dmm rolls at over 40 Hz [3]. 

The receptors that detect tactile and kinesthetic feedback are activated by the 

appropriate mechanical, thermal, and chemical stimuli that cause them to transmit 

electrical impulses via the neural network to the central nervous system. The brain in 

tum sends commands through the motor neurons to the muscles to produce the desired 

motor action [3]. 

2.3 Computer Haptics 

Computer haptics is the attempt to simulate human haptics in virtual environments. 

This is done with haptic interface devices that both track positions and display force back 

to the user to produce "haptic images" [2]. Haptic images are composed of both 

kinesthetic and tactile information, which map back to kinesthetic and tactile feedback in 

human haptics. Haptic images can seem complex, but a simplification comes in knowing 

that a successful virtual environment (VE) does not have to replicate reality perfectiy, but 

instead match the abilities and limitations of the human sensory, motor, and cognitive 

systems [2]. For example, typical graphic images are updated at a frame rate of 30 

frames per second. Graphic images at this frame rate seem continuous due to the 

limitations of the human vision. The same concept can be applied when dealing with 



computer haptics. This can be seen when dealing with the issues pertaining to haptic 

rendering algorithms, which is covered in Chapter IV. 

2.4 Human-Computer Haptic Interaction 

Human haptics and computer haptics must collaborate to make the sense of touch 

possible in virtual environments. This collaboration involves the human physically 

manipulating the haptic device, which in tum displays tactual sensory information to the 

user by stimulating the appropriate kinesthetic and tactile sensory systems. Figure 2.1 

shows how these two entities work together by displaying the information flow between 

the human sensorimotor and machine sensorimotor loops [3]. 

Co*nput«f 

SkKV surface 

hxaa 

Actuators 
and brakes 

FoK«data 

Figure 2.1: Human and computer haptics collaboration 

When a user touches an object, the resultant force is conveyed to the user by sensors 

embedded in the skin that relay the associated contact information to the brain. The brain 

in tum issues motor commands that activate the muscles and leads to hand and arm 

movement. 

When the user manipulates the haptic device, the position sensors on the device 

transmit the position to the computer. The computer then checks for collisions and 

calculates the resultant force. This force is then sent to the actuators and brakes on the 

haptic device, displaying the force to the human user. 
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CHAPTER m 

HAPTICS: DEVICE EVOLUTION OVERVIEW 

Devices that provide haptic feedback have resulted from decades of commercial and 

educational research. Figure 3.1 displays an abbreviated history of research on virtual 

tactile/force feedback in the United States [1]. 

Project 
Year 

1960 1970 1980 1990 

Argonne National Lab. 

(Goertz, 1954) 

Argonne Arm 

General Electric Co. 

(Mosher, 1964) 

Hardiman Exosk< ;leton 

Jones and Thousand (1966) Servo Manipulator 

Kilpatrick(1976) 

Brooks etal. (1990) 

GROPH-UNC 

Zarudzianski(1981) 
Dextrous Master 

NASA-JPL 

(Hannaford et al., 1989) 
Salisbury-JPL Masti ;r 

MFF Media Lab 

(Minsky et al., 1992) 

Rutgers University 

(Burdea et al., 1992) 

EXOS Co., 

(Marcus, 1995) 

Mrr Al Lab. (Massie and 

Salisbury, 1994) 

Immersion Co., (Jackson and 

Rosenberg, 1995) 

Figure 3.1: Abbreviated history of research on virtual tactile/force feedback in U.S. 

In the 1950s and 1960s, when virtual reality was non-existent, researchers aimed to 

develop and improve telerobotic systems [1]. These systems involved a master-slave 

teleoperator in which an operator manipulated the master and the slave followed the input 

to interact with hazardous substances such as nuclear materials. In the mid-1960's and 

early 1970's, researchers at the Comell Aeronautical Laboratory, and later at General 

Electric constmcted an exoskeleton master called "Hardiman" [9]. The user of Hardiman 

7 



wore the exoskeleton and used his or her arms and legs as input. This master was then 

placed inside a larger exoskeleton slave used to amplify the power of the user. 

During the 1980's, researchers at the National Aeronautics and Space Administration 

(NASA) and Jet Propulsion Laboratories (JPL) were also developing master arms for 

teleoperation for space repair missions. They created the Salisbury/JPL arm [10], a six-

degree of freedom master with force feedback. The advancement brought by the 

Salisbuy/JPL Arm was the introduction of computer-based Cartesian control, allowing 

the master to be more compact and able to teleoperate slaves with different kinematical 

configurations [1]. 

All of the masters that appeared in the late 1970's were developed for telerobotic 

applications and did not serve as I/O devices for VR applications. One of the first 

prototypes to provide tactile feedback from a graphics simulation was the "Sandpaper" 

system developed at the MIT Media Lab [8]. This system consisted of a two degree of 

freedom joystick that allowed for both force and tactile feedback in a single device. It 

allowed the user to touch different sandpaper samples, feeling their surface textures. 

Although it was a desktop system, the system still utilized bulky actuators. 

In order to allow for the user to use a natural range of motion, the masters needed to 

be lighter and portable. The Rutgers Master [4] was developed in 1992 at the Rutgers 

University CAIP Center. This master uses four pneumatic micro-actuators placed in the 

palm to give the user a sense of hardness of virtual objects being manipulated and only 

weighed 100 grams [1]. 

The Touch Master and S AFIRE Master [11] were the first commercial virtual I/O 

systems available at the end of 1993 and were followed shortly by the PHANToM [5] 

and the Impluse Engine [7]. The PHANToM is a force feedback device that allows users 

to feel virtual objects as they would if they were using a stylus or their fingertip. This 

device has spawned a new interest of research for commercial and educational haptic 

research worldwide and is the haptic device that was utilized for this research. 
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CHAPTER TV 

HAPTICS RENDERING 

4.1 The Haptics Servo Loop 

An application that incorporates haptics must have a rendering algorithm synonymous 

to rendering in graphics. This algorithm is responsible for handling the tasks that make 

haptics function. The typical tasks performed by the algorithm are outiined below. 

> Locate the user's position with respect to the VE 

> Detect collisions between the user's position and the geometry of virtual objects 

> Calculate the reaction force vector based on physical laws of the VE 

> Apply the force vector to the user via the device 

The rendering algorithm, or the servo loop, mns continuously at a set interval. The 

frequency of this loop for modem haptic applications typically mns at a rate of IKHz to 

match the maximum frequency that humans feel vibrations. From the outline above, one 

can understand the uses for points one and four. Querying the position of the device is 

needed to determine the user's location with respect to the virtual environment. Point 

four is the output force that is sent to the device to stimulate the user's sensory systems 

for simulating touch. The most difficult steps outiined in the list above are points two 

and three. Collision detection can be fairly straight forward, but requires intelligent 

algorithms, such as bounding boxes, to cut down on the workload to make them efficient 

in complex virtual environments [6]. The complexity of the collision detection algorithm 

and force calculations is dependent on the force feedback model used. Several haptic 

rendering models have been developed to render 3D haptic objects, but the force 

feedback calculations can be simplified by using a point-based approach. 

4.2 Point-Based Haptic Force Feedback Model 

In a point-based approach, the user's presence in the virtual environment is simplified 

to a point. Using this method of haptic exploration succeeds by "trading off complexity 

to ensure high fidelity" [2]. This technique allows the use of the traditional point-based 

force feedback model shown in Figure 4.1. 



^ ^ ^ Previous PHANToM Poetion 

Object Surface ^ m 

^ damper ^ ^ ^ H 

^^ H I 

B Surfooc CoolocJ Point (SCP) 

^^^ spring 

^ ^ • • • • • • • • 1 
^ ^ m H New PHANToM PosJion 

Figure 4.1: Traditional point-based force feedback model 

In this model, the force calculation is based upon a Hooke's law relationship and the 

force, F, which is proportional to the penetration depth, can be calculated with the 

equation: 

F = K''d (eq.4.1) 

K is the stiffness constant that controls how harci/soft the object is and d is the penetration 

depth of the haptic point in the surface. This value can be determined by calculating the 

distance between the surface contact point (SCP), B, and the actual position of the device, 

C, using the distance formula. 

d = V((Cx-B,) ' + (Cy-By)') (eq. 4.2) 

Using the point-based approach, greatly simplifies the haptic rendering load. 

4.3 Haptic Servo Loop and Graphics Update Synchronization 

In order for the system to work in real-time, the application must be able to 

synchronize the graphics update loop and the haptic servo loop. As shown in Figure 4.2, 

the graphics update loop should mn up to a rate of at least 30 Hz and the haptic servo 

loop should mn at or better than 1 KHz. The discrepancy in update frequencies and the 

high frequency requirement for the servo loop make it mandatory for the two loops to be 

decoupled. The haptic process has a callback mechanism set up so that the graphics 
10 



update loop can query the position of the proxy each iteration, making it possible to 

synchronize the two loops. 

Haptic Application 

Application Process 

Scene Creation 

-Intialize Haptics • 

> Application Processing 

30 Hz I 

Haptic Process 

Graphics Update 
—Query Proxy-> 

I I 

-Proxy Position— 

L 
Haptic Servo Loop 

1 KHz 

^ r 

Clean up 

Figure 4.2: Haptic servo loop and graphics update synchronization 

One should note that although the required update rate for the servo loop is about 30 

times higher than graphics, the required number of calculations is much less. For 

example, consider if we had a window of size 300 x 300, or 90,000 pixels. Each time the 

frame is updated, the graphics process must update every pixel of the rasterization. By 

simplifying our haptic interaction to a point, we only have the equivalent of 1 pixel that 

must be rendered for each frame [6]. 
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CHAPTER V 

HAPTICS PROGRAMMING 

5.1 Basic Haptic Programming 

Basic haptic programming involves developing the functions needed to perform the 

low-level functionality required by haptic applications. These functions would need to 

communicate with the haptic interface device (to read the position and send the force to 

it), perform the detection of colHsions, and calculate the force feedback. Programming at 

the "basic I/O" level requires the developer to be extremely knowledgeable with haptics 

and be able to communicate with the device directly. Some applications require 

developers to work at this level, but toolkits do exist that allow developers to work at a 

higher level. 

5.2 General Haptic Open Software Toolkit 

General-purpose graphics libraries such as OpenGL have been used for many years 

for creating graphics applications. Application Programming Interfaces (APIs) alleviate 

developers from worrying about all of the lower level details about graphics 

programming such as communication with the graphics hardware and pixel rasterization. 

The same concept has been extended to haptics programming. Toolkits now exist for 

higher level programming of haptic applications. The General Haptic Open Software 

Toolkit (GHOST) is an object-oriented haptic toolkit that consists of a library of objects 

and methods used to develop interactive, three-dimensional haptic environments. It 

provides developers with collision detection and force feedback calculations, based upon 

a user-defined scene graph, and provides the mechanism to communicate with the 

PHANToM haptic device. Earlier versions of GHOST do not generate the graphical 

representation of the haptic scene objects, but instead provide a graphic callback 

mechanism to facilitate the integration of graphics into a haptic system. 

GHOST allows users to create haptic environments at an object level and specify the 

geometry and touch properties of each object. GHOST consists of several node classes. 

Table A.l in Appendix A lists the node classes that make up GHOST along with a 
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description of each node class. GHOST currentiy supports six different geometry nodes: 

gstCube, gstCone, gstCylinder, gstSphere, gstToms, and gstTriPolyMesh. The first five 

geometries are standard graphics primitives and the later is a collection of triangles that 

approximate the surface of the haptic object. The work done for this research utilized the 

gstTriPolyMesh node since triangles are generally used when creating models in graphics 

applications. 

5.3 The Haptic Scene Graph 

Once defined, the geometrical nodes are added to a scene graph for haptic interaction. 

The scene graph is a hierarchical collection of nodes defined by the user to represent the 

haptic environment. Figure 5.1 illustrates what a simple scene graph for GHOST would 

look like if the user were defining a man using primitives in a haptic environment. 

Left Arm M Head W l-«Js • |„rso W o i„ , , . . , , „ 
astSeparator J g,|Sphcrc 1 SMSe>.«,ator • g^tc v l i „ d c . l g,tSepa.at<,. 

Left Foot Left l.L-g I Ui<>ht Leg I Uicht Lout • Right A m i 

galClibe g<(tCylinclerl g.<itCylinder I gstCiihe H gstf MiixJei 

Left Arm 

gstCylinder 

Figure 5.1: Simple haptic scene graph of a man using primitives 

The scene graph is defined at the object level by individual nodes, which may be 

grouped into subtrees using the gstSeparator node. The haptic loop traverses this scene 

graph one node at a time and checks for collisions at each geometry node. If a collision 

is detected, the node computes the force feedback vector and adds it to the current force 

vector. The total force is calculated after visiting every node and returning to the root 

node. This is done continuously in the haptic loop until the haptic process loop is 

terminated by the application or an error occurs. 
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CHAPTER VI 

GRAPHICS TO HAPTICS 

The incorporation of haptic displays in virtual environments requires the formation of 

haptic virtual objects. Creating haptic virtual objects usually involves low-level and 

tedious programming by developers that require them to be knowledgeable in 3D 

graphical and haptic programming. Even with a toolkit like GHOST, haptic scene 

development usually involves a good deal of work and understanding and the resulting 

product usually is application-specific and requires more work to port it for use with 

another application. This presents a significant bottleneck in productivity for haptic 

scene design and development and quickly narrows the range of people who have the 

experience to perform such a task. For this reason, improvements needed to be made on 

how to design and develop haptic scenes so that it can be done with less work and require 

much less understanding of the low level details. This will enable a wider range of 

people, who lack the experience in haptics, graphics, or programming in general, to be 

able to design and create multi-purpose haptic virtual environments. 

The most intuitive way to simplify the procedure for creating haptic environments was 

to let the developer create the scene graphically and then use the graphical information to 

create the haptic representation of the objects. We have given this procedure the name 

Graphics to Haptics (G2H). The ability to create a haptic environment graphically brings 

with it many advantages. Some of the advantages are hsted below. 

> What you see is what you get (WYSIWJJG) design. Since the users can create the 

objects graphically, there is no need for the user to model the scene, compile the 

program code, and test recursively until it is correct. 

> No programming experience required. Since the haptic environment is modeled 

graphically, there is no need for the developer to have programming skills. The 

developer just needs to know how to use a graphics-modeling tool to design the 

scene. 

> No need to know the low-level details of haptics and graphics. Since there is no 

need to develop code, the user can be unaware of the details that would otherwise 

be needed to develop haptic environments. 
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^ Can use preexisting environments and objects. The developers of haptic 

environments can easily reuse and manipulate the objects of another haptic scene 

to create the new environment. 

> The time required to develop a haptic environment is reduced drastically. Several 

factors, such as the ability to ignore the details of haptics and graphics 

programming and the ability to reuse models, speed up haptic scene development 

considerably. 

The benefits gained from the ability to create haptic scenes graphically make this 

technology attractive. This technology brings infinite possibilities with it and is 

applicable to virtually any field of study. For example, a surgeon could model a virtual 

haptic surgical simulation environment graphically and make it haptic without any 

haptics training. Even the few advantages listed above begin to give an idea of what is 

possible. Instead of concentrating on the low level details, haptic scene developers can 

leam to use a commercial graphics package like 3D Studio Max to model the haptic 

scenes graphically and make them haptic with the press of a button. 

15 



CHAPTER Vn 

3D STUDIO MAX 

7.1 3D Studio Max 

3D Studio Max (Max) is a commercial graphics modeling and animation package used 

for producing three-dimensional graphics for movies, games, and other graphics 

applications. In fact. 

Version 4's state of the art interactive graphics, approachable extensibility, next-
generation modeling tools and tmly open architecture make 3ds max 4 the 
premiere 3D content creation tool for next generation game development such as 
Microsoft®'s X-Box and Sony Playstation® 2 platforms. [21] 

Although the powerful modeling tools of Max make it very attractive to developers, its 

extendibility that comes from its open architecture makes it so popular. 

7.2 3D Studio Max Architecture 

Max can be thought of as an "operating system for 3D graphics" [16]. It is a 

collection of plug-ins that are loaded by a core module, as shown in Figure 7.1. Plug-ins 

make up most of the system and are what give Max its functionality. Plug-ins are used to 

create primitives, modifiers, cameras, lights, etc. The advantage of this modular 

approach is that if the functionality that a developer seeks does not exist in Max, the 

developer can create a plug-in and add the functionality to Max. Table 8.1 has a 

complete list of plug-in types that can be created for Max. 

^^^^Bte^>Efe.\;.:;..wi^'--i^.\4^i^kv ^ ^ M 
3D Studio Max - Core 

^ H ^ ^ ^ ^ ^ ^ H H H H 

^mug-in ^M ill 

Plug-in Interface 

Plug-in Module 2 
w inmH^^^^^^^^^^^ 

Plug-in Module . . . 

^ ^ 

flHE^ 
Plug-in Module n 

Figure 7.1: 3D Studio Max's System Architecture 

The purpose of the core module is to perform the underlying tasks such as load plug-

ins, provide the main user interface, and handle plug-in to plug-in and plug-in to system 
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communication. Most areas of Max are open to developers through the 3D Studio Max 

Software Development Kit. Max developers use the same software development kit and 

tools as third-party developers so that each plug-in can be built independent of one 

another, yet work together to function as a system. This is what makes the Max plug-in 

architecture so powerful. 

7.3 The Modifier Plug-in Category 

Modifier plug-ins allow specific object types to be edited. For example, a modifier 

may be written to taper, twist, or bend an object. Modifiers can be used to modify the 

topology of the objects, change texture coordinates, change materials, alter selection 

levels, change the geometry, or even change the whole object it is applied to. Edit 

modifiers typically allow the user to select sub-object elements of the object and perform 

at least the standard move, rotate, and scale transformations to them. The modifier 

category gives plug-ins the ability to extract the 3D mesh information that is needed in 

order to make changes to the object. This ability made it the perfect candidate for G2H. 

7.4 The G^H Plug-in 

Given a graphical representation of a three-dimensional virtual environment, the G2H 

modifier plug-in transforms it in such a way that the objects in the virtual environment 

can be touched with the PHANToM haptic interface device. This plug-in creates haptic 

models directly from the graphical representation of objects created in or imported into 

this package, allowing developers to utilize the powerful modeling tools of the graphics 

package to create the objects and/or reuse preexisting models such as the ones created 

with the 3D VBS system [13]. The 3D VBS system generates 3D virtual anatomical 

stmctures from the Visible Human Male segmented dataset. Figure C. 1 in the Appendix 

is an example of a femur bone that was created with the 3D VBS system and made haptic 

using G2H. 

Haptic materials can also be created with G2H and saved for later use. Each material 

has unique stiffness, damping, and static and dynamic friction components needed to 

represent different objects haptically. The stiffness component is used to control the 

hardness of an object. The addition of damping causes the force to feel less crisp. Static 
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friction is used to reflect the sense of constant frictional force as the user glides over the 

surface. Dynamic friction is an additional force that increases or decreases with velocity 

changes as the user glide over the surface. A haptic material is a combination of these 

parameters. 

Once these materials are defined, they can be applied to the scene objects interactively 

and modified dynamically. As the user modifies the material properties, each object that 

the material is applied to feels different to reflect the modifications. 

7.5 Using the G.H Plug-in 

7.5.1 Applying G2H 

The first step of using G2H is to create the objects using the modeling tools of Max to 

create the objects or importing some that already exist. Next, the user creates the proxy, 

or haptic point, graphical representation. A sphere with radius 0.5-1.0 is recommended 

so that the haptic point is represented as accurate as possible. The user then selects the 

objects in the scene to be made haptic and clicks on the Modify panel. G2H integrates 

into Max in the form of a button that can be added to the modify control panel. Pressing 

the G2H button applies this modifier to the selected objects in the view-ports and brings 

up G2H's user interface, shown in Figure C.l in Appendix C. 

7.5.2 Creating Haptic Objects 

Creating haptic objects from the graphical representation occurs in two steps. First, 

the user specifies the object that will represent the proxy by placing its name into the 

textbox under the Get Proxy button and then pressing this button. The user then presses 

the Initialize Haptics button. This initializes the PHANToM haptic device and permits 

the user to touch the objects in the different view-ports. 

7.5.3 Creating Haptic Materials 

To create a material, the user first types the name of the new material in the textbox 

after Name: in the Material Operations group. The user then presses the New button to 
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add the material to the materials list box. A newly created haptic material is assigned 

some default values, but a material can be modified to change how it feels. 

7.5.4 Modifying Haptic Materials 

To modify the properties of a haptic material, the user first selects the material from 

the list box. Once the material is selected, the values of the spinner controls change to 

reflect the current values of the selected material's properties. Changing the spinner next 

to the property that needs modification (either stiffness, damping, static friction, or 

dynamic friction) and pressing the Update button to the right of the spinner control 

causes the material to change. If haptics has been initialized, the modifications to the 

material are felt instantly on all the objects that have this material applied to it. 

7.5.5 Applying Haptic Materials 

To apply a haptic material to an object the user selects the object from the object list 

box. This causes the selected object's current material to be selected in the material list 

box. To change the material, the user selects another material from the material list box 

and presses the Apply button in the Material Operations group. If haptics has been 

initialized, the object immediately feels like the new material just applied to it. 

19 



CHAPTER v m 

3D STUDIO MAX: PLUG-IN DEVELOPMENT 

8.1 3D Studio Software Development Kit 

The Max Software Development Kit (MaxSDK) is an object-oriented API consisting 

of a set of classes for creating plug-in applications for Max. Plug-ins extend the 

functionality of Max by allowing developers to build custom features to add to it. Max 

plug-ins are implemented as Windows dynamic link libraries (DLLs). DLLs are object 

code libraries that let multiple programs share code, data, and resources. They only 

require an executable module to include the information needed at mn time to locate the 

executable code for a DLL function. This differs from static link libraries, which require 

a copy of the function's executable code to reside in the executable module of each 

application using it. Table 8.1 is a list of the different types of plug-ins currentiy 

supported by Max. 

Table 8.1: List of Plug-in types available using the MaxSDK 

MaxSDK Plug-in Types 
Atmosphere 
Cameras 
Constmction Grid Objects 
Controllers 
File Export 
File Import 
File List 
Front End Controllers 
Helper Objects 

Image Filters/Compositor 
Image Loader/Saver 
Image Viewer 
Lights 
Modifiers 
NURBS Objects 
Particle Systems/ Effects 
Path Objects 
Plug-in 2D Textures 

Plug-in 3D Textures 
Plug-in Materials 
Procedural Objects 
Renderer 
Sound Plug-ins 
Space Warps 
SpHne Shapes 
Track View Utility 
Utility 

Each plug-in must be derived from a base class provided by the MaxSDK and 

implement some of the required methods for its plug-in category so that Max can call 

those functions within each plug-in. In addition to those required category-based 

functions, there are five functions required by every plug-in type. Every plug-in must 

provide the code for the following functions. 
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> DllMain - Used by Windows to initialize the DLL. Plug-ins use it to initialize 

the common controls library and Max's custom controls. 

> LibNumberClasses - Retums the number of plug-in classes in the DLL. 

> LibVersion - Allows the system to deal with obsolete versions of plug-ins. 

> LibDescription - Retums a text string for the user if the DLL is unavailable. 

> LibClassDesc - Retums a pointer to an object called a Class Descriptor for 

each plug-in class. This Class Descriptor object describes the properties of 

each plug-in class and provides a way to allocate an instance of the class in 

memory. 

8.2 3D Studio Max Plug-in Architecture 

Most of the MaxSDK classes inherit from three abstract base classes: Animatable, 

ReferenceMaker, and ReferenceTarget. Animatable is the root class that defines most of 

the animation and track-view related methods. ReferenceMaker is derived from 

Animatable. It is the class that allows the system to make references to other objects. 

ReferenceTarget, the class derived from ReferenceMaker, is the class that creates an 

official record of the dependencies between ReferenceMaker and ReferenceTarget. The 

ReferenceTarget class allows a reference target to inform its dependent reference maker 

that it has changed. These reference classes are required in order to allow inter-object 

communication between one plug-in to the next and to keep track of dependencies from 

one object to another. 

Figure C.2 in Appendix C shows the class hierarchy of the classes in the MaxSDK. 

The base classes are at the top and the inheritance hierarchy descends toward the bottom 

right. 

8.3 Plug-in Generation 

Plug-ins are developed using Microsoft Visual C-I~i- and the 3D Studio Max Plug-in 

AppWizard. The Plug-in AppWizard allows developers to specify the type of plug-in to 

be developed and generates the "skeleton code." Developers then take the "skeleton 
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code" and implement the functions that make the plug-in functional. Figures 8.1 - 8.4 

show the steps of the AppWizard. 

The first step is to create a new project, select "3D Studio Max Plug-in AppWizard 

Beta," and specify a name for the plug-in. 
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Figure 8.1: Creation of a plug-in using the AppWizard 

Once the user presses OK, the next step is to specify the plug-in type. For G2H, the 

"Modifiers" plug-in category was selected. 
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Figure 8.2: Specifying the plug-in category through the AppWizard 

Pressing Next brings up the next step, which allows the user to specify which class the 

plug-in should be derived from (if applicable). 
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^HÎ IE Î 
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Figure 8.3: Specifying which class to derive from 

The last step is to specify a few more details for the plug-in. These details include the 

path of the SDK and plug-ins for Max, whether or not to implement parameter maps (see 

[16] for more details), and add source comments to the generated code. 
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Figure 8.4: Specifying other details for plug-in 

The wizard then takes the input from these steps and generates a project workspace. 

The project includes the "skeleton code" and a preliminary interface from where to build 

from. 

8.4 Building an Interface 

Another step to plug-in creation is the development of the user interface (UI). The UI 

provides the means for the user to input values and receive some forms of output. The UI 
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of plug-ins are created on rollup pages using Max's custom controls and Window's 

common controls. 

8.4.1 Rollup Pages and Custom Controls 

Rollup pages are the windows in which plug-in interfaces are displayed to the user. 

They allow the user to expand and hide the contents of the page by clicking on the 

caption portion of the rollup page. Figure 8.5 is one of the rollup pages used for creating 

a sphere. 
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Figure 8.5: A sample rollup page 

The tool for creating rollup pages for plug-ins is the dialog editor of Visual C-i~i-. The 

AppWizard generates a template rollup page, but developers can use the dialog editor to 

create other rollup pages and place the controls on them. 

These custom controls, which are defined by the MaxSDK, are positioned in a rollup 

page like any other control. Each one is created using the Custom Control button and is 

identified as being custom by filling in the Class field of the Custom Control Properties 

dialog box with an appropriate string indicating the type of control. The types of custom 

controls that are currently available are listed below. 

> Custom Edit control - CustEdit 

> Custom Spinner Control - SpinnerControl 

> Custom Button control - CustButton 

> Custom Toolbar control - CustToolbar 

> Custom Image control - Custlmage 
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> Custom Status control - CustStatus 

> Color Swatch control - ColorSwatch 

> Custom Rollup Window - Rollup Window 

> Custom DragAndDrop Window control - DragDropWindow 

> Custom TCB Graph - TCBGraph 

When the rollup page dialog is created, it must be compiled and the resource file, 

"resource.h" by default, it generates must be included in the .cpp source files that 

reference the controls. 

Once the rollup page layout is created, there are several ways to present it to the user. 

The standard way is using a rollup page in the conmiand panel. Typically, this is called 

from within the function BeginEditParams when the user is editing an item's parameters. 

8.4.2 Processing User Input for Rollup Pages 

Windows uses a dialog procedure to handle the user's manipulation of the controls in 

the dialog. As the user manipulates controls, Windows sends messages to the dialog 

procedure. The developer is responsible for implementing the logic of the dialog 

procedure to process the user input. A full description of this messaging system can be 

read in a Windows programming book, but a brief overview is presented here. 

When a dialog box or a rollup page is created, a dialog procedure to process the input 

must be specified. The basic stmcture of this dialog procedure is listed in listing B.l in 

Appendix B. Windows passes in four parameters to the dialog procedure. These 

parameters are the handle of dialog box, the message, and two parameters that hold 

message-specific information. Except in response to the WM_IN 11 DIALOG message, 

the dialog box procedure should retum tme if it processes the message, and false if it 

does not. When the dialog box is initialized, the WM_INII DIALOG message is sent. 

This is where the custom controls should be initialized. When the user is finished with 

the dialog box, the WM_DESTROY message is sent. This is where the controls should 

be released. 
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When the user works with any of the custom controls, Windows sends control-specific 

messages to the dialog procedure. For example, when the user changes a spinner control, 

Windows sends a CC_SPINNER_CHANGE message. This case needs to be added to the 

dialog procedure to handle the processing required when the spinner is changed. The 

IParam and wParam arguments of the dialog procedure contain message-specific 

information, such as the ID of the control. The sample code of listing B.2 in Appendix B 

shows what the developer could add to handle spinner change messages [16]. The 

sample code presents several important concepts, such as the LOWORD macro. The 

LOWORD macro is used to retrieve the low-order word from the 32-bit value. For 

example, the spinner control provides the ID of the spinner that changes in the low order 

word of wParam. In contrast, the macro, HIWORD, retrieves the high-order word from 

the 32-bit value. Splitting the argument into low and high order words allows more 

information to be packed into the parameters. 

Occasionally, the message sent to the dialog proc is WM_COMMAND and the dialog 

procedure must look at both the high and low words of wParam to determine the message 

and the ID of the control that sent the message. For example, the code in listing B.3 of 

Appendix B demonstrates how a custom button message can be handled [16]. 
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CHAPTER IX 

GRAPHICS TO HAPTIC DESIGN AND IMPLEMENTATION 

9.1 System Requirements 

Max and GHOST set the minimum system requirements. Max recommends that a 

computer with a minimum processor of 300 MHz, 128 MB of RAM, and 300 MB swap 

space be used. Max also recommends the use of a graphics card that supports 1024 x 768 

at 16-bit color with OpenGL and Direct3D hardware acceleration support, but prefers the 

use of a 24-bit color 3D graphics accelerator. The documentation for GHOST 

recommends that a computer with a minimum processor of 166 MHz and 32 MB of 

RAM be used. The system should also have approximately 220 MB of disk space free, 

however, less disk space is needed if the system is not used for development. Although 

these are the minimum requirements, a better system will lead to better overall 

performance, which is important in a haptic application. 

9.2 Overall Design 

G2H consists of three main components that make it functional: the G2H plug-in, the 

haptic process, and ODBC. Figure 9.1 displays the data flow of the system and shows 

how the different components of the system work together. 

3D studio Max 

Proxy's 
Position 

G2H 

Materials ODBC Materials 
< 

3D Data 
Haptic Material 

Database 

Figure 9.1: Data flow of the system 
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Max creates an instance of the G2H plug-in when the modifier is applied to a node in 

the scene. This plug-in provides an interface to the user, handles the messaging to and 

from Max, and is responsible for most other duties, such as conrmiunicating with ODBC 

to load/save the materials from/to the haptic material database, reading the three-

dimensional polygonal data from the selected nodes in Max, generating a haptic scene 

graph, and creating the haptic process. 

The haptic process is created by G2H after the user chooses to initialize haptics. This 

process is responsible for the communication to and from the haptic device. It reads the 

haptic device's position, sending it back to G2H when requested to update the proxy 

graphically, and tests for collisions. If collisions are detected, the haptic process 

calculates the force feedback and sends it to the device. 

ODBC is used to communicate with the haptic material database. It is used to save 

and restore haptic materials. 

9.3 G2H Plug-in Implementation Details 

The G2H plug-in is the main part of the system that gives G2H the majority of its 

functionality. The flowchart in Figure 9.2 shows the system flow of G2H. Most portions 

of the flowchart are discussed in detail below. 
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Figure 9.2: G2H system flowchart 

28 



9.3.1 Extracting Node Information 

In order for G2H to make the selected objects haptic, it must extract the 3D-mesh 

information from the selected scene nodes and save it. The information that is needed 

from each node is (1) the number of vertices, (2) the number of faces (polygons), (3) the 

vertex array, and (4) the face array. The first two items specify the number vertices and 

faces that make up the mesh. The vertex array gives the x, y, and z coordinates for each 

vertex. The fourth item specifies which three vertices, from the vertex array, make up 

each face. 

The first step to getting the needed information is to obtain the number of nodes in the 

selection set. The selection set is the list of nodes that the user selected and applied G2H 

to. The function GetSelNodeCount is called to get this number so that the system can 

allocate the memory needed to store this information. Next, the system needs to get a 

reference to each of the selected nodes, one at a time, by calling GetSelNode and 

specifying the node number. The reference is a pointer to the object that is needed to 

access the node's mesh information. The system takes this reference and attempts to 

convert it into a TriObject, a built-in data stmcture that is made up of triangles. Max has 

a built in function that converts the different objects into TriObjects. If the system cannot 

convert this object into a TriObject, an error message is displayed and the loop continues 

with the next node. If the conversion is successful, the system then gets the current 

transformation matrix for the node and decomposes it to extract the rotation, scaling, and 

translation factors. The system then extracts the vertex information from the TriObject. 

Calling getNumVerts retums the number of vertices that make up the node and each 

vertex can be extracted one at a time by calling getVert and specifying the vertex number. 

Next, the system gets the number of faces that make up the node by calling the function 

getNumFaces. The face data can be extracted directiy by accessing the "faces" array in 

the TriObject. Now, the system checks to see what haptic material is assigned to it. The 

system first checks to see if the node has had a material assigned to it before by calling 

the function UserPropExists and searching through the user-defined properties for the 

"mat" key. This is explained further in section 9.3.7. If a "mat" key is found, the system 
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extracts the id of the material that was assigned to it and applies the material to it. If the 

"mat" user-defined property does not exist, G2H applies the default material to the node 

and sets a "mat" user defined property key to the default material id (0). Finally, the 

node is added to the object list box to show the user which nodes can be made haptic. 

Figure C.4 shows this sequence. 

9.3.2 Initializing Haptics 

When the user selects to initialize haptics, the system loops through the node objects 

that are saved in local memory and creates gstTriPolyMesh objects. The system then sets 

the gstTriPolyMesh's transformation information and haptic material properties for each 

haptic object by using the functions rotate, setTranslate, setSurfaceKspring, 

setSurfaceKdamping, setSurfaceFdynamic, and setSurfaceFstatic. The functions rotate 

and setTranslate set the transformation information for the haptic node. The scaling 

function is not used here because the coordinates of the vertices are automatically scaled 

when extracting this information from the node. The setSurface* functions listed above 

set the stiffness, damping, dynamic friction, and static friction respectively. G2H takes 

these gstTriPolyMesh objects and adds them to the haptic scene graph. Finally, the 

system creates the haptic process by calling the function startServoLoop, which creates a 

real-time process for haptics. The haptic process is described later in section 9.4. Follow 

Figure C.5 to see the sequence described here. 

9.3.3 Disabling/Enabling Force 

Pressing the Disable Force button prevents the user from touching the haptic objects 

by removing the gstSeparator node, that all of the geometry nodes are under, from the 

scene graph. This causes the entire sub-tree of the geometry nodes to be removed from 

the scene graph, thus not allowing them to be considered for collision detection. The 

sub-tree can be re-inserted later when the user presses the Enable Force button. Re

inserting this sub-tree into the scene graph allows the haptic process to reconsider the 

geometry nodes when checking for collisions, thus allowing the user to touch the haptic 

objects. 
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9.3.4 Updating the Proxy Graphically 

Once haptics is initialized, the proxy's graphical representation needs to be updated 

for the user. This is done in a separate thread that is created by the function that 

initializes haptics. This thread first tums animation off so that the user cannot mn any 

animations. Next, the thread queries the haptic process for the PHANToM's position by 

calling the function getPosition. The thread then gets the graphical proxy's current 

transformation matrix, extracts the translation information, and calculates the new 

transformation matrix. The graphical proxy is then translated to match the PHANToM's 

position by calling the Move function. Finally, the thread sends a redraw request to Max 

so that the view-ports can be redrawn. This sequence is executed in an infinite loop until 

the user chooses to stop the haptic process. This loop is shown in Figure C.6. 

9.3.5 Haptic Materials 

Haptic materials are used to allow developers of haptic virtual environments to 

quickly assign how objects feel by giving meaningful names to user set values. Haptic 

materials contain stiffness, damping, static friction, and dynamic friction properties that 

can be set by the user. Materials are stored in a database and loaded when G2H mns so 

that they can be used repeatedly without having to redefine them every time. 

A material is implemented as a C++ class so it may be instantiated to create multiple 

materials. This material class provides the application with methods to get/set its 

properties such as name, stiffness, damping, static friction, and dynamic friction. This 

class also provides functions to add and remove references to objects it is applied to and 

allows an application to search whether the current material is applied to a node. 

9.3.6 The Material Manager 

Materials are not manipulated directly. Instead, the application has an interface called 

the material manager through which materials are created, edited, applied, and 

loaded/saved from the database. 

The material manager keeps a list of materials that exist. When materials are created, 

they are added to the end of the list. The material manager not only contains a pointer to 
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the head of the list, but also keeps track of the last node of the list. This pointer is used to 

efficiently add new materials to the list without having to traverse the entire list of 

materials every time a new material is added. 

Whenever a property of a material is changed, the material manager determines 

whether the nodes that have this material applied to it need to be updated immediately. If 

haptics is mnning, the objects should be updated immediately so that the user can feel the 

changes immediately. The material manager provides a flag that can be set to tme if 

haptics is currentiy mnning and false otherwise. If haptics is mnning, the material 

manager obtains the list of nodes that the material is applied to and calls a procedure to 

update the haptic properties for each haptic object in the list. 

When a material is applied to an object node, there are several things that the material 

manager must do to make the application. First, it must determine which material is 

currently applied to the object. When a material is applied to an object, a record of that 

dependency is kept. This dependency is required so that updates to the material can be 

reflected immediately, if haptics is mnning at that time. Each material contains a linked 

list of indices into the haptic geometry node list that allow a material to be intelligent 

enough to know which nodes it is applied to. Figure 9.3 shows how a material named 

"TestMat" keeps a list to show that it is applied to nodes 3,12, and 35. 

TestMat — listHead-^ 3 k . 

—p 12 35 \0 

Figure 9.3: TestMat list after it is applied to nodes 3, 12, and 35 

The material manager must then remove the node from the material list for the old 

material and create a new association with the new material, so that the new material will 

know that it has been applied to this node. This is accomplished by adding the node to 

the material's list as in Figure 9.3. Finally, an update is sent to this node to notify it to 

use the new material's properties. 

The material manager also loads materials from the database when G2H comes into 

focus. G2H comes into focus whenever the UI is displayed to the user. The material 

manager saves the materials to the database when G2H goes out of focus. Each material 
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contains a flag that indicates whether the material is new and needs to be inserted into the 

database, or if the material was modified and needs to be updated. 

9.3.7 Saving Object-Material Associations 

G2H saves the object-material associations so that the scene may be saved and used 

later. This was implement using the Custom Node Properties of a node, which allows 

user-defined data to be attached to it and is saved automatically when the .max file is 

saved. This data can be ASCII text, integer, float, or Boolean types. These values are 

stored and retrieved using a "key" string. This string may be of any length, but must not 

contain spaces, tabs or the equal sign character. To get and set specific data values plug-

ins may use the following pair of methods: 

> GetUserPropString, SetUserPropString 

> GetUserPropInt, SetUserPropInt 

> GetUserPropFloat, SetUserPropFloat 

> GetUserPropBool, SetUserPropBool 

A plug-in may also access the entire user-defined property text buffer and parse it 

manually using the function GetUserPropBuffer. 

When G2H is applied to an object, it searches the user-defined properties for the key 

"mat". This key gives the ID of the material that is applied to it. If the key does not 

exist, a default material is applied to it and a new key is generated for it. The only time 

this value changes is when another material is applied to it. 

9.4 Haptic Process 

The haptic process is the implementation of the servo loop, which was described in 

section 4.1. It is responsible for the haptic duties, which include (1) reading the haptic 

device's position, (2) detecting collisions, (3) calculating the force feedback, and (4) 

sending the force feedback to the device as shown in Figure 9.4. 
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Figure 9.4: Flowchart of the haptic process 

9.4.1 Scene Graph Traversal and Collision Detection 

The scene graph traversal and collision detection are built into GHOST. The servo 

loop traverses the nodes in the scene graph one at a time. Each node has its own collision 

detection algorithm that it uses, which allows GHOST to simplify the haptic process by 

keeping a summation of the resultant force vector as it traverses the scene graph. This 

simplification, however, has a negative impact on the haptic simulation as described in 

the results. 

9.4.2 3D Max Coordinate System vs GHOST Coordinate System 

Another problem that had to be overcome was the differences in the way GHOST and 

Max define their coordinate system. Figure 9.5 shows the difference in the coordinate 

systems. The left image is how GHOST defines its coordinate system, which is a typical 

definition that is used in graphics. The right image shows how Max defines its 

coordinate system. Max interchanged the y and z-axis and also made the y-axis be the 

same as the negative z-axis of GHOST's representation (caused by rotating the axis by 90 

degrees along the x-axis). This meant that G2H had to take care of the conversion when 
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extracting the coordinates for the vertices and also when updating the graphical 

representation of the proxy. 

Figure 9.5: Difference between 3D Max's and GHOST's coordinate systems 

9.5 Open Database Connectivity 

Once a material is created, it is saved for reusability. Instead of tailoring the system 

for a particular database management system (DBMS), the system uses Open Database 

Connectivity (ODBC) to communicate with a DBMS. ODBC is Microsoft's interface for 

accessing data in relational and non-relational DBMS's [20]. ODBC was the first attempt 

to provide an application layer that would allow access to many different databases [19]. 

By using ODBC, the application can be written once and can communicate to virtually 

any DBMS, if a driver is available, without changing the appHcation's code. 

9.5.1 ODBC Architecture 

The ODBC architecture has four components as listed below and shown in Figure C.3 

in appendix C. 
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> Application: used for processing and making calls to ODBC functions to 

conrununicate with the database 

> Driver Manager, loads ODBC drivers, processes most ODBC functions, 

passes function calls from application to driver, performs error and state 

checking, and can log function calls made by applications. 

> Driver, processes ODBC function calls, submits SQL requests to a specific 

data source, and retums results to the application. 

> Data source: the data the user wants to access and its associated operating 

system, DBMS, and network platform (if any) used to access the DBMS. 

9.5.2 ODBC Drivers and the Driver Manager 

For ODBC functions, the Driver Manager passes the call to the driver associated with 

the connection. The Driver Manager also checks function arguments, state transitions, 

and checks for other error conditions prior to passing the call to the associated driver. 

This reduces the amount of error handling that a driver needs to perform. A driver is a 

DLL that implements ODBC function calls and interacts with a data source. A driver 

performs the following tasks: 

> Establishes a connection to a data source. 

> Submits requests to data sources. 

> Translates data to/from other formats if necessary. 

> Retums results to the application. 

> Formats errors into standard error codes and retums them to the application. 

> Declares and manipulates cursors if necessary. 

> Initiates transactions if the data source requires explicit transaction initiation. 

9.5.3 ODBC Data Sources 

A data source consists of the data, the DBMS and the platform on which it resides, 

and the network used to access that platform. Each data source requires that a driver 

provide certain information in order to connect to it such as the name of the data source 

and a user ID and password, if they are needed. ODBC extensions also allow drivers to 
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specify additional information like a network address or additional passwords. A data 

source is responsible for processing SQL requests received from a driver, retuming 

results to a driver, and performing all other functions normally associated with a DBMS. 

9.5.4 Using ODBC in an Application 

Listing B4 in appendix B has code that shows how to use the ODBC API. This code 

connects to a database, retrieves the data (IDs and names) from a table named 

"MyTable", displays the contents in a message box, and disconnects from the database. 

Although it is simple, the example shows the syntax of using the ODBC API in Microsoft 

Visual C++ 6.0. In order to create an application that uses ODBC, the application must 

perform the steps outiined below [19, 20]. 

1. Connect to a Data Source - The first thing that must be done is to acquire an 

environment handle. The handle is nothing more than a pointer to a special 

stmcture that holds information. The environment is generally considered the 

system and data source information that the Driver Manager needs to store for the 

driver. The Driver Manager holds this information because the application has 

not connected to the database at this time, so it is not known which driver will be 

needed. A handle to the environment can be obtained by calling the function 

SQIAllocEnv. 

The application should then allocate a handle to the connection. Doing this 

allocates the memory needed for the connection for a specified environment. This 

is accomplished by calling the function SQLAllocConnect. 

The final thing to do in step one is to connect to the data source. When 

connecting to the data source, the application should specify the parameters 

needed to connect such as the data source name (DSN), usemame, password, etc. 

Using the function SQLDriverConnect allows the application to connect to a 

specified DSN. 
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2. Allocate a Statement Handle - A statement in ODBC can be thought of as a SQL 

statement. When ODBC communicates with the SQL interface, the Driver 

Manager maps the ODBC SQL to the driver's SQL. A statement also carries 

attributes, such as the result sets that the statement creates, that define it in the 

context of the connection to the data source. Statement handles are defined and 

allocated similar to environment handles. They are allocated by calling 

SQLAllocStmt. 

3. Prepare and Execute the SQL Statement - There are two primary ways to prepare 

and execute statements. The first method executes the SQL statement in one step. 

Calling the function SQLExecDirect does this. If the application executes the 

query multiple times it is better to first prepare the statement with SQLPrepare 

then execute it using SQLExecute. 

4. Get the Results - After the SQL statement has been executed, the application must 

retrieve the data. The results are not passed back to the application directiy. 

Instead, the application must tell the Driver Manager that it is now ready to 

receive the results. The application can do this by calling the function SQLFetch. 

SQLFetch only retums one row of data at a time, so it must be called in a loop for 

each row that is retumed. Also, for each row that is retumed, the application must 

extract the column information one at a time. Calling the function SQLGetData 

and specifying the column number and data type accomplishes this. 

5. Committing the Transaction - When all the statements have been executed and 

the data received, the application should call SQLEndTran to conmnit or roll back 

the transaction. This is needed if the commit mode is set to manual. If the 

commit mode is set to automatic (default) the command will be committed 

whenever the SQL statement is executed. 
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6. Clean up - Once the application is finished with the statement SQLFreeStmt 

should be called to deallocate the memory used for the statement. 

Once the application has finished accessing the database, it should terminate 

the connection to the data source by calling the function SQLDisconnect. The 

connection should then deallocated the memory used for the connection by calling 

SQLFree Connect. 

The last thing that should be done is to free the environment handle. This is 

achieved by calling SQLFreeEnv. 
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CHAPTER X 

GRAPHICS TO HAPTICS RESULTS 

In order to understand the limitations of G2H, several tests had to be performed. Tests 

that showed the correctness and robustness of the system were taken, but the results 

presented here pertain more to the complexity bounds for a scene to be developed using 

this system. The issue of scene complexity becomes very essential when one is dealing 

with real-time haptic applications, because more complex scenes require more 

computations and thus allows less real-time interactivity. The system that was used for 

testing was a Pentium HI 500 MHz computer with 256 MB of RAM. This machine has an 

nVidia Riva TNT2 Ultra video card with 32 MB of memory and mns Windows NT 

Workstation 4.0 with Service Pack 6.0. The tests taken and their results are described 

below. 

10.1 Testing Mechanism 

A program that determines how long the haptic rendering algorithm is taking to 

complete, or the haptic load (Hload), was used. This program, shown in Figure 10.1, 

communicates directly with the haptic process via a pipe and displays the percentage of 

the allotted 1 millisecond, which is the maximum amount of time that the haptic loop has 

to complete if it mns at the required 1 KHz rate, it is taking. A modification to this 

program also allows the user to click on the graph and dump the timing information to a 

file. Unfortunately, the Hload program could not communicate directly to G2H because 

of Max, so a benchmark application was written to render the objects, graphically and 

haptically. This application was used to load models that were generated in Max and 

exported to VRML format. 

BHa...HlsiE3 

Figure 10.1: Hload program that measures the haptic rendering loop 
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10.2 Test 1 - Varying Polygons of One Box 

The first test was to determine the number of non-overlapping polygons that could be 

used in a scene for a single object. For this test, a box made up of length, width, and 

height segments was used. These segments define the resolution of the object and 

determine the number of polygons that make it up. Figure 10.2 is a wire frame rendering 

of the box used in the tests to show how the object is made up of triangular polygons. 

One can see that increasing the number of segments increases the number of polygons 

and vice versa. 

:^^^^^lllllfrae^?^^^«-

Figure 10.2: A wire frame rendering of the box made up of polygons 

To get the maximum number of non-overlapping polygons that can be used in a single 

object, a test was conducted that increased the length, width, and height segments. From 

Table 10.1, one can see that the length, width, and height segments began at 10x10x10 

and were increased by 10 in each dimension for each subsequent test mn. For each test 

run, the Hload was taken for different scenarios to see how the Hload was affected. 

Hload was taken when the user was touching (T) the object, not touching the object (NT), 

when graphics were displayed (G), and when graphics were tumed off (NG). This 

allowed an inspection of the amount of Hload added by the graphics and haptic rendering 

components. 

Figure 10.3 displays the average results for five mns per scenario. According to these 

results, the maximum number of polygons that was achieved for one object was 172,800. 
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Table 10.1: The number of vertices and faces per test mn 

0.18 

UW/H 
segments 

10/10/10 
20/20/20 
30/30/30 
40/40/40 

70/70/70 
80/80/80 
90/90/90 

100/100/100 
110/110/110 
120/120/120 

Number 
vertices 

602 
2402 
5402 
9602 

29402 
38402 
48602 
60002 
72602 
86402 

Number 
faces 
1200 
4800 
10800 
19200 

58800 
76800 
97200 
120000 
145200 
172800 

Average Haptic Load - 1 Box Varying Polygons 

LWH Segments for Model 

-•—G-T 

-•—NG-T 

G-NTT 

-^^NG-NfT 

Figure 10.3: A graph of the results for varying the number of polygons in the box 
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10.3 Test 2 - Varying Number of Boxes 

The second test was to determine the effect that multiple objects in a scene have on 

the haptic process. To test this, the numbers of polygons were kept consistent with each 

increment step in test one. Multiple 10x10x10 boxes, shown in Figure 10.4, were used to 

form the polygon count for each test mn (e.g., four 10x10x10 boxes gives 4800 polygons 

like one 20x20x20 in test one). One side effect that did occur was that the vertex count 

was greater in test two than in test one by (N-l)*2 vertices, where N is the number of 

boxes. 

Figure 10.4: Multiple box test 

Results of this test proved that the scene graph mechanism used by GHOST is 

inefficient. According to the results, shown in Figure 10.5, the increase in Hload was 

relatively linear with each object added and reached its peak at 49, with each object 

containing the complexity of 1,200 polygons. The value 1 was placed in the columns for 

49 for the rows with T because the complexity exceeded 1. 
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Figure 10.5: A graph of the results for varying the number of boxes 

With only 49 objects, the number of polygons from test one was reduced from 

172,800 to 58,800 in test two. To further show why the scene graph mechanism used by 

GHOST is inefficient, one can see that even with an additional 114,000 polygons in test 

one the max haptic load of test one was 82% less than in test two. 

10.4 Test 3 - Overlapping Boxes 

The third test was to determine the effects of overlapping surfaces and intersecting 

polygons on the Hload. Two 20x20x20 boxes were overlapped, one with a hole, and 

touched in different test points. Figure 10.6 points out the different locations of the 

points and the average results of the Hload are displayed in Figure 10.7. 

Points 1 and 4 are points on flat surfaces of a single box. Point 2 is a comer point 

where two planes intersect for a single object. From the results one can see that this 

increased the Hload by .86-1.7%. Point 3 was the most complex surface tested here, 

because it is the point where two planes of two different objects intersect. This caused 

the Hload to increase by about 4.9%. Point 5 is a point on top of the bottom box, but 

inside the top box. Although this point is only touching one surface, it increased the 
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Hload from .194ms to .2688ms because the point is within the bounding box of both 

objects, causing the collision detection algorithm to test for a collision for both boxes. 

Figure 10.6: Overlapping box test with different test points 
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Figure 10.7: Average Hload for different test points on boxes 

The last point, point 6, was also fairly complex. It is the comer point of the top box from 

the inside. This point is fairly complex for the collision detection algorithm because it 

has to determine which of the three intersecting surfaces is being touched. It also has to 

calculate the force feedback of different polygons, if more than one is being touched 

concurrently. 
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10.5 Test 4 - Overlapping Spheres 

The fourth test was to determine the effects of following the curvature of two 

overiapping spheres. Both spheres had a radius of 15 and consisted of 224 polygons 

each. Figure 10.8 points out the different locations of the points and the average results 

are displayed in Figure 10.9. 

Figure 10.8: Overlapping spheres test with different test points 
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Figure 10.9: Average Hload for different test points on spheres 
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From the results, all of the points except for 4 are fairly close in Hload. These points lie 

on one object and are within only one bounding box. Point 4 is a point where these two 

spheres intersect and cause the Hload to increase by about 2.7%. 

10.6 Results Summary 

Scene complexity is a measurement of how complex a scene may become and still 

provide the necessary haptic real-time interaction. The tests provided here give an 

estimation of the complexity that can be reached using G2H on the test system. A 

benchmark application was used to render the scene objects graphically and haptically 

and gave the following results. 

For tests 1 and 2, several scenarios were tested. These scenarios were whether 

graphics were displayed or not and whether the user was touching one of the scene 

objects or not. According to the tests, the graphics of the benchmark application 

increased the haptic load (Hload) by an average of 1-1.2% and the average increase in 

Hload incurred when touching the scene objects was 3.1-5.1%. 

The maximum number of non-overlapping polygons obtained was 172,800 in a single 

object, but drastically reduced when multiple objects were in the scene. Test 2 was used 

to determine the effect of multiple objects on the Hload. This test used boxes made up of 

1200 polygons. The test allowed up to 49 of these boxes, limiting the number of 

polygons to 58,800. The test results also showed that the scene graph mechanism used 

by GHOST is inefficient because adding nodes to it increases the Hload linearly, causing 

the Hload to increase far faster than the increasing of polygons for a single object. 

The last two tests were performed to see the effect of intersecting and overlapping 

polygons. These tests showed that there was an increase in Hload if the point of contact 

was within multiple bounding boxes and increased even more if the point was actually 

touching multiple objects. The tests also showed that there could be different Hloads 

within a single node, depending on its topology. The Hload was fairly consistent if the 

contact point was on a surface where no polygons were overlapped, but if the contact was 

on a point that lied on a comer or edge, the Hload increased. 

These tests give estimation on the complexity that can be obtained using G2H and a 

system of similar caliber. An important thing to remember is that the implementation 
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details of GHOST need to be further analyzed and understood in order to acquire a better 

understanding of it. Furthermore, I stress the importance of the scene complexity issue 

and strongly feel that it needs to be further analyzed. 
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CHAPTER XI 

HAPTIC QUALFFY 

11.1 Haptic Quality 

Although the incorporation of haptics into VEs has come a long way, this technology 

is continually evolving and many aspects of computer haptics still need improvements. 

Some of these issues are software based, while others are more hardware oriented. This 

chapter discusses some of the issues that affect the quality of touch and covers some 

issues that need work. 

11.2 Haptic Interfaces 

The performance specifications of haptic interface devices are set by human abilities 

and limitations. "Simulation of haptic interactions with VEs that are designed to mimic 

real environments will always be approximate, and which approximations are sufficient 

will be determined by the limits of human performance" [3]. Since the haptic device is 

the interface to the HVE, it plays a major role in determining the quality of touch for a 

haptic application. The desired features of haptic interfaces are as follows [1,3]: 

> The device should have low inertial and frictional forces. A haptic device 

should seem as transparent as possible so that the force felt by the user can be 

as close as possible to the calculated force sent to the actuators. This implies 

that devices used must impose minimal additional forces due to inertial or 

mechanical frictional forces. 

> The device should not restrict the motion of the user. The device should not 

limit the range of motion for its users. Instead, it should assure that free 

motion feels free. 

> The range, resolution, and bandwidth should match those of humans. It is 

important that haptic devices meet these criteria so that humans are not 

distracted by the device's limitations, but instead are convinced that the forces 

felt are real. 
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> The ergonomics of the device should make it feel transparent to the user. The 

device should work as an instmment and not impose discomfort or pain to the 

user. 

In [22], Jex describes four tests that a "good" haptic interface should pass. First, it 

should be able to simulate a piece of light balsa wood, with negligible inertia, friction, or 

vibrations perceived by the user. Second, the device should be able to simulate a crisp 

and hard stop. Third, the device should be able to simulate Coulomb friction without 

sponginess. Last, the device should be able to simulate a mechanical centering detent 

with crisp transitions and no lag. These conditions describe an ideal device, though "in 

reality (haptic) interfaces are nonideal" [1]. Fortunately, the limitations of the human 

sensorimotor system prevent the user from distinguishing between an ideal device and 

one that is close to ideal. 

Most haptic interfaces that are widely used today only rely on force feedback. The 

accurate simulations of the forces that directly impact the skin require the display of 

tactile forces. Tactile forces require simulations to appropriately distribute the net forces 

and torques over the region of contact between the object and the skin [3], making it 

much more complicated than force feedback. Some devices that match the capabilities of 

the human haptic system are currently available, though "the performance of the 

currently available tactile displays which use single or multiple stimulators composed of 

shape-memory alloys, pneumatic actuators, vibrotactile or electotactile elements are 

inadequate in comparison to the human sensory capabilities" [3]. 

Workspace magnification is also an important issue. The workspaces of most devices 

today are limited due to mechanical constraints of the device and prevent users from 

having a full range of motion. Body-based exoskeletons can help in larger workspaces, 

though the workspace size requirement is dependent on the task at hand. 

Another area that needs improvement is the haptic resolution. Generated "haptic 

textures" have to be able to match the human haptic resolution. On the finger, the spatial 

location of a point is detectable to within .15mm and the spatial resolution of two points 

is about 1 mm. Current haptic devices such as the PHANToM Desktop and the 

Laparoscopic Impulse Engine claim to have positional resolutions of .02 mm [14] and 
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.025 [28] respectively. Although this is close to the human haptic system, there still is 

room for improvement. Another resolution problem is the spectmm of forces that current 

devices allow. We have seen that changing the compliance properties of the haptic 

texture by small increments does not affect the way it feels. Devices should be more 

sensitive to small changes in the compliance properties so the user feels the difference 

while changing the properties interactively. 

11.3 Computer Haptics 

The current models of haptic virtual objects are much more simplistic then their real 

life counterparts. This is due to the fact that increasingly complex models require much 

more computations. Current processing constraints require that models be simplified to 

create "computationally efficient models and interaction techniques that result in real

time haptic displays that match the human perceptual capabilities..." [3]. Despite the 

rapid increase of processor speed, real-time haptic displays that meet the human 

limitations will still be challenging due to the complexity in the detection of collisions 

and the computation and analysis of deformable objects in real-time. 

One common technique that is used to simplify the models is to use polygonal meshes 

to represent the objects and use point-based interactions. In this approach, developers use 

triangles or quads to approximate the surface of the object being modeled. This 

simplification makes simulations more feasible by eliminating the need to store 

volumetric information, but also introduces some side effects. 

One conrmion problem that arises while using polygonal meshes is that the user can 

feel individual polygons while gliding over an object's surface with a lower resolution. 

This serves as a distraction to the user feeling the object. One technique to fix this might 

be to haptically smooth the objects so that they do not feel as rigid. Massie [6] suggests 

using typical computer graphics techniques to fix this problem. One example he gives is 

using Phong shading, a smoothing technique that interpolates the surface to make the 

surface visually appear smooth. Another common problem that arises from using 

polygonal meshes is that models that have folds or overlapping usually cause a "trapping 

effect" in which the haptic device becomes trapped in the folds. A way to eliminate this 
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is to preprocess the model to eliminate the overlapping of the polygons. This technique 

could alter the geometry of the object, but would eliminate the need to enhance the haptic 

algorithm that computes the resultant force. 

Another problem is that zooming in on the scene causes the resolution to decrease 

greatly. This makes small movements of the haptic device appear very large graphically. 

One possibility, though very restrictive, might be not to allow zooming. A better remedy 

might be to incorporate a zoom factor, up to a finite level, in the haptic simulation. This 

zoom factor could be used in the collision detection algorithms as well as the graphics 

update in order to allow for zooming. This idea is probably better, but the resolution 

limitations of the haptic device have to be kept in mind to determine the amount of 

zooming that should be allowed. 

11.4 Human-Computer Interaction 

The perception of feeling objects by touch is subjective and dependent on a number of 

physiological and psychological factors. Our current understanding of what human-

computer interactions are deemed acceptable depends upon our perception of what feels 

correct and what does not. Current work in the medical field, especially in research of 

quantitative analysis of biomechanics of living tissue, has made tremendous progress, 

especially in topics such as new methods of testing mechanical properties of soft tissues 

[23] in an attempt to model realistic tissues. Others, [24, 25, 26], are collecting 

biomechanical sensor data that can be analyzed to create mathematical computational 

models for simulating tissues. We are taking the human perceptual abilities into account 

directly by collecting heuristic data experimentally [27]. All of these approaches need to 

be combined to improve current human-computer interactions. This means that new 

haptics hardware or software that is designed and produced is likely be driven by the 

combination of theoretical work and experimental work to match the human perception 

as closely as possible. This leads to the belief that through extensive experimentation and 

refinement, the human-computer interactions of today are what will push for the creation 

of the next generation haptic devices. 
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CHAPTER x n 

CONCLUSION 

The work presented in this thesis solves an underlying problem with the way haptic 

virtual environments (HVEs) are created. A system, graphics to haptic (G2H), provides 

an infrastmcture that can be used to replace the current labor-intensive methods of 

creating these HVEs with a simpler one that is equivalent to creating graphical virtual 

environments. This allows developers and end-users to create a HVE graphically by 

creating or importing a preexisting graphical virtual environment and make it haptic in a 

more intuitive fashion. 

The work further extends its capabilities by allowing the user to create a haptic 

material database. These materials contain certain material properties, such as stiffness, 

static friction, dynamic friction, and damping, to assist the user in defining unique haptic 

materials that can be reused by other users. The final HVE that is generated can then be 

saved and loaded at a latter time, making it a good tool to use for tasks like human 

anatomy training. 
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Table A.l: Node classes that make up GHOST 

Node Classes 
Abstract 

Hierarchical 

Geometry 

Dynamic Property 

Haptic Interface Device 

Additional Haptic Interface 

Effect 

Manipulator 

PHANToM 

Scene 

gstNode 

gstTransform 

gstShape 

gsUDynamic 

gstSeparator 

gstCube 

gstCone 

gstCylinder 

gstSphere 

gstTorus 

gstTriPolyMesh 

gstButton 

gstDial 

gstSlider 

gstRigidBody 

gstPHANToM 

gstPHANToM.SCP 

gstBoundary 

gstBoundaryCube 

gstEffect 

gstBuzzEffect 

gstConstraintEffect 

gstlneitiaEffect 

gstManipulator 

gstTranslateManip 

gstRotateManip 

gstScaleManip 

gstPHANToMDynamic 

gstTranslateDynamic 

gstRotateDynamic 

gstScene 

Description 

Base class for all scene graph nodes 

Adds 3D transformations and callbacks to nodes 

Base class for haptic geometry nodes 

Adds dynamic attributes to a child 

Allows grouping of nodes imder it into a subtree 

Cube shape class 

Cone shape class 

Cylinder shape class 

Sphere shape class 

Torus shape class 

Haptic triangle mesh class 

Dynamic button class 

Dial dynamic class 

Slider dynamic class 

Rigid body dynamics class 

Represents the PHANToM device interface 

Represents surface contact point in the scene graph 

Base class for boundaries 

Creates a cube-like boimding volume 

Base class for PHANToM spatial events 

Vibration effect 

Constraints PHANToM to a point, Hne, or plane 

Adds inertia and/or viscosity 

Base calss for manipulators 

Translation node manipulator 

Rotation node manipulator 

Scaling node manipulator 

Base class for PHANToM dynamic nodes 

Controls the position of the PHANToM's subtree 

Controls the orientation of the PHANToM's subtree 

Manages the haptic scene graph and simulation 
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Listing B.l: Basic stmcture of a dialog procedure 
BOOL CALLBACK DialogProc(HWND hDlg, UINT message, 

WPARAM wParam, LP ARAM IParam) 

{ 

switch (message) { 

case WM_INITDIALOG: // Initialize the Controls here. 

retum true; 

case WM_DESTROY: // Release the Controls here. 

return false; 

case WM_COMMAND: // Various messages come in this way. 

break; 

case WM_NOTlFY: // Others this way... 

break; 

//Other cases... 

default: 

break; 

}//switch 

return false; 

}//DialogProc 

Listing B.2: Handling a spinner change message 

case CC_SPINNER_CHANGE: 

switch (LOWORD(wParam)) { // Switch on ID 

// A specific spinner ID 

case IDC_ANGLE_SPINNER: 

angle = ((ISpinnerControl *)lParam)->GetFVal(); 

break; 

//A different spinner ID 

case IDC_RADIUS_SPINNER: 

// Code to handle the Radius spinner... 

break; 

}//switch 

break; 
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// Switch on ID 

Listing B.3: Handling the use of the low and high words of messages 

case WM_COMMAND: 

switch(LOWORD( wParam)) { 

// A specific button's ID 

case IDC_BUTTON: 

//Switch on notification codes 

switch (HlWORD(wParam)) { 

case BN_BUTTONDOWN: 

break; 

case BN_BUTTONUP: 

break; 

case BN_RIGHTCLICK: 

break; 

}//switch 

break; 

}//switch 

// Button is pressed. 

// Button is released. 

// User right clicked. 

Listing B.4: Sample code to use ODBC API 

void CDBTestDlg::OnTest() 

{ 

RETCODE rcode; 

HENVhenvl; 

HDBChdbcl; 

HSTMThstmtl; 

SDWORD sdOdataLength; 

unsigned char conStringOut[256]; 

long ID; 

char Name [51]; 

char szbuffer[200]; 

//Return code for ODBC API functions 

//Handle to environment 

//Handle to the connection 

//Handle to an SQL statement 

//Length of buffer 

//Connection string 

//ID retrieved from DB 

//Name retrieved form DB 

//Buffer used for MessageBox() 

//Allocate an environment handle 

rcode = :: SQL AllocEn v(&henv 1); 

if(rcode == SQL.SUCCESS) 

{ 

//Allocate a handle to the connection 

rcode = ::SQLAllocConnect(henvl, &hdbcl); 

61 



if(rcode == SQL.SUCCESS) 

{ 

//Connect to the DB 

rcode = ::SQLDriverConnect(hdbcl, 0, (unsigned char*)"DSN=DBTest", SQL_NTS, 

conStringOut, 256, NULL, SQL_DRIVER_NOPROMPT); 

if(rcode == SQL_SUCCESS) 

{ 

//Allocate Statement 

rcode = ::SQLAllocStmt(hdbcl, &hstmtl); 

if(rcode == SQL_SUCCESS) 

{ 

//Execute the statement 

rcode = ::SQLExecDirect(hstmtl, (unsigned char*)"SELECT * FROM MyTable"', 

SQL_NTS); 

//Retrieve the information 

for(rcode = ::SQLFetch(hstmtl); rcode==SQL_SUCCESS; rcode = SQLFetch(hstmtl)) 

{ 

//Get data from columns and display to the user 

::SQLGetData(hstmtl, 1, SQL_C_LONG, &ID, 1, &sdOdataLength); 

::SQLGetData(hstmtl, 2, SQL_C_CHAR, Name, 50, &sdOdataLength); 

sprintf(szbuffer, "ID = %d\nName = %s", ID, Name); 

MessageBox(szbuffer,"DB Contents"); 

}//for 

//Free the statement 

::SQLFreeStmt(hstmtl, SQL_DROP); 

}//if 

//Disconnect 

: :SQLDisconnect(hdbc 1); 

l//if 

//Free the connection 

: :SQLFreeConnect(hdbc 1); 

}//if 

//Free handle to environment 

:: SQLFreeEn v(henv 1); 

}//if 

}//OnTest() 
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