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ABSTRACT 

 

In this dissertation, a Monte Carlo semiconductor performance model based on 

empirical relationships is introduced.  This novel approach results in a very low input 

dimension macromodel based on a small training sample and is shown to have equal or 

better precision and accuracy than a typical high dimension multivariate regression 

model.  In order to compensate for input dimension, the regression error, which is 

typically neglected, is characterized and used as an input to a Monte Carlo model.  This 

error modeling technique intentionally induces error into the model in an attempt to 

improve precision on long term forecasts.  In addition, these techniques allow a 

sensitivity analysis and forecast to be made based on transistor targets only, meaning that 

no test lots are required to tune the process.  The techniques described in this dissertation 

may also have other applications, because they can be applied to any situation that 

requires highly characterized outputs based on a small sample of inputs from a much 

larger population.  
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CHAPTER I 

INTRODUCTION 

The semiconductor manufacturing flow is very complex, taking many months and 

hundreds or thousands of individual steps to complete.  Additionally, processor designs 

will continue to increase transistor count and device speed while attempting to control (or 

decrease) power.  Unexplained variation in performance will increase as the component 

count on a die increases and performance enhancements extrinsic to the device are 

utilized.  With these changes, many input variables that control performance, including 

voltage, speed, power, and transistor parameters, are becoming less controlled or even 

unpredictable [1],[2].  Accurate prediction of yield and performance for a given device 

and process is affected by such unpredictable variables.  In addition, because of the 

extremely long lead time in manufacturing semiconductor devices, yield and performance 

predictions are critical during production to provide feedback to the manufacturing 

process to allow targeting and tuning of the process.  Feed forward data from the process 

is also necessary to give insight into the performance of upcoming material. 

The focus of this paper is on a yield prediction model that can be used in the early 

stages of a device’s production lifetime.  In this stage, many of the inputs listed above are 

not available or are unpredictable for various reasons, meaning that such a model must 

have assumptions built in regarding these unknown inputs.  Also, very limited actual data 

is usually available in these early stages of production, meaning that a training sample 

may not accurately represent a device’s long term performance.  Results of changes in 

targeting at this stage may be delayed by months due to the long processing time of a 
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semiconductor device.  Because of these limitations, a Monte Carlo simulation model 

will be used.  The described model provides the ability to forecast the performance of a 

device with little or no input data, meaning that a prediction can be made before a change 

in the process is made.  The ability to perform a sensitivity analysis of the process is also 

greatly improved.  In addition, it will be shown that the practice of ignoring the residual 

error of a regression model can induce error when attempting to model a non-continuous 

process, such as a pass/fail result.  In order to compensate for this, the residual error will 

be characterized and added back into the regression model as a random noise variable.  

This paper will review the process of creating such a model and provide a comparison 

between the Monte Carlo model and other methods currently being used for 

semiconductor performance modeling. 

In this paper, a typical binning methodology for processor speed and power will 

be introduced along with an explanation of how voltage scaling is used in the modern test 

process and the complications associated with this method.  This will be followed by a 

discussion of former and current performance modeling methods as well as some 

limitations of each method.  The Monte Carlo simulation method will be introduced 

followed by a detailed explanation of how it can be used for performance modeling.  An 

experiment that compares the results of a Monte Carlo model with a traditional model 

will be described.  Then, a real world case study will be presented that shows the 

usefulness of the Monte Carlo model.  Finally, the results and conclusions of these 

experiments will be discussed. 
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CHAPTER II 

BACKGROUND 

2.1 Device Speed and Power Binning 

 A semiconductor device typically has specifications for characteristics such as 

speed, power, and operating voltage that all must be met before the device can be 

considered good.  Because of the number of unknown variables that can affect 

semiconductor manufacturing and performance, the industry has adopted a binning 

strategy that maximizes the number of devices that can be shipped.  For example, a 

device may be designed to operate at 1.3 GHz at 1.1 V while consuming 40 W of power.  

The output of a production line will contain devices that don’t meet these specifications 

and devices that exceed these specifications.  In this example, three product bins may 

exist:  1.2 GHz (low speed), 1.3 GHz (designed speed), and 1.4 GHz (high speed).  In 

addition, the lower speed devices may have a lower power requirement in order to sell the 

devices to customers without as much power available and who are willing to sacrifice 

the extra speed (e.g., a laptop computer).  Similarly, the high speed devices may have a 

higher power requirement because customers that desire these parts are willing to provide 

power for the extra performance (e.g., a server).  One other method that is currently used 

to minimize the effects of process variation is the use of per-die voltage (variable Vdd).  

With variable Vdd, each device may operate anywhere in a voltage range.  In the example 

described above, the device may operate from 1.0 V to 1.2 V, where the actual voltage to 

be used is determined through electrical testing.  The actual operating voltage is 

determined by finding an optimal solution to the three-dimensional voltage, speed, and 
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power relationship.  A device that fails to meet the power specification, even for the 

highest performance bin, may use a lower supply voltage in order to reduce power as 

long as one of the speed specifications is still met.  Similarly, a device that fails to meet 

even the lowest speed bin may use a higher supply voltage.  The use of supply voltage to 

correct process variation is common but creates complications in test programs and in the 

operation of devices [3].  All of these techniques are commonly used in the modern high 

performance processor test strategy, and so they must be considered in device 

performance modeling. 

2.2 Complications of Semiconductor Device Modeling 

 Models for the relationships described above have become very complex.  

Problems arise not only because of complicated binning flows as described above but 

also because of increasingly complex device physics.  The typical speed vs. power 

relationship (power-delay product) can change for any given device depending on the 

voltage that is used.  Additionally, the speed vs. voltage and power vs. voltage 

relationships are variable and dependent on the process and design.  Characterization of 

these metrics is necessary in order to predict the effects of voltage on speed and power 

due to the variable Vdd techniques described above.  Finally, the test flow itself has 

become very complex, because each device is tested under many conditions in order to 

find the case that produces the highest profit.  These factors have caused problems with 

existing models that rely on frequency alone.  Each factor is essentially an additional 

input to a model that can significantly affect the accuracy and effectiveness of the model.  

In order to evaluate this theory, a sample of several different types of models will be 

presented for evaluation and discussion. 
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2.3 Types of Existing Models 

 Semiconductor yield and performance models are used in almost every stage of a 

device’s lifetime, and these models have evolved over time to become more complex and 

(hopefully) more accurate and precise.  A new device design will usually be simulated 

through a SPICE model that predicts how the particular design will react to different 

physical properties and targets.  Inputs to this model may consist of transistor gate 

dimensions, metal conductivity, dielectric constants, and other physical characteristics of 

the process.  At a higher level, electrical properties such as threshold voltage (VT), 

saturation current (Isat), and capacitance may be used as inputs, which themselves are 

found using other models based on known equations and relations or experimental data.  

Monte Carlo, response surface, and multivariate models are commonly used to create 

such relationships [4]-[7].  Advantages to these models are early feedback of a design’s 

performance and some ability to find optimum inputs.  Error in these models is usually 

due to lack of characterization of the relationships between designed and actual 

performance [8].  Such models can also take a very long time to produce results, mostly 

because of the large number of inputs and outputs.  Calculation of voltage at every node 

and current in every connection in the circuit may take hours or days for complicated 

circuits.  Additionally, some of the above models may not be fully developed on new 

technologies, leading to assumptions or error in output. 

 After a device has been manufactured, efforts to predict yield, speed, and power 

switch from theoretical to empirical based modeling.  In complex circuits, the actual 

performance and yield of a device depends on inputs exclusive of those used in a SPICE 

model.  Additionally, the first lot (and most subsequent lots) processed will likely not 
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have “on target” parameters due to reasons including but not limited to equipment 

calibration and tuning, measurement accuracy, environmental causes, and operator error.  

Empirical models generally use measured values from equipment, inspection, and/or 

electrical tests as inputs and attempt to model yield, speed, and/or power. 

 A very popular empirical modeling technique is to use some type of regression 

model.  In this technique, significantly important input parameters are used to create an 

equation that evaluates to some value that represents actual data or can be transformed 

into a pass/fail flag.  Regression models employ a large variety of statistics and generally 

involve a significant amount of data mining [9]-[11].  The basic principle of these 

techniques is to minimize the difference between expected and actual values (also known 

as residual) by identifying as many independent variables as possible that affect the 

output.  Any residual error is ignored, and the relationship is simply described as a single 

multivariate equation.  Because data mining is used, a significant amount of data is 

required.  If these techniques are attempted on a much smaller dataset, “over modeling” 

may occur.  Over modeling means that some inappropriate inputs may be inadvertently 

chosen for the model because they happen to change in the same way as the output 

variable.  As the dataset gets larger, the probability of this error occurring is reduced. 

 A more recent popular method for modeling device speed, power, and yield is to 

use neural networks.  Neural network models use the same input data as regression 

models but use a network with some number of nodes that constantly change the 

prediction equation as new significant inputs are discovered and variation in inputs and 

outputs occur [12],[13].  However, the prerequisites of regression models still apply to 
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neural network models because the model requires variation in the data and a significant 

training sample size in order to identify significant inputs. 

 Prediction models can also be characterized by the lead time or “look ahead” time 

for which the model can provide a prediction before empirical electrical test results can 

be obtained.  For example, a regression model that is based on electrical wafer probe data 

has a relatively small lead time.  This is because the time between wafer probe and final 

binning of the device only includes packaging, burn-in, and final electrical testing.  In 

contrast, a model that is based only on data that is collected during the transistor gate 

formation process will provide a long lead time.  This is because the time between gate 

formation and final binning of the device includes all subsequent manufacturing 

processes including contact, via, and metal formation as well as those that exist between 

wafer probe and final binning.  Most multivariate regression models require some sort of 

electrical test data, usually from test structures on the wafer.  This data is typically 

collected during or at the end of the metal formation process and before wafer probe 

testing.  The advantage of such a model is that it is usually accurate enough to prioritize 

lots or wafers before an expensive and time consuming wafer probe test in order to meet 

the immediate production demands for the device. 

2.4 Drawbacks of Empirical Models 

 Advantages of empirically based models are simplicity and shorter development 

and processing time.  However, the drawbacks of empirical models are: (1) inaccuracy, 

(2) limited sensitivity analysis, (3) assumption of perfect fit, and (4) short lead time. 

 The first major drawback of empirical models is inaccuracy, which occurs 

because the model is attempting to make a prediction for material with new characteristic 
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inputs.  This involves either interpolation or extrapolation.  Interpolation is the prediction 

of the response of a new data point that falls between data points with a known response.  

Extrapolation is the prediction of the response of a new data point that falls outside any 

existing data point with a known response.  A high confidence prediction can be made if 

(a) interpolation is attempted within a known data-rich area, (b) interpolation is attempted 

within a known data-poor area and the response relationship is known, or (c) 

extrapolation is attempted when the response relationship is known [14].  Compiling the 

conditions above, two distinct requirements exist for a high confidence prediction model:  

a data-rich area and/or a known response relationship.  In general, a known response 

cannot always be controlled or guaranteed, as device physics relationships are typically 

complex or unpredictable.  Therefore, conditions (b) and (c) cannot be guaranteed.  For 

condition (a), the probability that a new data point exists within a data-rich area can be 

increased if either a very large training sample is used to train the model or if the training 

sample has a large amount of variation such that the new data point has a higher 

probability of falling near a data point with a known response.  However, in the case 

where a prediction is to be made at an early point in a device’s lifetime, there will likely 

be a limited training sample, both in terms of sample size and variation [13].  Therefore, 

condition (a) can only be guaranteed on mature devices.  It should also be noted here that 

the requirement of a data-rich area is further complicated whenever the input 

dimensionality of a regression model is increased.  This is because the requirement must 

hold for all inputs to the model.  Therefore, if one assumes random variation for all 

inputs, then the result of increasing the number of inputs to a model is an increased 



Texas Tech University, Jason Wilde, August 2009 

 9 

probability that a new data point has an input that exists in a data-poor area.  “Over-

modeling”, as described above, is the result of such cases. 

The second major drawback of empirical models is limited sensitivity analysis.  

The empirical models described above are considered passive, meaning that they can 

only produce a prediction for an actual lot for which the required parameters for the 

model have been collected.  Because of this, these models are not useful for determining 

optimum process targets.  A process target is typically defined by some measurable 

transistor parameter electrically tested using scribe line or dummy test structures.  In 

order to improve device yield, it is desired to find the optimum point for some key 

transistor parameters, such as transistor saturation currents.  The traditional procedure is 

to make a change to some physical characteristic of the manufacturing process 

(source/drain well dopant concentration, for example) on a small set of test lots, complete 

the manufacturing process on these test lots, and then, test the resulting lots electrically to 

determine whether yield improved.  This process can take months to complete if the 

change must occur early in the manufacturing process.  If yield does improve, then the 

change is made permanent, and several months later, the first “production” lots with this 

change are produced.  The only improvement that a passive model, such as those 

described above, can provide is a slight reduction in the total time required to process the 

test lots.  The reduction is due to the ability to predict the resulting performance yield of 

the test lots when the lots have completed the manufacturing process, eliminating the 

need to have electrical test data.  However, these models do not have the ability to 

“estimate” the resulting yield due to a change in one of the parameters in the model in the 
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absence of an actual lot that possesses the desired characteristics.  This is essentially a 

sensitivity analysis of the manufacturing process. 

 Sensitivity analysis is possible on a regression or neural network model but can be 

inhibited by two major factors:  (a) input dimensionality of the model, and (b) point 

estimation of the resulting distribution’s mean.  Input dimensionality plays an important 

role in improving the accuracy of the prediction model.  Unfortunately, many of the 

inputs are related to or are dependent on each other.  Therefore, if a sensitivity analysis is 

performed on a single parameter, the results may not be accurate if other input parameters 

should have changed in tandem with the desired parameter.  In addition, for a single set 

of inputs, all models described above give a single point estimate of the mean resulting 

distribution for a set of inputs.  A sensitivity analysis would arrive at the same point 

estimate, meaning that no information is known about the variation or error of the 

estimated distribution.   This fallacy is exploited in figure 2.1.   
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Figure 2.1:  Example Case of a Yield “Cliff” 
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 In figure 2.1, the black line represents a hypothetical yield relationship with 

respect to a parameter, x.  A sensitivity analysis of a regression model could produce this 

curve if there is enough variation in the training set.  The sensitivity analysis would 

produce an optimum value for the parameter x (11.0), and the regression model predicts a 

point estimate of the mean yield (40%).  If a change was made to the production line in 

order to achieve the optimum value of x, the red line represents a hypothetical 

distribution of values of x for the resulting material.  The right tail of the hypothetical 

distribution falls into what is known as a yield “cliff”, meaning that extreme yield loss 

sensitivity exists for devices that exhibit a value of x above 12.  Therefore, devices with 

higher values of x, which are represented by the right tail of the output distribution, will 

exhibit significantly degraded yield.  In addition, devices with values of x less than 11, 

represented by the left tail of the output distribution, will yield less than the predicted 

mean of 40%, but less dramatically.  Only devices that exhibit a value of x that is exactly 

or very close to 11 will yield 40% of the time.  All other devices will have degraded 

yield.  Finally, because devices on the right side of the mean parameter target will have 

lower yield than devices on the left side, the outgoing output distribution after electrical 

test, calculated by multiplying the two curves shown in figure 2.1, will be skewed to the 

left.  Therefore, the final outgoing distribution of devices will not represent the targeted 

parameter distribution.  In a real world application, this could translate to slower or less 

efficient devices.  This illustration shows how a point estimate based on a sensitivity 

analysis of a typical regression or neural network model can be significantly flawed due 

to normal variation about the mean parameter value. 
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 A third major drawback of empirical models is actually the assumption that the 

model is perfect.  The goal of any regression technique is to reduce the residual error.  

However, it is impossible to create a model for a complicated semiconductor device that 

has zero residual error.  In many cases, this is because of random variation in the device 

that cannot be modeled.  Measurement error is also a source of model residual error.  In 

addition, a mischaracterization of the response (i.e. linear characterization of a 

polynomial response) will be perceived as residual error.  Whatever the cause, after the 

model is created, all regression models reviewed in this analysis assume that the resulting 

non-zero residual error is noise and can be ignored.  Essentially, this is another example 

of point estimation and can incorrectly model the yield of a non-continuous output, such 

as a pass/fail test result.   

 For an illustration of how the “perfect model” assumption can affect prediction 

estimates, consider a hypothetical relationship between three random variables, X, Y, and 

Z, characterized by the equation 

ZYX += ,         (2.1) 

where Z represents a random error variable that exists when attempting to model Y based 

on values of X.  Now, consider a specification placed on Y, such that any device with a 

value of Y greater than 1.0 will pass, and any device with a value of Y less than 1.0 will 

fail.  This is a simplified binning schema as described in section 2.1.  Binning the data in 

this way transforms a continuous variable (Y) into a non-continuous variable (either Pass 

or Fail).  The relationship between Y and X given this specification is illustrated in figure 

2.2. 
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Figure 2.2:  Illustration of Two Hypothetical Variables with Regression Error 

 

 For figure 2.2, a random number generator was used to create 5000 independent 

values of X and Z, and values for Y were calculated from these values.  X was assumed to 

be a Normal random variable with mean = 0.0 and variance = 1.0, and Z was assumed to 

be a Normal random variable with mean = 0.0 and variance = 0.25.  The regression fit 

line, shown by the solid blue line in figure 2.2, represents the relationship X = Y.  Finally, 

the specification for Y is shown by a dotted red line.  If a yield model for this 

specification was desired given values of X (for example, if X was measured at a much 

earlier point in the process), then the regression fit line would be used to calculate 

estimated values of Y, and the estimated yield would be assessed based on these 

estimated values in accordance with the specification.  However, this estimation neglects 

the residual model error corresponding to the random variable Z, meaning that a “perfect 

model” has been assumed.  In addition, because of the specification that exists on the 

variable Y, the yield estimate for this relationship will take the form of a cumulative 

distribution function (CDF) of the random variable X.  However, because of the model 
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error seen in figure 2.2, a yield estimate based on X will be pessimistic.  This is illustrated 

by comparing the yield estimate with actual simulated yields, shown in figure 2.3. 
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Figure 2.3:  Actual vs. Expected Yield for Perfect Model 

 

 In figure 2.3, a Monte Carlo simulation was performed for various mean values of 

X.  The model error, shown by the blue line on the second y-axis, was calculated by 

taking the difference between the actual and expected yields for the simulated dataset of 

5000 samples for each mean value of X.  The expected yield, shown by the green line, is 

simply a normal CDF given an x-value of 1.0, as described above.  The actual yield, 

shown by the red line, represents the simulated yield of the dataset given different mean 

values of X assuming the relationship in equation 2.1.  Because of the additional error 

variable Z, the actual yield resembles a CDF for a normal random variable with a slightly 

higher variation.  Specifically assuming X and Z are independent, this CDF has a variance 

of  
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The increase in variance associated with ignoring model error causes the prediction to be 

pessimistic whenever the mean value of X is less than the specified limit and optimistic 

whenever the mean value of X is greater than the specified limit.  In addition, model error 

for a given mean value of X also increases with increasing Var(Z).  This can be seen in 

figure 2.4. 
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Figure 2.4:  Yield Model Error vs. Var(Z) for Mean(X) = 0.0 

 

 Figure 2.4 illustrates the increase in prediction error as the variance of the error 

random variable Z increases for Mean(X) = 0.0.  For relative comparison, the associated 

coefficient of determination, or R
2
 value, for a given value of Var(Z) is shown.  The 

simulation depicted in figures 2.3 and 2.4 was performed with Var(Z) = 0.25, which 

roughly corresponds to an R
2
 value of 0.8.  This is a fairly strong single variable 

correlation.  If the correlation between X and Y is not as strong, and the variance of Z 

increases to 0.4 producing an associated R
2
 value of 0.72, the prediction error increases to 

over 4%. 
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 The above example simulation depicts how the “perfect model” assumption can 

have an associated prediction error due to the neglected regression model error.  Other 

scenarios exist that further exploit this problem, such as multiple independent variables 

with different specification and multivariate regression models.  However, the summary 

of the above example is that any neglected regression model error can produce error 

when attempting to model a non-continuous output variable, and that this error will be 

dependent upon many variables and will likely not be constant for a given condition.  

This drawback will be discussed more in the next section. 

 A final drawback of typical empirical models is that they can only provide a 

prediction after all of the input data has been collected.  Because of this, as the number of 

inputs increases, the lead time may decrease.  All models reviewed here depend on some 

data collection during the manufacturing process.  However, it may be possible to 

produce a model that does not rely on physical data collection, but instead relies on 

process targets.  In this case, the inputs can be provided and a sensitivity analysis can be 

performed before a lot is processed.  If such a model were based on empirical data and a 

low number of inputs, a unique prediction capability would exist that combines the lead 

time of SPICE models with the accuracy of regression models.  The following section 

introduces a model that fits these requirements. 

2.5 Empirical Monte Carlo Modeling 

 Monte Carlo (MC) methods are based on the repeated use of random sampling.  

The advantage of using such a model is that as the dimension of the problem increases, 

error only increases with a polynomial relationship in the worst case.  In comparison, 

error increases exponentially with respect to complexity or dimension using other 
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evaluation methods [15].  Typical applications for Monte Carlo models include 

probabilistic relationships and complex problems with many dimensions, inputs, and/or 

outputs [16].  Both cases hold true when modeling semiconductor device performance 

using empirical data.  The number of inputs can be in the thousands or more, with many 

inputs having relationships or dependencies on other inputs [10],[12].  Additionally, 

immeasurable or non-deterministic inputs can affect device performance, as can missing 

data due to uncontrollable factors [10].  Traditional regression models do not perform 

well under these conditions and require a large number of experiments (sample size), 

which are not available in the early stages of a device’s lifetime [13].  Even neural 

network models can have problems when measurement error or a change in process 

occurs [12],[13].  Most of these problems are due to the fact that these models use very 

high input dimension and are susceptible to error in any input.  As described earlier, high 

input dimension models have an increased probability of producing a model with low 

accuracy due to extrapolation of an unknown response.  It is very important to only select 

parameters that are highly related to output, but the tendency is to select as many as 

possible in order to improve correlation [12].  Another problem occurs when an input 

variable has very limited or no variation in the training sample.  This was identified 

earlier as a problem with interpolation.  If a single piece of equipment (“One of A Kind”, 

or OAK) is used for the early stages of a product, the model can become inaccurate if an 

alternate or substitute piece of equipment is later used.  Neural network models are good 

at picking up new inputs such as this, but the network takes time and data to learn this 

new dependency.  In summary, where traditional models attempt to identify every 

statistically significant input and its effect on device performance, the Monte Carlo 
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modeling approach discussed below can include the assumption that unknown random 

variables exist and can include random variation as an input to the model.  In short, a 

Monte Carlo model can be adapted from a regression model by trading off input 

dimensions for random variables.  In order to offset the resulting probabilistic error, a 

very large modeling sample size can be used at the expense of more computation time.  

However, the modeling sample is completely independent of the training sample, 

meaning that a smaller training sample can be used.  This advantage is very important in 

the early stages of production lifetime. 

When used for prediction of future material, traditional models will give a single 

output for any given combination of inputs.  Any variation in output that is not dependent 

on the identified inputs will produce error in the model’s output.  Because of random 

variation in a production environment, traditional models will be exactly correct (have 0 

error) only a small percentage of time (statistically, 0% of the time for a continuous 

random variable).  Therefore, the modeled output from a regression model is typically 

given as a mean or average value that should be characteristic of long term performance 

over many wafers and/or lots.  Die that fail before final at-speed testing as well as the use 

of sampled measurements where not every die provides input data affect the accuracy of 

this method [10].  In comparison, the output of a MC model is a probability density 

function (PDF) for a given set of input distributions.  A PDF “generalizes” the output in 

order to account for these errors and makes users aware of the variance about the mean of 

the predicted distribution. 

One unrelated but analogous example of the different types of models would be in 

calibrating a machine to throw a dart at an infinitely small target.  Physics equations can 
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be used to derive the optimum trajectory and velocity based on distance, weight of the 

dart, air currents, characteristics of the machine, etc.  A SPICE model in semiconductor 

device modeling is similar in that it uses purely theoretical equations.  Next, the device is 

made to throw 100 darts with various changes made in the inputs given above.  A 

multivariate regression model can be created that will model the resulting dart location in 

relation to all known inputs.  This model can give further optimized inputs that are used 

to calibrate the machine to hit the desired target.  Finally, the machine throws a final dart 

with these optimum inputs.  The chance that the machine can hit the infinitely small 

target is zero (mostly because the target is infinitely small).  Also, significant error may 

exist due to factors such as improper calibration, error in measurement, changing 

conditions, and random, unknown, or immeasurable factors such as air currents at every 

point along the path.  If the target was not infinitely small and the machine was allowed 

to throw 1,000 darts, the mean error should be close to zero.  But, some of the population 

of darts may completely miss the dart board.  A regression model would predict that if all 

of these inputs were set, the yield (percentage of time that darts would hit the infinitely 

small target) would be 100%.  In contrast, a Monte Carlo model would also have as 

inputs the amount of error or variation in the factors mentioned above as well as the 

magnitude of the regression model’s actual vs. expected error, and if simulated a large 

number of times with the given inputs will yield a PDF that describes the output.  The 

PDF can be manipulated to give a yield prediction that should better represent the actual 

outcome.  Since the target is infinitely small, the expected yield should be zero given 

random inputs with a large number of significant digits.  In addition, the PDF result will 
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describe the degree of variation in output to expect and the number of times one should 

expect the machine to completely miss the dart board. 

Current high performance devices are very similar to the dart example described 

above.  The result of increasingly tight and complex frequency, voltage, and power 

specifications is that very small tolerance of error is required on thousands of input 

variables.  Any error that does exist can be seen as yield loss or performance degradation.  

Additionally, error as a percentage of mean values is increasing due to feature sizes that 

are approaching the atomic level.  As a result, more restrictive tolerances exist in order to 

maintain circuit yield and performance [1],[2].  A Monte Carlo model is a good tool to 

use in predicting the effects of such variances and has many applications beyond those 

used in the design stages of a product.  If the Monte Carlo model were to be applied to an 

empirical data model, for example, the accuracy of the underlying model could be 

improved due to the fact that random variation in inputs can be modeled.  The next 

chapter will introduce a Monte Carlo model based on empirical data.  In addition, an 

application of the Monte Carlo model will be described with the intent of comparing the 

output with results from the underlying empirical model. 
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CHAPTER III 

METHODOLOGY 

The Monte Carlo method is defined by the repetitive application of some modeled 

relationship.  The accuracy of the Monte Carlo model will be affected by the underlying 

model.  It is very important to fully characterize and develop the underlying model as 

well as the Monte Carlo method.  Therefore, development of the Monte Carlo model is a 

two step process.  The first step involves much of the same methods currently used in 

deriving a regression model, where statistically significant inputs are identified, and an 

equation is built that represents the mean output with a set of given inputs.  The second 

step is the creation of the Monte Carlo method itself and involves further characterization 

of the regression model and creation of a simulation space.  This particular application of 

the Monte Carlo method has not been previously used, and so this experiment will 

attempt to quantify the improvement observed when the Monte Carlo method is used.  In 

addition, a new element of random noise will be added to the Monte Carlo simulation in 

an attempt to further improve accuracy.  Development of the regression model will be 

discussed first. 

3.1 Creation of a Multivariate Regression Model 

Because a regression model can take many forms, and because the purpose of this 

experiment is to test the effectiveness of a Monte Carlo model that is based on this 

model, a relatively simple multivariate regression macro model will be chosen that has a 

limited number of inputs.  As discussed in chapter II, models with high dimensionality 

require a large training sample.  Because this model will be used in the relatively early 
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stages of a product’s lifetime, adding additional inputs to the model may result in over 

modeling and non-linear responses that are estimated as linear regression equations.  

Instead, inputs that are known to have linear or easily modeled responses are chosen.  

Finally, the purpose of this model is not only to predict future material but also to 

determine optimum parametric targets that can be controlled.  Although measured 

parameters that are typically very good indicators of performance such as ring oscillator 

frequencies and quiescent or static Idd (Iddq) can be controlled reasonably, the values of 

these measurements cannot be accurately changed in an infant production environment 

without involved experiments or effects on other metrics.  These metrics are also difficult 

or impossible to evaluate before electrical die testing.  The experiment described here 

will determine whether a Monte Carlo model built on top of a simple macro model that 

does not use these parameters can compensate for the lack of inputs by assuming some 

random variation. 

Given the restrictions stated above, one common metric that can be controlled and 

measured accurately is transistor saturation current (also known as drive current or IDS).  

These currents are generally measured from dummy transistors built onto a die or scribe 

structures near a die and are designed to be representative of the average local transistor.  

Additionally, these values are characterized and controlled from a very early point in a 

new process.  Typically, a small known set of inputs, such as doping concentration and 

transistor gate dimensions, within the process can change these values with high 

repeatability.  Finally, these values, because they can be measured on very simple 

transistor structures, can be obtained for a given wafer before a large metal stack is 

created, providing earlier feedback of changes and a longer prediction lead time.  Speed, 
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power, and, in many cases, yield are dependent on IDS either directly or through 

secondary relationships with other transistor parameters.  Therefore, the pair of NMOS 

and PMOS IDS measurements from standard CMOS structures was chosen for this simple 

model as primary factors. 

After these inputs are identified, the next standard step in creation of a 

multivariate regression model is that of finding the best representation of device speed 

and dynamic current (IDD) that is dependent on each set of input IDS values.  Because 

every design and process can have different relationships of IDS to speed and IDD, a 

different regression model is created for each design and process.  The basic process in 

developing this model involves finding optimum regression fit models of IDD and speed 

vs. IDS as described above.  These relationships may not be linear or dependent on both 

NMOS and PMOS IDS directly, so polynomial relationships may be used.  The driving 

factor in determining these relationships is to create a transformation equation that is 

representative of speed and IDD for every possible combination of NMOS and PMOS IDS.  

Because these relationships are only based on a limited set of inputs, the output-input 

error may be significantly larger than expected using other more advanced models.  

However, a novel error compensation technique will be attempted, giving the Monte 

Carlo model the ability to predict this error and provide a better estimate. 

3.2 Frequency-Voltage and IDD-Voltage Scaling Parameters 

An intermediate step that is not often used in regression models is the 

characterization and use of voltage scaling factors.  As discussed in section 2.1, this 

characterization can significantly improve the model because the voltage vs. speed vs. 

power relationship is critical in binning devices.  The characterization process includes 
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summarizing frequency and power data across multiple voltages and finding relationships 

that represent the amount of unit frequency and power increase for each unit change in 

voltage.  These factors, which will be called the frequency-voltage scaling factor and the 

IDD-voltage scaling factor, are usually dependent on the process itself, and so regression 

models will be created in order to model these factors across the process space.  In order 

to theoretically evaluate the factors that affect these scaling parameters, an analysis of the 

frequency-voltage relationship and the IDD-voltage relationship will now be discussed. 

3.2.1 Frequency-Voltage Scaling 

 The maximum operating frequency, denoted by Fmax, of a device is extremely 

difficult to model.  Attempts have been made to do so, but the inputs used are very 

dependent on design, process, and technology [17].  Random effects also play a large 

role, especially in technology nodes with smaller geometries.  To simplify this 

relationship, we will assume that a single data path dictates the device’s Fmax and that this 

specific path may change from device to device.  However, Fmax will be closely related to 

the maximum operating frequency of a single inverter on the device, which is the basis 

for all CMOS design, including the flops used in the critical speed path.  The general 

form of the equation used to model the Fmax of a single inverter is given by 

C

VLWk
F

)/(
max

′
∝  [18],       (3.1) 

where k’ and C are constant for a given process and design, W and L are the gate 

dimensions of the transistors used (and are generally constant for a given design), and V 

is the voltage at which the device operates.  The simple conclusion from equation 3.1 is 

that Fmax is only linearly proportional to voltage.  Also, for a given process and design, 
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voltage is the only factor that can be changed in order to significantly improve a device’s 

maximum operating frequency.  Taking the derivative dFmax/dV of equation 3.1 yields the 

equation 

C

LWk

dV

dF )/(max
′

∝ ,        (3.2) 

which should theoretically describe the frequency-voltage scaling relationship.  It should 

be noted that the factors k’, W/L, and C are either not given, or it is too complicated to 

derive a single value for these parameters for this dataset.  Therefore, for the purposes of 

evaluating this model, this relationship will be assumed constant, and therefore it does 

not rely on parameters of interest.  

3.2.2 IDD-Voltage Scaling 

Ohm’s law states that under direct current (DC) conditions, the voltage across a 

circuit will remain proportional to the current passing through the circuit with a scaling 

factor equal to the resistance of that circuit.  However, in the case of a high performance 

processor, the DC current is only a small portion of the power consumed by the processor 

because of the extremely high frequencies used and the large number of reactive elements 

found in the device.  This is further complicated by the dynamic nature of processors, in 

which entire functional blocks and memories can be turned on and off in normal 

operation.  Because of these and many other factors, it is virtually impossible to derive a 

mathematical equation that will accurately describe the power dissipated in a processor.  

However, for the purposes of understanding the physics inside such a device, the basic 

equation for power dissipation in a semiconductor device is given by the equation 
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VIfCVPPP offStaticDynamicTotal +=+= 2  [18],[19],    (3.3) 

where f is the clock frequency during operation, C is the total effective capacitance of the 

device, Ioff is the total static current passing through the device, and V is the voltage used 

to operate the device.  C and Ioff are generally fixed by process and design.  Frequency f is 

generally constant for a given speed bin.  It is important at this point to convert equation 

3.3 into a relationship that represents total current required at a given voltage (denoted by 

IDD).  This is because typically, in an electrical test environment, IDD is measured at a 

single constant voltage.  An IDD measurement alone is enough to characterize a device in 

terms of current supply, and power is simply calculated by multiplying by the voltage 

used to measure IDD.  A second order effect of this conversion is that the following 

relationship is simplified so that voltage is not an independent factor.  Given that Ptotal = 

IDD * V and then taking the derivative of equation 3.3 with respect to V yields the 

relationship 

Cf
dV

dIDD *= ,         (3.4) 

meaning that the IDD-voltage scaling factor should be linearly related to frequency and 

total device capacitance.  In this case, IDD is measured at a constant frequency, so the only 

factor affecting equation 3.4 should be the total device capacitance, C.  Because C is not 

directly measured, some approximation must be used.  From equation 3.3, the IDD at a 

fixed voltage and frequency should be representative of C, so the scaling factor should be 

dependent on the value of IDD at a fixed voltage and frequency alone.  However, because 

C can have a nonlinear relationship with IDD, the possibility exists of a nonlinear 

relationship between IDD and dIDD/dV. 
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These scaling factors can then be used to translate predicted frequency and power 

values into predicted speed bins for each simulated unit. 

 

3.3 Creation of a Monte Carlo Model 

The third major step is to create the Monte Carlo model itself.  A Monte Carlo 

model is created by setting up a simulation space with a significantly large number of 

trials and with NMOS and PMOS IDS as inputs and speed, power, and yield as outputs.  

As stated in the definition of a Monte Carlo model, random inputs are required.  Random 

inputs can be easily generated using a statistical software package that will imitate 

NMOS and PMOS IDS values.  Each trial should have a new set of random inputs, and the 

PDF of these inputs should be representative of expected possible NMOS and PMOS IDS 

distributions.  The mean and standard deviation of this PDF should be easy to modify in 

order to change the input PDF.  For this discussion, two random variables, N and P, will 

be introduced that represent the NMOS and PMOS IDS inputs, respectively.  The 

regression equations derived in the first step will be used to transform the set of inputs 

into output values for each of these simulations.  A set of equations of the form 

S(N,P) = f1(N,P)        (3.5) 

T(N,P) = f2(N,P),        (3.6) 

will describe the speed and IDD of the device, where f1 and f2 are the characteristic 

regression relationships for speed and IDD, respectively, S(N,P) represents the speed of 

the device at a fixed voltage, and T(N,P) represents the IDD of the device at a fixed 

voltage and frequency.  The voltage scaling factors described in the second step will be 

used to translate speed and IDD into performance yield.  In this case, the equations 
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{ }maxminminmin ...,2,,  ,),(),,,( VVVVVVxPNTVxPNW DDDDtDDt δδ ++∈+=  (3.8) 

define a set of possible values of speed and power, respectively, for a given trial, where xs 

is the speed scaling parameter, xt is the IDD scaling parameter, and VDD is the supply 

voltage.  The set of possible values of VDD is determined by the device definition.  In this 

case, it is assumed that there are a finite number of values of VDD, and that all values are 

separated by a constant value, δ.  In each trial, the model should then determine the set of 

voltages where the minimum speed and maximum power specifications are met.  This is 

characterized by the set 

 V = {VDD : U(N,P,xs,VDD)  > fmin and W(N,P,xt,VDD)*VDD < Pmax},  (3.9) 

where fmin and Pmax are the minimum speed and maximum power requirement of the 

device, as determined by the device definition.   It is important to note that typically, a 

maximum power requirement exists rather than a maximum IDD requirement for devices 

of this nature because VDD is variable.  If V is an empty set, such that there is not a valid 

passing voltage at which both the minimum speed and maximum power requirements are 

met, then the trial shall be flagged as a failure.  Otherwise, the trial shall be flagged as a 

good unit, and the minimum value of the set V is recorded as the passing voltage of the 

trial.  The ratio of the number of passing trials to the sample size will give the predicted 

at-speed yield for that simulated run of the model.  Additionally, distributions of power, 

speed, and voltages used will be available for more detailed analysis. 

Because a MC model is based on a number of statistical trials, the question of 

sample size often arises.  A common relationship that is used to estimate error, δ, of a 

Monte Carlo simulation is 
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N

1
~δ  [16],        (3.10) 

where N represents the number of trials in the model and δ is the estimate of error for the 

computation of the probability of an event A.  This relationship may depend on the 

complexity of the model, and in some cases, the error estimate can only be determined by 

evaluating the variation in output of the Monte Carlo model.  Additionally, the error may 

be larger when attempting to predict a probability that is close to zero [20].  In any case, 

the error estimate given above must be compared with the expected values of the model 

to determine the required sample size for the Monte Carlo simulation.  Of course, N will 

be limited by the time available, the speed of computer used to evaluate the model, and 

the efficiency of the algorithm used in the model. 

  This set of steps will create a very simple Monte Carlo model of device speed, 

power, and yield for a given set of NMOS and PMOS IDS PDFs.  However, one 

shortcoming of this model lies in the fact that the input to output error in the regression 

equation is non-zero.  In the dart throwing example discussed previously, even when all 

inputs are set, the output has some random error with respect to expected values.  In 

addition, parametric measurements from dummy structures will be used, and so a single 

corresponding value may not be available for every die.  This causes point estimation 

errors such as mischaracterization of a yield cliff as described in Chapter II.  In order to 

fully model the output, characterization of error in the regression model is required in 

order to predict error in the simulation space.  Characterization involves finding the 

average error variance, which can be added to each output value in the simulation data set 

in order to estimate the resulting distribution.  One method to calculate this variance 
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assuming normal input and output distributions and a linear regression is shown below as 

the sum of squared error. 

2)ˆ( ii YYSSE −=∑  [20]       (3.11) 

A random Gaussian distribution with variance = SSE and mean = 0 can be added to each 

trial in the simulation data set in order to estimate the resulting distribution.  Another way 

to calculate SSE is to use a variant of the definition of r
2
, or coefficient of determination, 

of the regression, shown in equation 3.12. 
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In equation 3.12, SSTO is the total sum of squared error.  If SSE is not normal, as is 

commonly the case with device current (IDD) models, the sum of squared error can be 

estimated by creating a non-continuous input distribution.  This is accomplished by 

grouping or binning the independent variable and calculating the sum of squared error for 

the dependent variable in each group.  This estimation is accurate enough for the 

purposes of illustration of the Monte Carlo model.  The average model error, identified 

by the random variable Z, will simply be an addend in equations 3.5-3.9.  The technique 

of adding error into the regression equations has not been seen in other previously 

existing applications of the Monte Carlo technique, and so this experiment will serve to 

prove or disprove this method. 

3.4 Model Verification and Experiments 

 In order to validate the effectiveness and accuracy of the Monte Carlo model, the 

model will be used to create a prediction for a different sample of material than was used 
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to create the regression model.  Three scenarios will be simulated using material that has 

already completed final speed binning.  The first scenario is a relatively short term 

prediction using data collected from test structures.  This will demonstrate the usefulness 

of the Monte Carlo model when material is nearing the end of the production line but has 

not been electrically tested at wafer probe.  In this case, a prediction will be made about 

every lot that has test data.  For the lot level prediction experiment, the mean and 

standard deviation of each lot’s NMOS and PMOS IDS
 
as taken from wafer level scribe 

measurements will be fed into the Monte Carlo model, thus creating a modeled PDF of 

IDS for that lot.  The Monte Carlo model will then simulate the expected performance 

yield.  This process will be repeated for each lot used in the validation sample.  The 

actual performance yield of each lot will be evaluated after all processing and electrical 

testing is completed and will be calculated as the ratio of devices that meet all 

performance specifications to total devices tested.  Error will be measured by comparing 

the modeled and actual performance yield for each lot, weighted by the number of units 

in each lot that survive all electrical testing and are tested at speed.  A second simulation 

with the programmed regression model error factor removed will be performed in order 

to assess the effectiveness of adding error into the regression model.  Finally, in order to 

compare the effects of the Monte Carlo model only, the simple regression model will be 

used as a control prediction.  In this case, each measured NMOS and PMOS IDS value 

from wafer level scribe measurements will be used as an input to the regression model, 

and based on the predicted performance, an expected performance yield will be derived 

for the lot.  Model error will then be calculated.  The difference in error and variation in 

error between the Monte Carlo model and the regression model will be evaluated. 
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 Because the calculated mean and variation in residual error are based on a sample 

of lots, they are estimators of the population mean error and variation in error for each 

model.  In order to assess the bias and variance of the estimators, the jackknife technique 

will be used.  In this method, the estimators will be calculated n times, where n is the 

number of lots used in the sample.  For each of the n iterations, one lot will be excluded 

from the sample.  The mean and variance of the resulting distribution of n estimators will 

represent a more unbiased estimator and an estimate of the variance of the estimator, 

respectively [21].  These assessments of the model error estimators may be used to 

further characterize the models described above in terms of accuracy and stability. 

 The second scenario will be a long-term prediction based on transistor targets 

only.  This is a very unique application for the Monte Carlo model as explained in 

Chapter 2, where a prediction can be made even before lots have begun processing.  In 

this case, the inputs to the Monte Carlo model are PDFs of the expected NMOS and 

PMOS saturation currents.  The prediction made will estimate a long-term speed 

distribution for the given targets.  For this scenario, the same process described above 

will be used to evaluate the Monte Carlo model, but rather than evaluating each lot 

individually, a large sample consisting of many lots targeted at a specific NMOS and 

PMOS saturation current will be used as a verification sample.  In this case, a single 

mean and standard deviation will be used as an input PDF to the Monte Carlo model, and 

the model will predict the performance yield for all lots in the production line.  The actual 

yield will be compared with results from the Monte Carlo prediction via a Chi-squared 

test in order to test for similarity.  Because the goal of this scenario is to make a useful 

prediction based on no physical data collection, a typical regression model cannot 
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provide a prediction.  However, in order to test the accuracy of the underlying regression 

model and to provide some basis for comparison of the accuracy of the Monte Carlo 

model, the regression model will be used to provide a prediction for the group of lots 

chosen.  In this case, all measured values from these lots will be used as inputs to the 

regression model, and from the predicted performance, an expected performance yield 

will be derived for the production line.  This expected yield will be compared with both 

the actual and Monte Carlo model predicted yields. 

 As the dart throwing example illustrated, both the Monte Carlo and the regression 

only models should have near zero residual error over a sufficiently large sample of 

material.  Comparison of the experiment residuals from the second (long-term) scenario 

will confirm this.  However, due to the inclusion of error prediction in the Monte Carlo 

model, this model should have a lower variation in residual error in the first (lot level) 

scenario and a lower residual in the long-term prediction.  In addition, the Monte Carlo 

model should excel in predicting extreme areas of the output distribution (analogous to 

darts that miss the board).  In order to evaluate this effect, residual error will be evaluated 

as a function of actual values. 

 The third scenario will be similar to the second scenario with the exception that 

the Monte Carlo model will be used to make a prediction for a speed bin that did not exist 

in the training sample.  The significance of this scenario is that the model must use 

extrapolation.  As discussed in Chapter II, extrapolation is particularly difficult because 

the new data points will exist in a data-poor area of the training sample, and therefore 

linearity of the regression model must be assumed.  The advantage of being able to make 

a prediction in this manner is that it is typically very difficult to assess the specifications 
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and feasibility of a new speed bin for an existing product.  As explained in the second 

scenario, a regression model cannot perform in this situation because no actual test data 

exists.  For example, assume an existing device was being sold as a 1.0 GHz and 1.1 GHz 

device.  However, a customer is interested in a 1.3 GHz device, but only if a consistent 

supply of these devices exists and an assessment of the power drawn by these devices can 

be made.  The manufacturer assesses the material currently being tested and does not find 

enough devices that meet this new speed bin.  However, the possibility exists of 

increasing the NMOS and PMOS saturation current targets and/or increasing the supply 

voltage for the part in order to speed up the devices at the expense of higher dynamic 

power.  However, it is unknown how each of these changes will affect the long term 

speed distribution, and it would be prohibitively risky and expensive in terms of time and 

cost to produce a sample of material with increased saturation currents for experimental 

purposes only.  In this case, the Monte Carlo model could produce a sensitivity analysis 

that provides optimum saturation current targets.  In addition, for the targets chosen, the 

model could produce the optimum voltages required to meet a particular speed 

distribution as well as the expected power distribution for these conditions.  If these 

voltage and power conditions were acceptable, then the decision could be made to change 

the transistor targets.   

For this experiment, the Monte Carlo model will be used to make these 

assessments in a real-world situation that closely resembles the one described here.  The 

resulting material will be tracked and tested to the new speed bin, and an assessment of 

the actual and predicted speed distributions will be made.  The accuracy of the Monte 

Carlo model will be assessed via a Chi-squared test. 
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 Input data for this experiment will be taken from a modern high performance 65 

nm semiconductor process.  The device used for analysis will be a high performance 

processor that is typically used in servers or large scale computing environments.  This 

class of devices was chosen because of its complexity in both design and manufacturing 

process, which should give ample random effects to use as inputs to the Monte Carlo 

model.  The JMP 6.0 statistical software will be used for all data mining and analysis, 

including model creation.  The Monte Carlo model itself will be implemented in a JMP 

dataset that incorporates all of the inputs, equations, and outputs previously discussed.  

Advantages of using this software package are the number of statistical functions and 

modeling techniques, large dataset capability, and the ability to implement user generated 

scripts.  Additionally, this package uses a pseudo-random number generator with a very 

large period (2
19937

 – 1 via the Mersenne-Twister method [22]; for more information on 

this method, see [23]).  If the MC sample size exceeds that of the random number 

generator period, the total expected error will be affected.  In this case, the period is 

sufficient, especially given the fact that multiple random inputs are used. 

 In summary, the results of this experiment will either prove or disprove the 

hypothesis that a Monte Carlo simulation based on an existing regression model can be 

used for predicting semiconductor device performance.  In addition, the practice of 

adding random noise based on residual error calculation will be evaluated in an attempt to 

further improve accuracy. Accuracy of the Monte Carlo model will be evaluated by 

comparing it with a traditional regression-only model.  If proven effective, these 

techniques could be very useful in predicting the performance of semiconductor devices 

in early stages when very little empirical data is available.   
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CHAPTER IV 

RESULTS 

 In order to quantify the effectiveness of the Monte Carlo regression model, ten 

lots of material processed on a uniform process were used to create the regression 

equations necessary for the Monte Carlo model.  Simple regression techniques were used 

to find the mean relationship between a device’s performance and transistor IDS 

characteristics.  In addition, characterization of scaling parameters that affect speed 

sorting was performed.  These two relationships will be discussed, followed by an in-

depth analysis of the experiments that compare this new technique with a typical 

regression model. 

4.1 Fmax and Dynamic IDD Characterization 

In an electrical test environment, speed is typically characterized by binning a part 

depending on whether a suite of functional patterns passes at a single operating 

frequency.  However, for data collection purposes, and to collect the data required to 

create a regression equation, an Fmax routine is typically used.  Fmax is determined by 

performing a test at various operating frequencies and recording the maximum operating 

frequency at which the device passes.  The Fmax data is then matched with transistor 

NMOS and PMOS IDS parameters for every die (collected via on-chip test structures), 

and a multivariate least-squares regression fit equation is calculated.  The Fmax regression 

line for this dataset is shown in figure 4.1.  A side effect of the Fmax procedure is the 

discrete nature of individual measurements, due to the discrete search values that are used 

to determine the maximum operating frequency.  The discrete Fmax values are clearly 
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visible in figure 4.1, but it was verified that this does not significantly affect the 

prediction model because the spacing between discrete values is relatively small.  

However, it should be noted that the Fmax search routine creates a floor function because 

the maximum passing frequency that is tested is recorded as a device’s Fmax, and that this 

function may result in a pessimistic prediction model if the spacing between discrete 

values is significant. 

1100

1200

1300

1400

F
m
a
x
 (
M
H
z
)

1600 1700 1800 1900 2000

Transistor Saturation Current

 
Figure 4.1:  Fmax vs. Transistor IDS Regression Fit Line 

 

 Device power consumption is determined by operating the device with a suite of 

worst-case patterns at a fixed voltage and measuring the resulting dynamic current (IDD) 

that is required by the device.  These measurements are then matched with NMOS and 

PMOS IDS values for every die, and a least-squares regression equation is calculated.  The 

IDD regression line for this dataset is shown in figure 4.2. 
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Figure 4.2:  IDD vs. Transistor IDS Relationship and Regression Fit Line 

 

 The IDD and transistor IDS typically do not follow a first-order linear relationship, 

as shown in figure 4.2, so a higher order polynomial least-squares regression was used in 

order to reduce the resulting model residuals.   

 For both of the Fmax and IDD relationships described above, the resulting SSTO and 

r
2
 values were recorded and used to calculate SSE.  The SSE values were then used to 

create a model error random variable, which is used to improve the modeling capability, 

as described in chapter III.  It is assumed that the residual error is normally distributed 

with 0 mean (by definition of a least squares regression) and standard deviation 

determined by the model SSE.  The error random variables were then added to the 

regression equations described above in order to create distribution estimates for Fmax and 

IDD. 
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4.2 Frequency and IDD Scaling 

 As described in chapter III, in order to correctly predict the speed bin of a part 

depending on Fmax and IDD, scaling factors are necessary.  The two scaling factors 

discussed in chapter III characterize Fmax vs. voltage and IDD vs. voltage.  

 The first of these scaling factors, Fmax vs. voltage, was characterized by reviewing 

characterization data collected on the 10 training lots.  The data consisted of Fmax 

measurements taken at two or more different voltages.  In this case, data was collected at 

4 voltages.  Because, as shown in equation 3.2, this scaling parameter does not depend on 

voltage, the distribution of scaling parameters calculated by evaluating all combinations 

of voltages was used.  Figure 4.3 shows a combined plot of the distribution of the 

resulting scaling parameter.  A fixed frequency-voltage scaling parameter was chosen 

based on the sample mean of this dataset.  By selecting a single point scaling parameter, 

any variation in the scaling factor will be neglected in the regression model.  Variation in 

this scaling factor may affect the estimated error element that is to be used in the 

regression model; therefore, variation in this scaling factor will be already included in the 

regression error estimate. 
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Figure 4.3:  Frequency-Voltage Scaling Parameter Distribution 

 

 The second scaling parameter, IDD vs. voltage, was also characterized by 

reviewing data collected on the training sample.  Again, the characterization data 

consisted of IDD measurements taken at multiple voltages on each device.  However, as 

discussed in section 3.2, careful evaluation of the IDD-voltage scaling parameter with 

respect to IDD is important to improve the accuracy of the model.  Figure 4.4 shows the 

results of this evaluation. 
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Figure 4.4:  IDD-Voltage Scaling Parameter vs. IDD at a Fixed Voltage 
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 As expected, a very strong linear correlation is found between the IDD-voltage 

scaling factor and IDD measured at a fixed voltage.  The resulting regression line shown in 

red will be used in the Monte Carlo model in order to improve the model IDD scaling 

accuracy. 

 Equations of the form described by eqns. 3.7-3.9 were created by combining the 

scaling relationships described above with the regression relationships described in 

section 4.1.  Inputs to the equations are outputs from random number generators that 

approximate the input parameters of interest.  For each trial, the set of equations yield a 

single pass or fail result.  10,000 trials were used in order to produce a Monte Carlo 

statistical model, and the yield of this sample was used as the prediction result.  

According to equation 3.1, the effective error of the Monte Carlo simulation with N = 

10,000 is about 1%, which is acceptable. 

4.3 Experiment Results 

 For the lot level and long term prediction scenarios described in chapter III, six 

lots manufactured in the same process as the 10 training lots were chosen for model 

verification.  For the third scenario, in which a new speed bin prediction was attempted, a 

separate group of 10 lots were chosen for analysis.  The results of the lot level experiment 

will first be discussed, followed by the long term line experiment and the new speed bin 

prediction experiment. 
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4.3.1 Lot Prediction Experiment Results 

 In this experiment, each lot was treated as an independent trial.  For the two 

Monte Carlo models, transistor parametric data collected for each lot were summarized in 

order to obtain a single mean NMOS and PMOS IDS value.  In comparison, each 

parametric measurement was used as an input to the regression model.  The resulting 

yield predictions were then compared with the actual at-speed yield by simply calculating 

residuals for each lot.  Figure 4.5 and table 4.1 summarize the distributions of the 

resulting residuals. 
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Figure 4.5:  Actual-Expected Lot Level Residual Distributions for 3 Models 
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Table 4.1:  Summary Statistics for Lot Level Prediction Residuals 

 

Model Mean St. Dev.

MCIE 3.95 3.56

MCSE -2.46 3.28

Regression -3.22 3.75

Residual*

*Values are in percentage points  
 

 Figure 4.5 shows the resulting residual distributions for the three models.  The 

Monte Carlo Including Error (MCIE) model referenced in figure 4.5(a) is generated using 

the new method described in Chapter III, in which a modeled error component is added to 

the output distribution.  The Monte Carlo sans Error (MCSE) model in figure 4.5(b) 

refers to a Monte Carlo model without this error component.  The mean residual value for 

each distribution is represented by a diamond, and the upper and lower quartiles are 

represented by the right and left fences of the boxes in the box plots.  Outlier values are 

represented by black dots.  Note that the x-axis in this figure represents fractional values 

calculated using the equation 
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where R represents the residual error of the yield fraction in the prediction model.  A 

perfect model would have zero residual for all trials.  A good model should have a mean 

value of R close to zero and low standard deviation of R.  In table 4.1, the mean and 

standard deviation of R, converted to percentage yield, are shown.  As expected, all 

models have a mean error close to zero.  For this sample, the MCSE model provided the 

most accurate lot level prediction with a mean residual less than -2.5%.  This model also 

produced the lowest standard deviation in residual values (3.3%).  In comparison, both 

the MCIE model and the regression model produced a mean residual greater than ±3.2% 
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with standard deviation above 3.5%, with the regression model outperforming the MCIE 

model in terms of mean residual.  As seen in figure 4.5(c), the regression model statistics 

are heavily influenced by one lot that achieved a very high residual value close to 15%.  

In comparison, the residuals for the MCIE and MCSE models were 2.4% and 9.6%, 

respectively, for this lot.  This lot is particularly interesting because it describes a case 

analogous to the dart thrower missing the board as explained in Chapter III.  Another 

interesting observation from the values shown in table 4.1 is that the regression model 

produced the most negative residual error.  In addition, the actual yield for all lots in this 

experiment was greater than 50%.  These two characteristics agree with the simulation 

performed in Chapter II and shown in Figure 2.3, where the model residual error value 

should be negative whenever the actual yield is greater than 50% due to the exclusion of 

error in the regression model.  For a closer look at residuals, the model residuals are 

plotted against the actual distribution values in figure 4.6. 
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Figure 4.6:  Residual vs. Actual Comparison for Lot Level Prediction 

 

 As seen in figure 4.6, the regression model exhibits the highest slope of residual 

vs. actual.  In addition, the r-squared correlation coefficient is significantly higher than 
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either of the Monte Carlo models (0.847 vs. 0.195 (MCIE) and 0.473 (MCSE), 

respectively).  Therefore, the regression model residual error correlates very well with 

actual results in comparison with the Monte Carlo models.  This could be the cause of 

higher variation in residual error for the regression model as seen in table 4.1.  A 

correlation between residual and actual values could also indicate that the regression 

model itself is either inadequate or is missing some independent variable [20].  Because 

there are only two independent variables, this result can be explained.  In addition, the 

use of the Monte Carlo method reduces this dependency and normalizes the residual 

error.  This could indicate that the input-output relationship is not linear and the 

regression model is inadequate to predict such a relationship.  In this case, the non-linear 

response could be a yield cliff, as described in figure 2.1.  This hypothesis is further 

supported by the outlier lot, in which the MCIE model produces the most accurate 

prediction. 

 As described in Chapter III, the statistics shown in table 4.1 are actually 

estimators of the population mean and standard deviation for each model.  In order to 

further characterize these estimators in terms of accuracy and stability, the jackknife 

method was used to calculate a less biased estimator and an estimate of the variation of 

the estimators.  Figure 4.7 shows the results of this exercise. 
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Figure 4.7:  Results of Jackknife Method for Estimators of Model Error 

 

 In figure 4.7, the distribution of estimators for the mean and standard deviation 

(StDev) of error for each model is shown as a box plot.  In these figures, the upper and 

lower fences of the boxes represent the upper and lower quartiles, respectively, of the 

distributions, with whiskers showing outliers outside of these fences.  The mean and 

median values of the Jackknife estimators are represented by horizontal red and green 

lines, respectively, within the upper and lower quartiles.  The standard deviation of each 

distribution is represented by small horizontal blue lines.  Finally, because a single lot is 

excluded in each trial of the Jackknife method, the trial in which the lot that exhibited 

high residual error was excluded is represented by an ‘x’ in each distribution.  This is for 

illustration purposes and will be referred to later.  Statistics describing each of these 

Jackknife estimators are shown in table 4.2. 

Table 4.2:  Summary Statistics for Jackknife Estimators of Residuals 

 

Model Mean Std Dev

MCIE 3.91 0.93

MCSE -2.51 0.74

Reg. -3.26 0.63

Mean Estimate

 

Model Mean Std Dev

MCIE 3.47 0.42

MCSE 3.22 0.47

Reg. 3.63 1.09

StDev Estimate

 
                 (a) Mean Error Statistics    (b) StDev Error Statistics 
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 As seen in table 4.2(a) and figure 4.7(a), evaluation of the Jackknife estimates of 

mean residual error shows that the Jackknife estimator of mean, which is a less biased 

estimator than the standard estimator of mean, produces estimates very close to the 

standard estimator of mean presented in table 4.1.  Therefore, the previous observations 

based on the standard estimator are further reinforced.  In addition, for the trials in which 

the outlier lot that exhibited high residual error was excluded (denoted by ‘x’ in figure 

4.7(a)), the MCSE model still produces the most accurate prediction.  Similarly, as seen 

in table 4.2(b) and figure 4.7(b), the Jackknife estimator of standard deviation in residual 

error is lowest for the MCSE model.  An interesting observation from figure 4.7(b) is that 

the trial in which the outlier lot was excluded exhibited significantly decreased standard 

deviation in residual error for the regression model.  A similar decrease was observed in 

both of the Monte Carlo models, which is expected, but the decrease seen in the 

regression model is much larger.  In other words, if this one lot did not exist in the sample 

dataset, then the regression model would have exhibited the lowest standard deviation 

residual error. 

4.3.2 Long Term Prediction Experiment Results 

 For the long term prediction experiment, the 6 lots described above were 

aggregated and treated as a single trial.  Mean NMOS and PMOS IDS values for the entire 

sample were used as inputs to the Monte Carlo models, while every NMOS and PMOS 

IDS measurement was used as inputs to the regression model.  The results of this 

experiment are shown in table 4.3. 
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Table 4.3:  Summary Statistics for Long Term Prediction 

 

Model Value* Residual Χ
2
 Prob> 

MCIE 95.21 -0.33 0.40 0.53 

MCSE 99.96 -5.08 35.73 <.0001 

Regression 98.87 -3.99 489.76 <.0001 

Actual 94.88 --   

*Values are in percentage points   

 

 The MCIE model provided the best single-point prediction for this sample, 

significantly better than either the MCSE or the regression models.  The predicted value 

was one third of a percentage point from the actual.  A Pearson Chi-Squared test for 

independence was used to test the hypothesis that each model produces the same 

distribution as the actual sample.  For this experiment, a Chi-squared value greater than 

7.88 provides justification for rejecting the null hypothesis with 99.5% confidence.  A 

test on the MCIE model falls just inside the α.50 critical value of 0.455, meaning that there 

is a slightly better than 50% chance that the actual and predicted distributions are 

equivalent.  A final observation from the statistics shown in table 4.2 is that the 

regression model produced a more negative mean residual when compared with the 

MCIE model.  This again supports the simulation results shown in Figure 2.3. 

4.3.3 New Speed Bin Prediction Experiment Results 

 The same Monte Carlo model used for the first two experiments was modified so 

that an extrapolation to a new speed bin could be modeled.  The new speed bin was about 

14% faster in terms of frequency than any other speed bin at that time.  In addition, a 

preliminary power limit and supply voltage condition was set, but full characterization of 

device power through use of the model was necessary to ensure that the power limit and 

supply voltage were optimized.  Given these requirements, the Monte Carlo simulation 
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was repeated for multiple NMOS and PMOS saturation currents in order to produce a 

plot of saturation current vs. speed distribution, as shown in figure 4.8. 
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Figure 4.8:  NMOS and PMOS Saturation Current vs. Yield Prediction 

 

 External limitations existed that prevented the selection of a target that could 

provide maximum yield.  Within these limitations, an optimum transistor target was 

chosen using the contour curves shown in figure 4.8. 

 The next step in the modeling process was to evaluate optimum supply voltage 

conditions.  This was simply achieved by applying the optimum saturation currents as 

inputs to the Monte Carlo model and allowing the model to estimate the voltage 

conditions required to meet the new speed bin requirement as shown in equation 3.9.  The 

results of this simulation are shown in figure 4.9. 



Texas Tech University, Jason Wilde, August 2009 

 50 

C
u
m
 P
ro
b

  

Figure 4.9:  Required Minimum Supply Voltage Distributions for New Speed Bin 

 

 Figure 4.9 shows a plot of the distribution of minimum supply voltage along with 

a cumulative distribution plot of the same data.  Minimum required supply voltage refers 

to the lowest voltage required for a particular trial to meet the new speed bin 

requirements.  A maximum allowable voltage was also set due to external limitations, 

therefore, a percentage of the trials failed, as noted in figure 4.9.  The cumulative 

distribution function (CDF) was used here to describe the total yield expected if a 

particular voltage condition is chosen, because the devices may use a variable supply 

voltage as described in chapter II.  From the data shown in figure 4.9, it was decided that 

the maximum allowable voltage must be used in order to maximize yield. 

 Similarly, the estimated power distribution was generated using the Monte Carlo 

model by applying the required minimum supply voltage for each trial as shown in 

equation 3.8.  The results of this simulation are shown in figure 4.10. 
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Figure 4.10:  Estimated Power Cumulative Distribution 

 

 Figure 4.10 shows a cumulative distribution plot of the estimated power for the 

simulation sample.  The CDF was used here because any device with a total power value 

that meets some maximum power requirement will pass.  Based on this data and external 

limitations on the maximum allowable power, a power limit was chosen. 

 Material that was processed according to the process targets identified from figure 

4.8 was evaluated at final speed binning.  The actual yield result was compared with the 

modeled result, which is shown in table 4.4. 

Table 4.4:  Predicted and Actual Yield Comparison for New Speed Bin 

 

Model Value* Residual Χ
2
 Prob> 

MCIE 35.87 0.73 1.41 0.2355 

MCSE 37.59 -0.99 2.58 0.1083 

Actual 36.60 --   

*Values are in percentage points   

 

 As seen in table 4.4, the Monte Carlo model performed very well, estimating the 

total yield for the sample to within one percentage point.  The MCIE model, which 

included the error estimate, performed slightly better by about one quarter of a percentage 

point.  The associate Chi-squared values mean that the predicted values are different than 
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the actual value with 76% and 89% confidence, respectively.  While these confidences 

are high, the absolute error (which is less than 2% of the actual value) is small enough to 

consider the model a success.  

 In summary, a Monte Carlo model was created based on regression equations 

derived from ten lots of training material.  The model was simplified by only using 

transistor IDS characteristics as inputs in order to limit the effects of extrapolation and 

interpolation in a data-poor area.  In addition, the scaling parameter relationships 

described in chapter III were verified with this training material and were included in the 

Monte Carlo model.  Six additional lots of material were then used to verify the Monte 

Carlo model, and an improvement in model accuracy and precision was observed for the 

Monte Carlo model when compared to the underlying regression model.  Finally, the 

Monte Carlo model was able to predict, within reasonable accuracy, the performance of 

ten additional lots of material that were unique in transistor targeting and binning 

specifications. 
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CHAPTER V 

DISCUSSION AND CONCLUSIONS 

5.1 Summary 

This dissertation describes and demonstrates a novel semiconductor performance 

model based on empirical relationships.  For this model, the Monte Carlo method was 

used to improve the accuracy and precision of an underlying regression model.  This 

methodology attempts to improve upon three major areas discussed in Chapter II in 

which traditional empirical models are fundamentally flawed: 

1. Traditional models attempt to account for residual error by increasing the number 

of inputs to the model.  A continuously expanding ability to measure more input 

parameters allows these models to become more complex with higher input 

dimensionality.  However, in Chapter II it was shown that increasing the input 

dimension of a model: 

a. Decreases the prediction lead time of the model because all of the data 

must be collected before the model produces an output. 

b. Increases the probability that an inaccurate, erroneous, or unmeasured 

reading will adversely affect the resulting output. 

c. Increases the likelihood of an input being in a data-poor area of the 

training sample. 

d. Can cause errors in extrapolation due to an unknown response 

relationship. 
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e. Prohibits sensitivity analysis if inputs correlate to each other. 

Therefore, a tradeoff should be considered between model accuracy and the 

potential of reduced predictive lead time or risk of individual lots producing very 

inaccurate predictions.  This Monte Carlo methodology allows a reduction in the 

number of inputs required to produce an accurate and precise prediction, which is 

in contrast with most of the techniques and methodologies currently in use for 

semiconductor modeling.  Using a very low dimension regression model also 

allows a unique situation described in Chapter III and in section 4.3.3 in which a 

complete prediction may be made before lots begin the manufacturing process. 

2. Traditional models produce a single point estimate for any given set of input 

values.  A single point estimate is susceptible to a yield “cliff” in which the input-

output relationship is non-linear and a prediction is attempted near the knee of the 

relationship.  A similar condition may exist if a sensitivity analysis is attempted 

that produces single point estimates.  Both of these problems occur because the 

single point estimate only provides a mean value with no regard to variation, 

resulting in less visibility into the output distribution.  In order to compensate for 

this shortcoming, this Monte Carlo methodology produces a PDF output 

distribution. 

3. Traditional models neglect the residual regression model error.  A statistical 

experiment in Chapter II showed that this common practice will produce a non-

constant residual error when attempting to model a non-continuous output 

variable, such as a pass/fail or binned result.  In order to compensate for this, a 

novel approach of attempting to model the residual error was introduced.  Using 
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this technique, the simple regression model can be compensated by assuming that 

some random error in the input-output relationship will exist and then adding this 

error into the resulting output. 

5.2 Experimental Findings and Discussion 

In order to test the hypothesis that the described Monte Carlo model can produce 

a more accurate prediction than the underlying regression model alone can produce, a set 

of two experiments was conducted using a sample of lots produced in a typical 

semiconductor manufacturing line.  It was shown through these experiments that the 

regression model, although it used the wafer level transistor parametric data directly, was 

not able to outperform the Monte Carlo models, which only used summary statistics, in 

either experiment.  The results of these experiments are described in Chapter IV. 

In the first experiment, which attempted to make lot-by-lot predictions, the Monte 

Carlo model that excludes the error compensation produced the most accurate results 

with the lowest residual standard deviation.  In the second experiment, which attempted 

to make a long term prediction for a group of many lots, the Monte Carlo model that 

includes error compensation produced the most accurate results with less than one third 

of a percentage point residual error.  A simple explanation for the reason that the two 

Monte Carlo models excelled in different experiments is likely due to the fact that 

including error into a model approximates random variation.  Random variation is more 

likely when observing a large sample of material, because different lots can be 

manufactured and processed at different times and on different equipment (commonly 

known as lot-to-lot variation).  This case is analogous to the long term experiment.  

However, random variation is less likely when observing a single lot, because the lot is 
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typically batch processed or processed in a narrow time window on the same equipment.  

Therefore, in the lot level experiment, the Monte Carlo model including error was 

overcompensating for lot-to-lot variation.  Because each lot was a separate trial, there is 

no lot-to-lot variation within each trial.  A remedy for this problem would be to fully and 

separately characterize the typical within-lot and lot-to-lot variations for the parameters 

in use by the model.  The within-lot variation should be smaller and can be used for a lot 

level prediction.  The Monte Carlo model including error as presented here effectively 

used a combined variation that includes both within lot and lot-to-lot variation. 

In both experiments, the regression model produced a more optimistic prediction 

for the sample when compared to the Monte Carlo model that includes error 

compensation.  These results provide physical evidence of the results of a simulation 

discussed in Chapter II.  The simulation shows that, in this scenario, a typical regression 

model that neglects the regression residual error will statistically be more optimistic than 

a model that includes the regression residual error.  This is because neglecting the 

residual error can inadvertently reduce the variance of the expected output distribution.  

In addition, because such models attempt to provide estimates of a non-continuous output 

variable, such as a pass/fail result, the resulting error will be non-constant and dependent 

on variables such as the mean value of the output distribution and specifications for the 

modeled continuous variable.  These findings are significant for any model of a non-

continuous relationship based on binning of a continuous variable. 

A third experiment was conducted that attempted to make a prediction for a new 

speed bin that did not exist in the training sample.  In addition, the model was forced to 

make the prediction with inputs from a data poor area of the training sample, thus 
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ensuring that an extrapolation takes place.  In this experiment, both of the Monte Carlo 

models performed very well with less than a percentage point residual error.  The Monte 

Carlo model that includes error compensation again performed slightly better in this case, 

further underscoring the usefulness of this technique when making a prediction for a 

large sample. 

5.3 Future Work and Other Applications for this 

Methodology 

As described above, the regression model was outperformed by a Monte Carlo 

model in two different scenarios.  For a future study, an experiment could be performed 

to determine if the improved model accuracy is due to the sampled transistor parametric 

data or the non-perfect regression equations that are used for the prediction.  In other 

words, if the transistor parametric data were to be collected on every die of every wafer, 

could the regression model outperform the Monte Carlo model?  If so, then the within-lot 

variation that is not captured by the sample parametric data could be the root cause of 

error in the regression model.  However, the value of the error factor in the Monte Carlo 

model in the long term prediction experiment cannot be overlooked.  One of the goals of 

a regression model is to minimize model error, but a perfect model has yet to be created.  

An optimum condition may exist where a regression model similar to the one described 

in this experiment is used, but a random variable that approximates the model error is 

added.  This would be equivalent to removing the Monte Carlo simulation of random 

inputs and replacing them with actual measured values, while continuing to include the 

estimated model error.  A future experiment could investigate this hypothesis. 
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Overall, the Monte Carlo model has proven useful in this and other experiments 

when compared to simple regression models.  Future expansion of the Monte Carlo 

model is possible by utilizing higher input dimensional regression models.  However, on 

a large sample, additional inputs would likely create limited improvement because the 

model already compensates for random regression error model.  Additional inputs could 

actually reduce the effectiveness of the Monte Carlo model if the inputs are not 

independent or controllable. 

Outside of semiconductor device manufacturing, Monte Carlo models are used in 

a variety of applications.  However, the novel approach of compensating for input-output 

error such as described here could be useful in predicting the results of a large sample 

based on a relatively small sample in many cases where the input-output relationship is 

not very accurately understood.  For example, in a medical trial, some characteristic of a 

population is to be predicted based on a small sample of test subjects with a known 

relationship between the output characteristic and some set of known input characteristics 

such as age, geography, and nutritional intake.  However, knowledge of this relationship 

is not accurate, meaning that a known residual exists on the test sample.  Similar to the 

model described above, a random “unknown” input can be used to make a prediction of 

the output characteristic for a large population of people with known input characteristic 

distributions.  The methods described in this dissertation may apply to any such case in 

which a pass/fail result must be obtained from a modeled continuous output variable.  

However, as shown in Chapter II and in the results of the lot-level experiment, the 

regression error should be properly characterized; otherwise, the model may 

overemphasize the random factor, causing the results to be systematically inaccurate. 
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