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CHAPTER I 

INTRODUCTION 

Stock market forecasting has always been a challenging problem. The source of its 

difficulty is the complex interactions between the market-influencing factors and the 

unknown random processes like unexpected news or other sudden changes in the 

influencing factors. The use of neural networks (NN) in this field has been growing due to 

their ability to model complex nonlinear systems based on sample data. 

We are interested in predicting profit opportunities of a given stock. We define a 

profit opportunity as an increase of 2% or more in the stock price within one month (22 

working days). A false alarm is a predicted increase followed by no actual increase. False 

alarms are the most important factor to eliminate, because if the system is used for 

investment decisions, false alarms correspond to losses. Short-term predictions have been 

achieved with an acceptable false alarm rate using time-delay neural networks (TDNN). 

This thesis presents the use of TDNN in stock trend prediction and compares it with the 

predictions made by others using probabilistic neural networks (PNN) and recurrent neural 

networks (RNN) (Tan, Prokhorov and Wunsch, 1995; Kreesuradej, Wunsch and Lane, 

1994; Saad, Prokhorov, and Wunsch, 1996). It also evaluates them against a conventional 

method of prediction. A predictability analysis of the stock data is presented and related 

to the neural network results. Four stocks have been chosen for experimentation. The 

choice has been made such that the stocks represents a variety of trends and predictability 

levels. 



The predictability analysis showed that all stocks under test are predictable, though 

to different extents. The three networks were able to predict the stock trends with 

different false alarm ratios. Some of the results include predicted profit opportunities with 

zero false alarm rates. 

Chapter II is an overview of TDNN with an emphasis on conjugate gradient as 

training. Chapter III and IV summarize the use of PNN and RNN respectively in stock 

trend prediction. Chapter V explains the conventional stock trend prediction method used 

for the purpose of evaluating the neural network performance. Chapter VT of this thesis 

presents a predictability analysis of the stock data and relates the analysis results to the 

neural network design. Chapter VII gives the results of the simulations run using the three 

networks and compares them. Chapter VIII compares the three networks. Chapter IX 

concludes the work with some comments. 



CHAPTER n 

TIME DELAY NEURAL NETWORKS 

Time-Delay Neural Networks (TDNN) are feedforward MuUilayer Perceptrons 

(MLP) where the internal weights are replaced by finite impulse response (FIR) filters. 

This builds an appropriate internal memory for time series prediction (Wan, 1993; Haykin, 

1994; Lang and Hinton, 1988; Waibel, 1989; Waibel, Hanazawa, Hinton, Shikano, and 

Lang, 1989). Our goal is not stock price prediction but rather stock trend prediction, 

which can be formulated as a problem of classification of profit opportunities. TDNN's 

are appropriate for this task because the trend prediction is based on some length of the 

stock history and hence needs memory storage to remember that history. Figure 2.1 

shows the general form of a TDNN. 

2.1 Network Architecture 

Figure 2.1 shows a 2-layer TDNN. The synaptic weights in the network are FIR 

filters of length M. 

Figure 2.1: Time Delay Neural Network, (a) 3-neuron TDNN with FIR filters. 
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Figure 2.1: Continued, (b) Expanded view of FIR synaptic connections of TDNN. 

By using FIR filters as synaptic connections, the individual weights are replaced by 

individual weight vectors Wji carrying signals fi-om neuron i to neuron j . 

Wji = [ w j i ( 0 ) , w j i ( l ) , . . . , W j i ( M ) ] ^ (2.1) 

The output state of neuron i is an M dimensional vector Xi (t), storing the history of state 

i through M time steps back. 

Xi( t ) = [ x i ( t ) , X i ( t - l ) , . . . , X i ( t - M ) f (2.2) 

The input signal to every neuron at the application of the input pattern t includes the 

output signals fi"om the previous layer at time steps t, t-1, t-2, ..., t-M, where M is the 

delay length associated with the corresponding weight vector. 

The output of the weight Wji is denoted by Sji (t) and is equal to the inner product 

of Wji and Xi(t); i.e. 

Sji (t) = w'̂ ji Xi (t) (2.3) 

or in scalar form, 

Nt 

Sji (t) = I Wji (1) Xi (t-l). 
1=0 

(2.4) 



The activation potential vj (n) of the neuron j results then fi-om the summation of the FIR 

weights outputs: 

Vj(t) = I Sji(t) (2.5) 
i=0 

where p is the number of neurons in the previous layer of the network and Sji(O) represents 

a threshold. 

The nonlinear activation fijnction of the neuron produces then an output yj (t); i.e 

yj(t)=fl;vj(t)) (2.6) 

For all neurons, we have used the bipolar sigmoid (hyperboUc tangent) activation 

functions which have the form 

fl;x) = ( l - e -^ ) / ( l+e - ' ' ) (2.7) 

Usually, using a symmetric activation function accelerates the network training more than 

the nonsymmetric function (Haykin, 1994). 

2.2 Cost Function 

As with other neural networks, conventional training of TDNN consists of 

minimizing a cost fianction, which is usually the mean square error of the network. Since 

we are interested in limiting false alarm rather then missed profit opportunities, it is 

desirable to introduce a penalizing factor into the cost function which punishes the 

network for false profit predictions more than for missed profit opportunities. The cost 

function has the form: 



N N 

E = Zj(t) =1/2Z Ti (y(t) - d(t))' (2.8) 
t= i t= i 

The usual quadratic error of the network is multiplied by the factor r\ which should 

take a greater value in the case of false alarm than in the case of a missed prediction or a 

correct classification. This can be expressed in the following way: 

r 1 if y >0, d>0 or y<0, d<0 

Ti = ^ M if y<0, d>0 

I F if y>0, d<0 . (2.9) 

The penalizing factor is equal to one in case of correct classification, equal to the constant 

M in case of missed prediction, and to the constant F in case of false alarm. In order to 

limit the false alarm ratio, F should be greater than M. 

2.3 Training TDNN 

One way to train TDNN is to transform the network into a static one by unfolding 

it in time [4]. This may look like a simple method, because we can use then the 

conventional backpropagation method to calculate the derivatives of the cost function 

with respect to the weights. Actually, this method has a disadvantage that it creates 

redundant weights. Haykin (1994) shows by an example how a 5 neuron TDNN, with a 

total of 30 adjustable weights, is equivalent to a static network with 102 weights. 

Therefore this method needs bookkeeping to know which weights in the static network 



should be equal. Another disadvantage of this method is that it doesn't have symmetry 

between forward propagation and backpropagation. 

Another method to tram the TDNN is the Temporal Backpropagation (Wan, 

1993). While minimizing the total cost, this method incorporates the dependence of the 

future step costs on the current step state. 

Defining in Equation 2.8 

e(t) = y(t) - d(t), (2.10) 

then the derivative of one step cost with respect to the network output will be 

ai(t)/a y(t) = Tie(t). (2.11) 

The derivative of the total cost with respect to a weight Wji is 

a E/ a Wji = z a E/ a vj (t) .a Vj (t)/ a wji ^ za j(t)/ a wjj. (2.12) 

We will define 

5j(t) = a E/a Vj (t) (2.13) 

and 

Aj(t) = [5j(t), 5j(t+l), .. .,5j(t+M)]^ (2.14) 

From Equation 2.3, Equation 2.4 and Equation 2.5, we can find that 

a Vj ( t ) / a Wji = Xi (t). (2.15) 

Thus, the cost fianction derivative with respect to a weight resulting from one time step is 

§j(t)x.(t). 

The calculation of 5j(t) can be summarized by the following equation. 

6j(t) = Pe(t) f ( Vj (t)) if neuron j is in the output layer (2.16) 



6j(t) = f (Vj (t)) ZAj^(t) Wji if neuron j is not in the output layer. (2.17) 

We further enhance our system by utilizing conjugate gradient training. A brief review is 

below. 

2.4 Conjugate Gradient Training 

The Temporal Backpropagation algorithm computes derivatives of the cost 

fianction with respect to the network weights, which are then updated using a learning 

rule such as the steepest descent: 

W(t+1) = W(t) + a(t) g(t) (2.18) 

where W(t) is a vector formed of the individual weights of the network, g(t) is the 

gradient vector of the cost fianction with respect to the weight vector, calculated using 

temporal backpropagation, and a(t) is the learning rate parameter at the pass t. 

Unfortunately, using the antigradient as the learning direction is rarely the best 

choice because minimization along one direction may be spoiled by a subsequent 

minimization along another direction, thus slowing down the training process (Haykin, 

1994; Press, 1994). 

In contrast with gradient descent, conjugate gradient learning is known to be an 

efficient training method (Homell, 1992; Vauder, 1994; Gorban, 1990). It consists of 

choosing "conjugate directions" of minimization that don't mterfere with each other, and 

performing a line minimization of the cost function along that direction. 
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2.4.1 The Algorithm 

The algorithm can be summarized as follows: 

1. Calculate the direction of descent using: 

u(t+l) =-g(t+l) + p(t)u(t) (2.19) 

where u is the direction of descent. There are several variations of how to compute the 

scalar (3: 

a. The simplest is the Fletcher-Reeves (1964) version 

P(t) = g V l ) g(t+l) / g' (t)g(t) (2.20) 

which is based on two conditions: 

i. a(t) is chosen such that it exactly minimizes the cost fianction along the direction 

u(t). 

ii. The cost fianction can be approximated as a quadratic function. 

b. The Polak-Ribiere (1969) formula is 

p(t) = [g(t+l) - g(t)]^ g(t+l) / g^(t)g(t). (2.21) 

It releases condition ii, above, but keeps condition i. 

c. Hestenes and Stiefel (1952) use the form 

p(t) = rVl)g(t+l) /r ' ( t )u(t) , (2.22) 

where r(t) = g(t+l)-g(t), which relaxes both conditions. 

d. Shanno (1978) considers the conjugate gradient method as memoryless quasi-

Newton method, where the identity matrix is used at every step instead of using an 



approximation to the Hessian matrix which is impractical to store when dealing with 

neural networks with large number of weights. Hence, he suggests the following formula 

u(t+l) - -g(t+l) + [(1 V(t)r(t)/p^(t)r(t)) p'(t)g(t+l) /p^(t)r(t) (2.23) 

- r\t)g(t+l) /p"(t)r(t)] p(t) + (p^(t)g(t+l)/p^(t)r(t)) r(t) 

where p(t) = W(t+1)-W(t) and W(t) is the weight vector at the time step t, which ensures 

that calculated direction of minimization is a descent one, eliminating the instability which 

may arise with the other formulas. 

We used the Shanno's formula which allows an approximate line minimization, 

thus reducing the number of forward propagations required every pass, and accelerating 

the training process. 

2. Minimize the error function along the direction u. 

3. Update the weights using the relation 

W(t+1) = W(t) + a(t) u(t) (2.24) 

4. Repeat steps 1,2 and 3 until a convergence criterion is satisfied. 

Results of TDNN forecasting using the above techniques appear in Chapter VII. 

Figure 2.2 shows an example of the training error of a network trained on financial data. 
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1 97 193 289 385 481 577 673 769 865 961 10571153 

Pass 

Figure 2.2: Training error of a 7-3-1 MLP trained on AAPL stock 
using the conjugate gradient method. 
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CHAPTER III 

PROBABILISTIC NEURAL NETWORK PREDICTION 

The Probabihstic Neural Network (PNN) first proposed by Specht (1990), is a 

computationally efficient algorithm for approximating the Bayesian decision rule (see, e.g., 

Fukunaga, 1990). In our example, the PNN consists of four layers of dedicated nodes 

Figure 3.1. Nineteen input nodes are fully connected with the next layer of pattern nodes. 

Input nodes simply distribute components of an input X. The i-th pattern node output 

function is 

yi = exp (- (Wi - X)T (Wi - X) / 2 a^) (3.1) 

where Wi is the i-th training pattern, and a is the smoothing parameter of the Gaussian 

kernel. Other alternatives to yi are available (Specht, 1990), including yi with adaptable a 

(Specht, 1996) or full covariance matrices instead (Musavi, Kalantri, Ahmed and Chan, 

1993). 

This calls for one pattern node for every pattern in the training data set. In our 

system and many others there is one training pattern for each day of historical data. The 

requirement for one pattern node per training data pattern can be alleviated (Specht, 1990, 

1996) if it becomes unduly burdensome, but we have experienced no problems to date. 

The third layer is formed by summation nodes which sum the outputs yt of those pattern 

units that correspond to a certain category of predictions. In our case, category A 

12 



corresponds to our desired prediction of significant profits m the next 30 calendar days, 

and B is the opposite. 

Summation 
Units 

Pattern 
Units 

Input 
Units 

X, Xj Xr, 

Figure 3.1: PNN Architecture 

The output node adds signals from these two summation nodes, with only 

summation node B's being weighted by the parameter 

C = -L (3.2) 

where Z = /̂  / /̂  is the ratio of losses associated with false alarms to those associated with 

missed profit opportunities. We have used L> \ emphasizing the importance of avoiding 
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false alarms. In effect we have a voting mechanism between the training patterns. L > I 

multiplicatively biases the output against making predictions by giving greater weight to B 

node votes than A node votes. At the output, we have a hard-limiting threshold: +1 

whenever an input pattern Zbelongs to category (A) and -1 if it is from category (B). 

Training of this predictor is just memorization of all patterns from the training set 

and assigning a separate pattern node to every training pattern. Such a technique is 

justified in our case due to availability of data and sufficient computing power. The results 

presented below represent these enhanced conservative estimates. Without these 

enhancements, the approach described above would result in higher false alarm rates than 

reported here. 

3.1. Preprocessing the Data 

The inputs of the PNN are computed from the following preprocessing technique 

(Jurik, 1992). For each pattern, 29 inputs, including the features defined below are used 

(Tan, 1995). The definition for our features are: 

value of close(t) 
Level-0: feature (t) = log (3.3) 

exponential moving average of close(t) . 

close(t) - BA(t-n) 
Level-1: feature (t) = ' (3.4) 

close(t) + BA(t-n). 

14 



Where: 

(in/2) 

BA(t-n) = (1/ m + 1) I close(t - n + k). (3.5) 
k = -(m/2) 

and close(t) is stock's closing price on day t. 

The index n determines how far back in time the center of the block is situated. 

The indices n and m are provided in the follov^ng table (Jurik, 1992): 

n 1 2 3 4 5 7 9 13 17 25 33 49 65 97 129 193 257 385 

m 0 0 0 0 0 2 2 4 4 8 8 16 16 32 32 64 64 128 

After several tests, we selected n = 97. Thus ahnost six month (about 113 

working days) of historical data are used to predict the trend of the stock closing price in 

the next month. 
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CHAPTER IV 

RECURRENT NEURAL NETWORKS AND THEIR TRAINING 

Recurrent Neural Networks (RNNs) considered in this thesis (Figure 4.1) belong 

to the well-known type of Discrete-Time Recurrent Multilayer Perceptrons (see, e.g.. 

Hush and Home, 1993). Temporal representation capabilities of these networks can be 

significantly better than those of purely feedforward multilayer perceptrons or feedforward 

networks with tapped-delay lines. Unlike other networks, RNNs are capable of 

representing and encoding strongly hidden states, i.e., states in which a network's output 

depends on an arbitrary number of previous inputs. The problem, however, Ues in a lack 

of an efficient and universally applicable method of training RNNs. 

Output 

Hidden layer of 
fully recurrent nodes 

Input 

Figure 4.1: Recurrent network architecture 
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Among many methods proposed for training RNNs, Extended Kalman Filter-

based (EKF-based) training stands out as an effective and powerful technique (Puskorious 

and Feldkamp, 1994). EKF-based training is viewed as a parameter identification problem 

for a nonlinear dynamic system (RNN). This method adapts weights of the network in a 

pattem-by-pattem fashion accumulating important training information in approximate 

error covariance matrices and providing individually adjusted updates for each of the 

network's weights. 

We assume that all weights of the RNN are assembled in a vector W of length M. 

This vector can be split in several groups. Let us denote Wi as a weight vector of the i-th 

group of weights. The index i runs from 1 to G, where G is the total number of groups. It 

is then obvious that W i ^ W2^ ... u W G = W and size(Wi)+size(W2)+...+size(WG) = M. 

It is required by the EKF method that we compute derivatives of the RNN's N 

outputs with respect to the weights, rather than more commonly used derivatives of 

output errors with respect to the weights (Puskorious and Feldkamp, 1994). These 

derivatives are obtained through the well-known backpropagation through time or its 

truncated version (Werbos, 1990; Williams and Zipser, 1995). We store the derivatives in 

a set of matrices Hi (one matrix per group of weights), where each Hi has dimensions 

size(Wi)xN. 

Training of the network is viewed as a parameter estimation problem. The 

following equations form the basis of the EKF-based training procedure: 

A(k) = [Ti(k)I + Z Hi^(k) Pi(k)Hi(k)]-\ (4.1) 

17 



Ki(k) = Pi(k)Hi(k)Ai(k), (4.2) 

Wi(k+l)=Wi(k) + Ki(k)e(k), (4.3) 

Pi(k+l)=Pi(k)-Ki(k)Hi^(k)Pi(k)+Qi(k), (4.4) 

where r|(k) is a scalar learning rate, 

Ki(k) is the Kalman gain matrix for the i-th group of weights, 

e(k) = d(k) - y(k) is the Nxl error vector (d(k) is a vector of the desired outputs, 

y(k) is the actual output vector of the RNN; e'̂ (k)e(k)/2 forms the familiar squared 

error,to be minimized), 

Pi(k) is the size(Wi) x size(Wi) approximate error covariance matrix which models 

correlations between each pair of weights within the i-th group of weights, 

Qi(k) is a positive diagonal matrix providing artificial process noise injection that 

helps to avoid numerical divergence of the procedure and prevents getting stuck in a poor 

local minimum (Puskorious and Feldkamp, 1994). 

Grouping of weights can be done in a variety of ways. We employ grouping by 

node, i.e., weights belonging to the same neuron are grouped together. Thus, we ignore 

uimecessary correlations between weights belonging to different neurons. This results in a 

significant reduction of computational complexity and storage requirements since the size 

of each of the error covariance matrices Pi can then be made much smaller than M ,̂ the 

size in the case when G = 1 (Puskorious and Feldkamp, 1994). 

The matrices Pi(0) are initialized as diagonal matrices with large diagonal elements 

(e.g., with values between 100 and 10000). User-specified values of r|(k) and diagonal 
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components of Qi(k) are usually decreased from 100 and 0.01 to 0.01 and 10"̂ , 

respectively, as training proceeds. 

When there is a large data base including a variety of operational conditions (e.g., 

different predominant trends of the market), a batch update of weights is advantageous 

over a pattem-by-pattem update since the network learns to simultaneously minimize 

error on a whole batch of pattems taken from different regions of the data base. To 

combine efficiency of the EKF-based training with a batch-like update, without violating 

consistency between the weights and the approximate error covariance matrices Pi, the 

multi-stream training approach was first proposed and tested in (Feldkamp and Puskorius, 

1994). 

We assume that there are S data streams. It is then useful to consider S copies of 

the same RNN (i.e., weights are the same for all the copies). Each copy is assigned to a 

separate stream. We then apply each copy of the RNN to a training vector drawn from 

the corresponding stream. We obtain S Nx 1 stream error vectors and S sets of matrices 

Hi. Following the approach in (Feldkamp and Puskorius, 1994), we concatenate all 

corresponding Hi to form one Hi of dimensions size(Wi)x(NxS), where NxS denotes the 

total number of columns. Concatenating all the stream error vectors results in a single 

error vector e of dimensions (NxS)xl, where NxS is the total number of rows. The 

number of columns of each of the Kalman gain matrices Ki is increased S times. The 

global scaling matrix A also grows in size S times for each of its dimensions. 
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Among all these increases of dimensionahty, only the matrix A's "swelling" is 

critical because it must be inverted. This may be a potential bottleneck of the training 

procedure, particularly, when both N and S are large. While applying the multi-stream 

EKF-based procedure to a variety of real-worid tasks, we have however experienced no 

problems to date (Marko et al, 1996; Petrosian, Homan, Prokhorov and Wunsch, 1996; 

Saad, Prokhorov and Wunsch, 1996). We have found the singular-value decomposition to 

be the best method for inverting the matrices A(k) of size as large as 100x100 elements 

(Press et al., 1994). 

Allocation of data streams can be done in various ways. It is often impractical to 

use too short streams since the total number of streams S may otherwise be so large as to 

prohibit inversion of the matrix A. On the other hand, having too few streams may not 

cause a significant improvement over the one-stream (basic) EKF-based training. As 

experiments show, we should anticipate at least an order of magnitude faster training (in 

number of passes) and much better generalization with the multi-stream EKF than those of 

the one-stream training. This difference grows even more with increasing sizes of training 

data bases, reaching the peak of complete incapability of the one-stream training for data 

bases comprising several thousand of training vectors (Marko et al., 1996; Petrosian, 

Homan, Prokhorov and Wunsch, 1996). 

We have successfully used the multi-stream EKF-based training of RNN for 

predicting profit opportunities of several stocks. A typical length of a stock history 

amounts to less than 2,500 days. Any of 40 training streams starts from an entry point 

chosen randomly in the whole training set. One weights' update is then based on 40 
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training pairs. After the first 40 pairs have been processed, we proceed on to the next 40 

pairs. We repeat such an updating until an acceptable performance is attained. 

Our final network's architecture is the one-hidden-layer RNN with one input of a 

normalized daily closing price, eight fully recurrent hidden neurons and one output 

neuron. Recurrent and output nodes have the common bipolar sigmoid nonlinearity. The 

desired network's output should be as close to ±0.85 as possible (+0.85 is the target value 

if there is a profit opportunity, and -0.85 is the target value otherwise). 

The set of matrices Hi (see Equation 4.4) is obtained by the tmncated 

backpropagation through time with the depth 20 (see, e.g., WilUams and Zipser, 1995). It 

means that we do not use more than 20 copies of the network to accumulate appropriate 

derivatives in the matrices Hi. 

Training usually lasts for around one hundred passes, where one pass corresponds 

to a complete processing of the whole training set. 

To be able to affect a degree of conservatism of the network's predictions, it is 

desirable to incorporate penalizing factors in the error measure. For example, one may 

utilize a penalty for false alarms sttonger than that for missed opportunities (see equations 

of Sec. 2.2). We have experimentally determined that the optimal range for the penaUzing 

factor is between 3 and 5. Missed opportunities receive no extra penalty. 
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CHAPTER V 

CONVENTIONAL CLASSIFICATION 

Our problem is classification of profit opportunities. Therefore, it is usefial first to 

check the performance of a linear classifier on the problem. This would be an estimate of 

the worst performance among our classifiers since performance of such powerflil nonlinear 

systems as neural networks should certainly be at least as good as that of a linear classifier. 

Neural and conventional (ARMA) techniques have been previously compared for simple 

price prediction (Kreesuradej and Wunsch, 1994). 

The Unear classifier we used is the Fisher linear classifier (Fisher, 1923; 

Fukunaga, 1990) which has the form 

h(X)= V^X+Vo, (5 1) 

where X is the vector to be classified. It consists of a delay line of length 50: x(t), x(t-T), 

x(t-2T),..., x(t-49T) which carries the stock price on the day of purchase as well as on the 

previous 49 days. V is a linear mapping function, and Vo is a threshold. If h(X) is 

positive, the pattem is classified as a profit opportunity. 

We define the within-class scatter matrix 

Sw= ZP.E{(X-Mi) (X-Mi)Vi}=ZPiZi (5.2) 
i » 

and the between-class scatter matrix 

Sb=ZPi(Mi-Mo)(Mi-Mo)^ (5.3) 
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where Mi and Zi are the expected vector and the covariance matrix of the class i 

respectively, and Mo is the expected vector of the mixture distribution and is expressed by 

Mo=E{X}=ZPiMi. (5.4) 
i 

While Sw measures the scatter of samples of a given class around their expected vector, Sb 

measures the scatter of the expected vectors of the different classes around their mixture 

mean. Our criterion is to find the mapping function V which maximizes the between-class 

scatter and minimize the within-class scatter. There are several ways to formulate this 

criterion. One of them is 

J = tr(Sw'Sb). (5-5) 

The map is then found to be 

V= S^-^(M7-Mi) • (5.6) 
II Sw-' (M2- Mi)|| 

The optimum threshold is calculated as follows (Fukunaga, 1990) 

V, = - V^ (P1M1+P2M2). (5.7) 

Using Sw"' Sb as criteria is valid only when the class means are distinct. Therefore 

a preliminary investigation was done by calculating the two class mean vectors and they 

were shown to be relatively distinct. 
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CHAPTER VI 

PREDICTABILITY ANALYSIS 

Stock data are characterized by being nondeterministic. However, a stock market 

is believed to be govemed by a mixture of both deterministic and random factors. It is 

partially random and partially chaotic (Klimasauskas, 1994). Though chaotic series look 

very complex and hard to distinguish in shape from random ones, they are driven by some 

deterministic equations. While random series are unpredictable, chaotic ones are in many 

cases predictable by neural networks which can leam to model the underlying fiinction 

from samples, regardless of the complexity of the function. 

The task of predictability analysis is merely that of determining the degree to which 

a certain stock is chaotic. This can be achieved by several tools, either graphical or 

quantitative. As we will see, graphical ones are easier to use but carry little information. 

Usually they are used only as preliminary tests. Quantitative methods require more 

computations, but they are usually more powerful. 

6.1 Phase Space Diagrams 

A phase space diagram or, simply, a phase diagram is the easiest test of chaotic 

behavior. It is a scatter plot where the independent variable is the value of the time series 

x(t) at time t, and the dependent variable is x(t+T). Phase diagrams can be plotted in two 

or three dimensions. The dimension used is called the Embedding Dimension. The 

closing price is just one variable among others which form an economic model similar to 
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any system represented by differential equations. The process of representing a system by 

one variable and its lagged versions is called embedding (Hilbom, 1994). A system, with 

an n dimensional attractor, can be embedded in an m dimensional space provided that the 

following condition is satisfied: 

m > 2 n + l . (6.1) 

This is according to Takens embedding theorem (Takens, 1981). The attractor dimension 

can be estimated by different ways, including the method explained in the following 

section. While Takens theorem suggests also that any value of i can be used, Abarbanel 

et al. (1993) proposes the following method to calculate a suitable value for T. We first 

compute the correlation factor 

N N 

C = {1/N Z [x(i+T)-x] [x(i)-x]}/ {1/N Z [x(i)-x]' } (6.2) 
i=l i=l 

for incremented x. The denominator is simply the variance and it serves for normalization. 

We then find the value of x which gives the first zero correlation, as the lag for the phase 

space. An altemative method is to choose x which gives the first minimum of the mutual 

information I [x(i) | x(i+x)], (Fraser and Swinney, 1986). This is supported by the 

argument that the different coordinates should be uncorrelated (Sec. 6.4.1) while using the 

smallest possible delay for practical considerations. 

When plotted, the phase diagram of a deterministic system is identified by its 

regularity, in the sense that the trajectory is contained in a limited area of the range of the 

series called an attractor. Furthermore, if the series is chaotic, the attractor has a 
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complicated shape and is called a strange attractor. This is in contrast to a random series 

where the trajectory covers all the range of the diagram. (Figure 6.3) 

20 20 

(a) 3 Dimension Phase Diagram of AAPL stock with x =9 
shows some regularity. 

(b) 2 Dimension Phase Diagram of a random series. 
The path covers all the data range. 

Figure 6.3: Examples of Phase Diagrams 

A practical shortcoming of this method is that phase diagrams can be plotted only 

in two or three dimensions. According to Equation 6.1, it means that the method is valid 
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only for attractors of dimension less than unity and hence unusable for most economic 

systems due to their high dimensionality. 

6.2 Con-elation Dime.nsinn 

This is one of the most popular measures of chaos. It has been introduced by 

Grassberger and Procaccia (1983), and it is a measure of the fractal dimension of a strange 

attractor. The name fractal comes from the fact that its value is not an integer. We can 

see this in the following way: the attractor of a stable system is a point which has zero 

dimension. The attractor of an oscillating system is a circle which has two dimensions. 

These attractors have integer dimensions. A chaotic attractor is characterized by a 

noninteger dimension. The Correlation Dimension d is calculated as follows. 

1. We first reconstruct the embedding space using the method of the phase 

diagram. First, we choose a suitable time lag m. From the scalar time series, we form the 

m dimensional points 

X(t) = [ x(t), x(t+x), x(t+2x),..., x(t+(m-l)x)] (6.3) 

2. For every point in the space of T points, we count the number of points lying 

within a small hypersphere of radius r centered at that point. We will denote that number 

Ni. The probability that a point of the space lies within r of the first point will be 

Pi =Ni /T- l ' (6.4) 

Taking the average over T points in the space, we get the average probability 
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T T 

C(r,m) = 1/ [T (T-l)] Z Z H( r-1| X(i) - XQ) ||) i 7̂  j (6.5) 
1=1 j=i 

f l if y > 0 

H(y)= i 

I 0 otherwise. (6 6) 

and r = 0.01 of the data range. 

3. We calculate C(r,m) for different values of r and we plot log C(r) versus log r 

for a given value of m, (using the logarithm to the base 10 for convenience). 

4. The slope of the linear part of the obtained curve is the correlation dimension 

d, based on the relation 

C(r,m) = r'* (6.7) 

for m > d and r -^ 0. 

5. We calculate then C(m) and plot it against the embedding dimension over a 

sufficiently large range of m. If C(m ) increases infinitely with m, this indicates that the 

process is random. If it stabilizes after some value of m, this indicates that we have a 

chaotic series. 

6.2.1 Effect of Finite Number of data Points 

If we use a series of finite length T, it establishes an upper limit on the calculated 

correlation dimension (Ruelle, 1990). 
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Suppose we are calculating the slope of C(r) over q orders of magnitude, extending from 

ri to r2, which correspond to Ci (r) and C2 (r), respectively. We find then: 

d = [logC2(r) - logCi (r)] / q. (6.8) 

The lower limit of C2(r) is 2/T(T-l), and the upper Umit is 1. For large T, the calculated 

fractal dimension will have an upper limit of 2 log T/q . If we calculate the slope over just 

one order of magnitude, the upper Hmit becomes 

d < 2 log T. (6.9) 

For financial data series of length of the order of 1000 (corresponding to about 4 

years history), the upper limit becomes 6. Hence this method fails for a large class of 

financial series, because of their high dimensionality. Even if data covering a long history 

is available, the nonstationarity of the stock price will hinder its use. 

6.3 Lyapunov Exponent 

Chaos is characterized by a high sensitivity to initial conditions. The Lyapunov 

Exponent measures the divergence of two orbits starting with slightly different initial 

conditions (Korsch and Jodl, 1994). If one orbit starts at Xo and the other at Xo + A Xo , 

after n time steps, the divergence between both orbits will become 

AXn - | f ( X o +AXo) - f (xo ) | (6.10) 

where Xn+i = f(Xn ). 

for chaotic orbits, A Xn increases exponentially for large n; 

AXn = AXo e'-'̂  (6.11) 
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where X is the Lyapunov Exponent. 

X = lim 1/n In A Xa /A Xo (6.12) 

As for possible values for X, we have the following three cases: A negative value 

of the exponent indicates stability. If the exponent is zero, we have critical bifiircation 

pomts, periodic system or a random system. A positive exponent indicates chaotic 

behavior. In an n-dimensional system we have n Lyapunov Exponents. If at least one of 

them is positive, this indicates that the system is chaotic. 

From our financial data the Lyapunov Exponent is calculated as follows: 

1. We test the series by plotting log AXn against n . If the relation is close to 

linear, then the divergence is exponential and we can proceed to calculate the Lyapunov 

Exponent. 

2. Starting from two points Xi and Xj close in value but not in time, we have 

A Xo = I Xi - Xj I and A Xn = | Xi+n - Xj+n I (6.13) 

where n is large enough. 

3. We repeat the last step for and arbitrary N number of times and calculate each 

time Lyapunov exponent using Equation 6.12 and then take the average value. 

The Lyapunov exponent method can be used for series with high dimensionality 

since it doesn't involve calculating the system dimension. The lower limit on the series 

length is the number of points Â^ on which the exponent is averaged. Usually several 

hundreds of points are enough. 
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6.4 Relation of the Predictabilitv Analvsis 
to the Neural Network Predictions 

6.4.1 Network Architecture 

The neural network architecture and the phase space characteristics of a time 

series are strongly related. Calculating the fractal dimension of a series by the method of 

Grassberger gives us an estimate of the number of degrees of freedom in the system. If 

we calculate then a suitable delay using Equation 6.5, we can reconstmct the phase space 

of the system. Since highly correlated inputs to the network are redundant (Koehler), 

using the reconstmcted phase space variables x(t), x(t-x), x(t-2x),..., x(t-(m-l)x) as inputs 

to the time delay network, might be an improvement. 

On the other hand, Weigend (Gershenfeld and Weigend, 1993; Weigend, 

Huberman and Rumelhart, 1990) suggests that if the conventional methods fail to 

calculate the dimension of the system, we can determine the necessary number of hidden 

neurons in the network by minimizing output error of the network as a function of the 

number of hidden neurons. This number can then be an estimate of the system dimension. 

6.4.2 Multi-step Prediction: 

Chaotic systems are characterized by the exponential divergence between two 

closely starting paths. This makes the multistep prediction of a chaotic system an 

impossible task (Weigend, Huberman and Rumelhart, 1990). Even if the network is very 

well trained to make one step predictions, a very small error at the first step prediction will 
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increase exponentially with time and may be unacceptable after the n-step prediction 

according to the relation 

E„ = Eoe'-" (6.14) 

where Eo and En are the first and n* step prediction errors, respectively. 

Comparing neural network prediction to a Threshold Autoregressive (TAR) model 

predictions of the sunspot series, Weigend (1990) found that both were comparable in 

single step predictions, but the neural network outperformed the TAR model in multistep 

predictions. He also suggests (1993) that instead of using the Lyapunov exponent to 

calculate the n-step prediction error, we can go the other way around to estimate 

Lyapunov exponent through the calculation of the multistep prediction error, when 

conventional methods fail due to insufficiency of data points or other practical problems. 
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CHAPTER Vn 

RESULTS 

7.1. The PredictabiHtv Analysis 

The different predictability analysis techniques explained in Chater VI have been 

tested. Here we present the main resuhs we obtained. 

7 1.1 Phase Diagrams 

Phase diagrams of Apple, IBM, Motorola and Microsoft stock prices have been 

plotted in two dimensions, with a delay of 20 days. They showed some regularity as 

shown in Figure 7.1 indicating the presence of determinism in the stocks. 

(a) Apple Stock 

Figure 7.1: Phase diagram using a delay of 20 days 
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Figure 7.1: Continued. 
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7.1.2 Correlation Dimension 

We have been trying to calculate the correlation dimension for the stocks under 

test. The correlation dimension was found to increase as the embedding dimension is 

increased (up to an embedding dimension of 6 for Apple stock). We interpret the failure 

of this method to be due to the high dimensionality of the financial system as explained in 

Sec. 6.2. 

7.1.3 Lyapunov Exponent 

This is the most successful predictability analysis technique with which we have 

experimented. The test succeeded for all tested stocks with the following values of 

Lyapunov exponents for the stocks below: 

Apple 0.44, 

IBM 0.55, 

Motorola 0.31, 

Microsoft 0.3. 

All Lyapunov exponents are positive, suggesting that all the above stocks are chaotic, 

hence predictable. 

7 1. Neural Network Forecasting 

7_9_1 Results of PNN 

The probabihstic network was tested for L=l, 2, 4 and 8, and for a smoothing 

parameter ranging from c=0.025 to a=0.2 with a step of 0.025. These tests were 
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repeated using 500, 1000, 1500 and 1800 training points ending on 4/31/95. The test set 

had 200 points starting from the end of the training set and ending on 2/15/96. The best 

resuhs of these tests are Hsted in Table 7.1. 

Table 7.1: Resuhs of PNN tested on data ending on 
Stock 

Apple 
IBM 
IBM 

Motorola 
Microsoft 
Microsoft 

a 

0.025 
0.175 

0.2 
0.025 
0.025 
0.025 

L 

1 
4 
8 
* 

* 

* 

Training 
Days 
500 
1800 
1800 
1800 
500 
1800 

No. of profit 
opportunities 

131 
150 
150 
147 
166 
166 

2/15/96 

Network 
Predictions 

8 
38 
16 
8 

22 
8 

Missed 
Opps. 

r r 

124 
113 
134 
139 
146 
158 

False 
Alarms 

1 
1 
0 
0 
2 
0 

% 

FA. 
12.5 
2.63 

0 
0 

9.09 
0 

7.2.2 Results of TDNN 

We have trained the Time-Delay network on doing iterative price prediction from 

which the profit opportunities were extracted. The network had 50 input delays and no 

delays in the hidden layer. The test data extended from 3/1/95 to 8/23/95 (126 days). 

Different numbers of training days have been tested. For some stocks, a lower false alarm 

rate has been obtained when the network was trained on the whole available history data 

(going back to 1/2/87), for others a lower rate was obtained when training on a smaller 

portion ending on the starting date of the test data. Table 7.2 shows the best resuhs 

obtained. 

Table 7.2: Results of TDNN tested on data endinj 
Stock 

Apple 
IBM 

Motorola 

No. of profit 
opportunities 

94 
117 
108 

Network 
Predictions 

30 
37 
29 

y on 8/23/95 
Missed 

Opportunities 
64 
83 
83 

False 
Alarms 

0 
3 
4 

• ^ 

% F.A. 

0 
8.1 
13.8 
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7.2.3 Results of RNN 

We obtained the results below (Table 7.3) after training the RNN 1x8x1 on all the 

previous history available for the corresponding stocks starting January 1, 1987. Training 

process was fast: less than 100 passes. We used the penalty factor (see equations of Sec. 

2.2) between 1 and 3 gradually increasing it through the course of training. We usually 

started training with values of the learning rate TJ (see Chapter IV) as high as 100, 

decreasing it by an order of magnitude once in ten-twenty passes. The same strategy was 

applied to vary the diagonal components of the matrices Qi (see Chapter IV) except that 

we started from their value of 0.01. All the diagonal components were fixed to be the 

same and to be varied in synchrony with adjustments of the learning rate. 

Table 7.3: Results of RNN tested 
Stock 

Apple 
IBM 

Motorola 

No. of profit 
opportunities 

94 
117 
108 

on data ending 
Network 

Predictions 
36 
78 
39 

on 8/23/95 
Missed 

Opportunities 
59 
40 
71 

False 
Alarms 

1 
1 
2 

% F.A. 

2.8 
1.3 
5.1 

To make sure that our results of Table 7.3 are obtained with the RNN that firmly 

grasped dynamics of the stock and is able to maintain a low false alarm rate for some time 

in the future, we performed another testing for additional data points (till the middle of 

January, 1996). The results are as follows: 

Apple 

IBM 

102 predictions, 14.7 % false alarms, 

171 predictions, 22.8 % false alarms. 
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Motorola 47 predictions, 12.8 % false alarms. 

We conclude that the RNN grasped essential dynamics of both Apple and Motorola stocks 

whereas performance on the IBM stock deteriorated unacceptably. Such resuhs could be 

expected since the resuhs of Table 7.3 for IBM seem a Uttle bit too optimistic (78 

predictions out of 117 total, and only 1.3% false alarms) as compared to the other stocks. 

On the other hand, this testing that continues for almost a year ahead is a very hard task 

for the network since it is supposed to make only short term trend predictions. 

7.2.3 Comparative Test 

We updated our data up to the end of April 1996. The three networks were tested 

on a 100 days set ending on 3/20/1996. (The last month data was needed to calculate the 

profit opportunity of the last day in test.) The resuhs of longer testing of TDNN and 

RNN indicated that retraining the networks was necessary. We retrained the three 

networks by augmenting our old training sets with new data up to October 18, 1995. The 

results of the three networks are summarized in Table 7.3 and shown in Figure 7.2. 

For the PNN, we tried again different combinations of a and L in some range 

around the those values which gave the best resuhs in the former test. The new resuhs 

were as good as the old ones. 

The TDNN was framed to do direct trend prediction which is a task easier than 

price prediction. We used the technique described in Sec. 6.4.1. In training the networks, 

different combinations of the network parameters have been examined. These variable 

parameters were the number of layers, number of neurons in each layer, number of delays 
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in each layer, delay x between inputs, penalty factor, length of training set and range of 

initial random weights. In all cases, a one hidden layer network performed better than a 

two hidden layer one. We used 7 inputs with a delay x=70 between one another for all 

stocks except Microsoft for which we used 10 inputs with a delay x=50. The hidden layer 

had between 3 and 7 neurons, and the input and hidden layer delays were of equal values 

between 7 and 10. For Motorola, the false alarm rate was always lower when training on 

the maximum available history data, while for the other stocks a shorter training set (of 

300 to 500 days) was necessary to achieve better resuhs on the test set. A small penalty 

factor resulted in a high false alarm rate while a too high one resulted in zero profit 

prediction. For all stocks, the optimum penalty factor was r|=3. 

For the RNN, the training strategy was similar to the one described above. We 

however found that an increase in the penalty factor was necessary in order to avoid 

making an unacceptable number (above 10-15%) of false predictions. We typically started 

with the penalty factor of 2 gradually increasing it up to 5, and training lasted less than 

150 passes. The new resuhs shown in Table 7.4 show that the RNN made quite a small 

number of predictions comparing with its performance iUustrated in the Table7.3. It is a 

manifestation of a higher penalty imposed for false alarms during training. 

Table 7.4: Comparison of TDNN, 

Stock 

Apple 
IBM 

Motorola 
Microsoft 

Profit 
Opps. 

54 
72 
69 
83 

PNN 
Predictions 

3 
34 
6 
26 

PNN and RNN best resuhs for data ending 3/23/96 

PNN 
%F.A 

0 
2.94 

0 
7.69 

TDNN 
Predictions 

11 
26 
22 
8 

TDNN 
%F.A 
9.09 
3.8 
13.6 

0 

RNN . 
Predictions 

4 
5 
4 
17 

RNN 
%F.A 

0 
0 
0 

5.8 
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Figure 7.2: Actual and predicted profit opportunities 

a: Apple, b: IBM, c: Motorola. 
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Figure 7.2: Continued, d: Microsoft. 

7.3. Conventional Classification 

The linear classifier described in Chapter 5 was tested on the classification of profit 

opportunities of the stocks under test. The same 100-days test set that was used with the 

networks, was used again with the classifier. For each stock, we made two tests: one by 

training the classifier on the 500 points preceding the test set and another by training on all 

the available history data since January 1987. The shorter training set gave the best results 

which are summarized in Table 7.5. 

Table 7.5: Results of the linear classifier test on data ending on 8/23/95 
Stock 

Apple 
IBM 

Motorola 
Microsoft 

No. of profit 
opportunities 

54 
72 
69 
83 

Network 
Predictions 

67 
45 
33 
53 

Missed 
Opportunities 

17 
37 
43 
42 

False 
Alarms 

30 
10 
7 
12 

% F.A. 

44.78 
22.22 
21.21 
22.64 
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As we see the linear classifier produced a higher false alarm rate, which is expected 

due to the non-linearity of the financial system. 
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CHAPTER Vm 

COMPARISON 

IS 

8.1. Network Architect! irp 

The PNN is a 4 layer network. The number of neurons in the first hidden layer 

equal to the number of training pattems. This means that using 1000 training pattems 

with 29 inputs each requires 29000 weights between the input and first hidden layer. This 

network size may cause memory storage problems. However, we have not experienced 

problems to date. Modifications to mitigate such potential problems exist. 

The TDNN is a moderate-size network, generally of 3 or 4 layers. In most of our 

tests we used a 3 layer network with 5-10 input nodes, 3-5 hidden nodes and one output 

node. We used 1-2 delays in the input and hidden layers. The largest network required a 

3-dimensional weight matrix with 181 weights. This network is much smaller than the 

PNN and does not need any special memory allocation routines. 

The RNN has a compact stmcture. In all tests we use a 3-layer network of one 

input, one output, and 8 fiilly recurrent hidden neurons. The resulting number of weights 

was 89 weights. 

8.2 Implementation Complexity and Training Time 

Among the three networks, the PNN is the simplest to implement. All connections 

are in the forward direction. No derivatives are calculated. The training stage is 

accomplished in only one forward pass. Therefore it is the fastest network in training. 
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The weights between the input and pattem layers are calculated directly from the training 

samples. The weights of the output neuron are determined from Equation 3.2. The 

training time of the network is generally a few seconds. 

The TDNN training consists of an iterative process where each cycle consists of 

one or more forward propagations through the network, and one backpropagation to 

obtain derivatives of the cost fiinction with respect to the network weights. The weights 

form a 3-dimensional matrix of size equal to (the total number of neurons) squared 

multiplied by (the total delay in all layers+1). The implementation of both forward and 

backward passes requires carefiil bookkeeping of indexing. 

In order to accelerate the training, it is necessary to use an efficient training 

method like the conjugate gradient presented above. This requires extra subroutines to 

calculate the direction of descent and to perform the line minimization. 

The training is an iterative process. The number of iterations varies from tens to 

several thousands. Every iteration includes one backpropagation and one or more forward 

propagations for the line minimization required by the conjugate gradient algorithm. 

When training in the batch mode, we need to repeat the above iterations for all the training 

pattems in every cycle. The training speed depends on the number of training pattems and 

on the network's size. Training time of our experimentations varied between a few 

minutes and several hours. 

Implementation complexity of the multi-stream EKF-based training of the RNN 

consists of three main components: tmncated backpropagation through time, EKF 

computations, and the matrix A's inversion (see Equation 4.4). Comparing with 
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complexity of the TDNN training, only the last two components matter since 

backpropagation is exploited for finding derivatives in both training methods. 

Computational complexity of the EKF algorithm scales linearly with the number of 

data streams used. Besides, the matrix A's inversion imposes an additional computational 

burden proportional to the cube of the number of streams. Nonetheless, as mentioned in 

Chapter IV, we did not find increasing computational complexity a problem while using up 

to 50 streams. Furthermore, the multi-stream EKF algorithm spends the same computer 

processing time as does the conjugate gradient technique for a similar neural network and 

identical training set on the same workstation. 

While TDNN training with the conjugate gradient method invokes the line 

minimization routine, RNN training utilizes the EKF and matrix inversion routines. 

Adding to it a nontrivial bookkeeping for recurrent connections, we thus conclude that the 

overall implementation complexity of the RNN training is the highest among the training 

methods discussed in this paper. 

8.3 Forecasting Results 

The three networks showed comparable results. It was possible to control the 

false alarm rate and even reduce it to zero, in the case of PNN through the loss factor, and 

in the case of TDNN and RNN through the penalty factor. Although this generally 

reduces the number of the network predictions to about ten percent of the total number of 

profit opportunities, this can be acceptable if our goal is to minimize the loss resuhing 

from false alarms. 
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CHAPTER IX 

CONCLUSION 

Predicting short-term stock trends based on history of daily closing prices is 

possible using any of the three different networks discussed in this thesis. Preliminary 

predictability analysis and carefiil neuroengineering are important premises for successfiil 

performance. PNN has advantages of implementation simplicity and its low false alarm 

rate even for stocks with low predictability. Its main disadvantage is the storage 

requirement of every training pattem. It is more suitable for stocks which don't need 

training on long history, hke Apple stock. This can be determined usmg a validation set. 

RNN has the capability to dynamically memorize its past experience due to the internal 

recurrence. It does not need large memory storage, but its main disadvantage is the 

implementation complexity -a one time task. TDNN is moderate with respect to the 

implementation complexity and memory requirement. It is more suitable for stocks with 

high predictability. 
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APPENDIX 

CORRELATION COEFFICIENT 

The correlation coefficients of Apple, IBM, Motorola and Microsoft stock 

prices are calculated using Equation 6.2 and plotted for x ranging from zero to the 

value corresponding to the first zero of the correlation coefficient. We can see that 

for any of the four stocks there exist a minimum of the correlation coefficient 

located at a delay T smaller than that corresponding to the zero correlation. Thus 

we can use T corresponding to the first minimum in plotting the phase diagrams of 

the individual stock prices. 
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Figure A. 1: Correlation Coefficient for AAPL Stock 
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Figure A.2: Correlation Coefficient for IBM Stock 
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Figure A. 3: Correlation Coefficient for MOT Stock 
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Figure A.4: Correlation Coefficient for MSFT Stock 
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