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CHAPTER 1 

INTRODUCTION 

The overall execution time of a parallel program is basically the sum of processor 

execution time and the data communication time between processors. In order to have 

efficient parallel programs it is necessary to have an understanding of the communication 

behavior of a parallel system. This thesis aims at comparing the performance of three 

different programming models on tiie SGI Origin 2000 machine and the Beowulf clusters 

at the HPCC at TTU based on the MPI communication paradigm. The three programming 

models of choice are MPI, SHMEM and MPI-2. 

Modem parallel computers support a wide variety of communication models, 

spanning the spectrum from message passing to shared-memory to cache-only 

architectures [4]. With the availability of varied choices of programming models and 

computing platforms in the field of distributed computing, one of the basic questions that 

arise in a programmers mind is how do the programming models and architectural 

diversity affect the performance and ease of programming. 

Parallel scalable architectures have converged to two basic styles over the years 

[6], (i) hardware support for cache coherence, which are tightly coupled multiprocessors 

having a shared address space in the hardware and (ii) cluster of workstations, a cheaper 

cost efficient general purpose workstation network providing a computing environment 

that is typically shared by both parallel and sequential application developers and users. 

Two of the widely used scalable architectures for parallel processing are the SGI Origin 



2000 machines: a cache-coherent machine having a distributed shared memory 

architecture and the Beowulf clu.ster: a cluster of commodity off the shelf personal 

computers interconnected with a LAN and running programs written for parallel 

processing. One is a dedicated high performance parallel computer and the other is a 

cluster of workstations with software support for parallel processing. 

This convergence of architectures has made it possible to have different 

programming model support on the same platform either directly in hardware or through 

software support. One important focus of interest for a parallel programmer is to 

distribute applications to different processors with minimal network delay. Different 

programming models are available for the programmer to achieve this. 

Parallel applications can be developed using parallel languages (e.g., High 

Performance Fortran), libraries (e.g., PLAPACK), mn-time systems (e.g., Message-

Passing Interface), or a combination of these techniques. Each type of parallel 

programming system has different strengths and weaknesses, but, generally speaking, 

high-level languages and shared-data systems are strong in ease-of-use; message-passing 

systems are stiong in performance. The nature of the application and the availability of 

architecmre are the primary factors for the choice of one programming model over 

another. 

This thesis focuses on comparison of architectures using the MPI programming 

model and comparison of MPI with MPI one-sided and SHMEM programming models 

over the SGI Origin 2000 machine. The comparison between architectures and between 

programming models will be done by conducting a series of communication tests that 



will measure the perfomiance and scalability of the systems based on these commonly 

used communication patterns. A comparison using tools like MPBench and Netpipe 

performance analysis tools is also provided. The tests will be conducted on the SGI 

Origin 2000 machine and the two Linux clusters available at the High Performance 

Computing Center [HPCC] at tiie Texas Tech University. 

Chapter 2 discusses the various programming models and platforms used in this 

research work. Chapter 3 contains an explanation of the communication metrics and 

experiments used for comparison of the different architectures and programming models. 

Chapter 4 for discusses the design of experiments in details. A description of program 

and code fragment used for various communication experiments have been discussed. 

Chapter 5 discusses all the results obtained from various experiments in details. Chapter 6 

discusses the future work and enhancements that could be done to extend this work. 



CHAPTER 2 

PLATFORMS. PROGRAMMING MODELS AND TOOLS 

This chapter discusses all the platforms, programming models and tools used in 

this research. Section 1 describes the three programming models that are being compared 

for performance on the Origin 2000 machine. Section 2 describes the two parallel 

hardware architectures. Cluster and tiie Origin 2000. Section 3 describes the tools used to 

compare tiie performance of MPI on the three different architectures. 

2.1 Programming Models 

A typical parallel application on a commercial distributed memory multiprocessor 

is built on top of a message-passing library. Most multiprocessors provide several 

libraries, which may differ in architecture, efficiency of implementation, or use of special 

hardware suppiort. This section gives a brief description of the three programming models 

used in this research. In each of the three programming models communication is done 

by explicit message passing calls. 

2.1.1 MPI 

MPI or message passing interface is a library specification for message passing, 

proposed as a standard by a broadly based committee of vendors, implementers, and 

users [11,18]. In MPI, communication occurs by explicit message passing calls. For each 

communication both sender and receiver calls are required thus a pair of processes are 



involved for each communication. The sender and the receiver do not need to know the 

address of the other. 

A message passing function is simply a function that explicitly transfers data from 

one process to anotiier [18]. The MPI communication calls assumes that the processes are 

statically allocated, i.e.. the number of processes is set at the beginning of execution and 

no additional processes are created during execution. An important design goal of MPI 

was to allow efficient implementations across machines of differing characteristics. MPI 

carefully avoids specifying how operations will take place. It only specifies what an 

operation does logically. As a result, MPI can be easily implemented on systems that 

buffer messages at the sender, receiver or do no buffering at all. Implementations can 

take advantage of specific features of the communication subsystem of various machines. 

MPI guarantees that the underlying tiansmission of messages is reliable. The user need 

not check if a message is received cortectly thus relieving the programmer of worrying 

about underlying communication details. 

MPI is a very powerful and general way of achieving parallelism. The only 

drawback is that it is difficult to design and develop parallel programs using MPI. 

However due to its portability and standardization it is the most common choice for 

developing parallel programs. 

As MPI programs can mn on both Origin and Beowoilf cluster, MPI would be 

used to compare the performance of these two hardware architectures. 



2.1.2 MPI-2 

MPI-2 is an extension of MPI that has most of the features of MPI with new 

features added to it. It provides one-sided communication or Remote Memory Access 

(RMA) tiius allowing only one process to specify all the communication patterns both for 

sender as well as tiie receiver [14]. This mode of communication is suitable for 

applications that have dynamically changing data access patterns, where the data 

distribution is fixed or slowly changing. For such applications, each process can access or 

update data at other processes where the remote process may not know which data in 

their memory need to be accessed or updated. RMA communication mechanisms also 

avoid the need for global communication or explicit polling. 

RMA is often thought of as restricted to shared-memory multiprocessors. MPI-2 

was developed with an aim to produce a model of one-sided communication that mainly 

targets distributed memory machines and can be implemented with relatively little extia 

overhead. An important effect of one-sided communication is that communication is 

explicitly separated from synchronization allowing for synchronization overhead to be 

amortized over several communication operations. 

The one-sided API revolves around the use of abstiact objects called "windows'* 

[15]. Intuitively these objects specify regions of a process's memory that have been made 

available for remote operations by other MPI processes. Windows are created using a 

collective operation (MPIWincreate) called by all processes within a "communicator" 

(a group of processes in MPI terminology). This window specifies a base address and 

length (which may be different on each process), and is permitted to span very large areas 



(e.g. the entire virtual address space). All three one-sided RMA operations (MPlPut, 

MPIGet, MPIAccumulate) take a reference to such a window and a rank integer to 

indicate which process is the remote target. All one-sided operations are implicitly non-

blocking and must be synchronized [15]. 

2.1.3 SHMEM 

SHMEM [12] refers to Cray's shared memory access library. SHMEM can be 

best thought of as a data passing system, a hybrid shared memory/message-passing 

system. SHMEM is very good for communication intensive tasks as it has lower startup 

latencies and higher bandwidth. SHMEM is very similar to MPI-2 with put/get 

functionality. The routines in the SHMEM application programming interface (API) 

provide a programming model for exchanging data between cooperating parallel 

processes. The resulting programs are similar in style to Message Passing Interface (MPI) 

programs. The SHMEM API can be used either alone or in combination with MPI 

routines in the same parallel program. 

SHMEM provides one-sided communication such that the sending of data 

involves only one CPU in that the source processor simply puts that data into the memory 

of the destination processor. Likewise, a processor can read data from another processor's 

memory without intermpting the remote CPU. A SHMEM program is SPMD (single 

program, multiple data) in style. The SHMEM processes, called processing elements or 

PEs, all start at the same time, and they all mn the same program. Usually the PEs 

performs computation on their own sub-domains of the larger problem, and periodically 



communicates witii otiier PEs to exchange information on which the next computation 

phase depends. 

The main problem with using SHMEM is that this library only exists on CRAY 

Massively Parallel Programming (MPP) systems. But this lack of portability is made up 

for by tiie perfomiance of SHMEM. The reason for fast performance of SHMEM is it's 

close to hardware approach. SHMEM docs a direct memory-to-memory copy and is the 

fastest in CRAY machines. 

2.2 Hardware Architectures 

In this section the two hardware architectures used in this research have been 

discussed. One is a dedicated multiprocessor with in built capacities for miming parallel 

tasks and the other is an interconnection of independent PCs with softwares capable of 

executing parallel tasks. 

2.2.1 SGI Origin 2000 

The Origin 2000 or the 02K is a Scalable Shared Memory Multiprocessor 

(S2MP) [10] manufacttired by the Silicon Graphics Inc (SGI). The 02k consists of a 

number of processing nodes linked together by an intercormection fabric. Each 

processing node contains either one or two processors, a portion of shared memory, a 

directory for cache coherence, and two interfaces: one that connects to I/O devices and 

another that links system nodes through the interconnection fabric. Two CPUs are 

coimected through a "hub" to memory to form a "node" and multiple nodes are connected 



using an interconnection nelwoik to form a complete Origin system [9]. The Distributed 

memory is seen as a single (logical) memory space, and any proces.sor can access any 

memory location. DSM architecture allows both memory and 1/0 to be globally 

addressable [13]. Fig. 2.1 shows (he hypereube design of the architecture of the 02k 

machines. 

Fig. 2.1 Origin 2000 Architecture 

The processors in this machine are connected by hypereube architecture. Each 

two-processor node forms a vertex of the hypereube. The hypereube implementation 

insures that while the number of processors increases linearly, the maximum shortest 

distance between nodes increases only logarithmically. Hence, for the Origin's 

architecmre, the maximum memory latency (time taken to access a certain memory) 

increases at most logarithmically when the number of processors is increased. 



The Origin 2000 at the HPCC at Texas Tech University is a 56-node machine. 

The operating system is IRl.X 6.5 and it uses LSF (Load sharing Facility) for load 

distiibution. The processing speed of each processor is 300 MHz. 

2.2.2 Beowulf Cluster 

The Beowulf cluster is a commodity-based cluster system designed as a cost-

effective alternative to large supercomputers. The Beowulf project was started in eariy 

1994 by Donald Becker and Thomas Steriing, working at CESDIS under the sponsorship 

of the ESS project [16]. The Beowulf approach represents a new business oriented model 

for acquiring computational capabilities. It complements rather than competes with the 

more conventional commercial systems supplier approach 

The Beowulf provides a high-performance massively parallel computer built 

primarily out of commodity hardware components, mnning a free-software operating 

system like Linux or FreeBSD, interconnected by a private high-speed network. It 

consists of a cluster of PCs or workstations dedicated to running high-performance 

computing tasks. The nodes of the cluster are dedicated for running parallel jobs and it 

generally has a single interface that acts as the interface to the outside world. Beowoilf is 

loosely coupled and is a distributed memory environment. It runs message passing 

parallel programs that do not assume a shared address space across processors 

The HPCC at Texas Tech University has two clusters Mathwoilf and Weland. The 

weland cluster consists of 32 dual-processor 2GHz Athlon processors, 2GB memory per 

node mnning on RedHat 7.3 with a racksaver cluster architecture. The compute nodes are 
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connected with a 1 Gbps switch providing a fast intcr-processor communication channel. 

The matiiwulf cluster consists of 31 single-proces.sor 1.4 GHz Athlon XP compute nodes 

and one single-processor Athlon XP front-end machine. The single-processor compute 

nodes are connected with 100-TX ethemet and the dual-processor and front-end 

machines are connected witii 1000-TX etiiemet. 

2.3 Benchmarking Tools 

2.3.1 Netf̂ ipe 

NetPIPE is a protocol independent performance tool that encapsulates the best of 

ttcp and NetPerf and visually represents the network performance under a variety of 

conditions. NetPIPE was originally developed at the Scalable Computing Laboratory at 

Iowa State University by Quinn Snell, Armin Mikler, John Gustafson, and Guy Helmer 

[19, 20]. It performs simple ping-pong tests, bouncing messages of increasing size 

between two processes, whether across a network or within an SMP system. Message 

sizes are chosen at regular intervals, and with slight perturbations, to provide a complete 

test of the communication system. Each data point involves many ping-pong tests to 

provide an accurate timing. Latencies are calculated by dividing the round tiip time in 

half for small messages (< 64 Bytes). The MPI implementation of this test was chosen to 

compare the performance of the three parallel hardware architectures. 

11 



2.3.2 MPBench 

This is an MPI Benchmarking tool developed by the University of Knoxville. It is 

a benchmark to evaluate the performance of MPI on a cluster of workstation or a MPP 

machine [21]. It uses a flexible and portable framework to allow benchmarking of any 

message-passing layer with similar send and receive semantics. It generates two types of 

reports consisting of raw data files and postscript reports. It tests eight different MPI calls 

with data size varying from 4 bytes to 2'* bytes. 
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CHAPTER 3 

COMMUNICATION METRICS AND EXPERIMENTS 

The diversity of computing platfomis and computing environments presents a 

question of how the different computing models perform under different architectures. 

One important criterion of concern is the data communication time between two 

processors in a parallel system. Estimation of communication time is important because 

execution time in a parallel environment is greatly influenced by the communication time 

taken for data transfer fhim one processor to another. The measure of communication 

time thus is an important measure in estimating the performance of the system. 

Communication time can be expressed as a function of latency and bandwidth. 

Thus these two parameters were chosen as metrics of interest for the performance 

evaluation of the parallel systems. 

Latency of communication can be defined as the delay incurred in communicating 

a message containing a small number of words from its source processor/memory module 

to its target [8]. This value includes the startup overhead for communication and queuing 

time if any for the packet. Bandwidth of the system can be defined as the maximum 

transfer rate that can be achieved for the system for any given data size [17]. Another 

metric used for comparison is the data size at which half the maximum bandwidth is 

achieved. 

Now in a parallel application, the interaction of processors can be through 

different communication patterns based on the requirements of the application. With the 
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availability of a varied choice of programming models it is necessary to understand the 

behavior of these programming models with different communication patterns. A set of 

communication tests will be pcrfomicd for each of these communication patterns and 

behavior of each programming model will be studied based upon the above given 

parameters. The study of these communication patterns gives an overall behavior of the 

programming model with respect to scalability and performance. 

A comparison of different parallel architectures is also presented using these 

communication tests programmed using MPI as the programming model of interest. The 

choice of MPI for comparing different architectures arises from the fact that MPI is 

portable in both shared memory and distributed memory architectures. The rest of the 

chapter deals with explaiiung the communication metrics used and the experiments 

designed for analysis of the parallel architectures. 

3.1 Research Methodology 

The aim of this thesis is to study the communication details of the three 

programming models discussed in Chapter 2 on the 02K machine and the Beowulf 

clusters. This work has been divided as follows: 

1. Calculate the point-to-point latency of each of the programming models using a 

ping-pong data communication program and apply linear regression to the data set 

to generate a mathematical model that can be used for estimating delays for any 

given data size. 

14 



2. Compare the performance of the three programming models on the Origin 

2000 machine with different communication patterns built on simple 

send/receive function calls. Compare the performance of the three 

architectures using these experiments. 

3. Compare the performance of MPI collective communication routines on the 

Origin 2000 machine with the Beowulf clusters using benchmarking tools. 

The experiments for perfomiance comparison have been designed to make sure 

tiiat tiie communication-based analysis of the three architectures is carried out using the 

same communication algorithm on the three machines. The collective communication 

routines of MPI are implemented differently in different architectures. Thus in order to 

have a better understanding of the system behavior these communication experiments 

were devised to make sure that the same communication algorithm is being used on the 

three architectures. Again, in order to compare the one sided communication routines in 

SHMEM and MPl-2 with the MPI communication routines, it is necessary that the same 

communication pattern be used in all the three implementations on 02k machine. The 

SGI version of MPI gives a better performance than MPICH on the same machine 

because it uses the underlying hardware technology for the design of communication 

routines. The support for MPI in the 02K machine is built into the system default link 

and include libraries. For measuring the performance of MPI collective communication 

routines on the three architectures, the MPBench benchmarking tool has been used. 

15 



3.2 Linear Regression 

Linear regression attempts to model the relationship between two variables by 

fitting a linear equation to observed data [7]. One variable is considered to be an 

explanatory variable, and the other is considered to be a dependent variable. A linear 

regrc^ssion line has an equation of tiie fonn Y = a + bX, where X is the explanatoiy 

variable and Y is tiie dependent variable. The slope of the line is b, and a is the intercept 

(the value of v when .v = 0). 

The most common method for fitting a regression line is the method of least 

squares. This metiiod calculates tiie best-fitting line for the observed data by minimizing 

the sum of tiie squares of the vertical deviations from each data point to the line (if a 

point lies on tiie fitted line exactly, tiien its vertical deviation is 0). This method is used 

for generating the regression equation for each of the measure data sets. With one 

variable and a linear function, the prediction is given by the following equation: 

Y = a + bX. (3.1) 

This equation involves two free parameters that specify the intercept a and the slope b of 

the regression line. The least square method defines the estimate of these parameters as 

the values which minimize the sum of the squares (hence the name least squares) between 

the measurements and the model (i.e., the predicted values). This amounts to minimizing 

the expression: 

i = E (Yi-yt)' = i:i[Yi- (a + bXJ] (3.2) 

where ^ stands for ertor" which is the quantity to be minimized. This is achieved using 

standard techniques, namely, the property that a quadratic (i.e., with a square) formula 
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reaches its minimum value when its derivatives vanish. Taking the derivative of £ with 

respect to o and fc and setting them to zero we get two equations that can be solved to 

give tiie least square estimates of c; and b as: 

a = My bMx (3,3) 

b = i:(Yi- MY)(Xi-Mx) (3.4) 

i:(Xi-Mx)' 

where MY and Mx denote tiie means of X and Y . 

After a regression line has been computed for a set of data, a point that lies far 

from the line (and tiius has a large residual value) is known as an outlier. Such points 

may represent erroneous data, or may indicate a poorly fitting regression line. If a point 

lies far firom other data points in the horizontal direction, it is known as an influential 

observation. The reason for this distinction is that these points may have a significant 

impact on the slope of the regression line. 

3.3 Measurement of Communication Parameters 

The time for a small message is often bounded by the speed of the signal through 

the media and any software overhead in sending/receiving this message [5]. Small 

message times are important in synchronization and determining optimal granularity of 

parallelism. For large messages, bandwidth is the bounded metiic, usually approaching 

the maximum bandwidth that an underlying hardware can support. 

Communication time is usually a linear function of message size for a pair of 

processors that are connected directly. The hypereube architecture of the Origin 2000 
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machine leads to varying node distances between processors and adds another parameter, 

the per hop delay for data communication. This delay may increase the message passing 

time. The communication time, /„, where n is the message length can be modeled as 

given in [1.5]: 

t„ = a+ Pn^ (h-l)y (3.5) 

with a startup time or latency a. a per byte rate /?, a per hop delay y, where n is the 

number of bytes per message and h is the number of hops a message must travel. The 

latency consists of the startup overhead and the overhead on the communication channel 

due to the system load [17]. For each programming model this value varies depending 

upon implementation of the programming model and the type of communication chaimel. 

The SGI Origin 2000 machine uses advanced routing techniques and a dedicated 

dual ported chip called tiie SGI SPIDER for routing messages. It makes use of both 

adaptive routing and wormhole routing that means that the chip can route the message to 

the same destination using different paths and it can route the messages without having to 

receive the entire message. Thus the per-hop delay in the machine is almost negligible 

and hence can be neglected. While the Beowulf clusters are connected in an all-to-all 

connection scheme, thus, message passing between any two processors would require at 

most one hop causing the hop delay to be null. Hence, 

t„ = a+J3n. (3.6) 

In order to calculate the value of a and /3, a linear least square fit can be used by 

drawing a plot of communication time versus message length and estimating the values 

as explained in the previous section. This curve has an equation of the type 
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y = na + c (3.7) 

where \' is the measured communication time and x is the data size. The term c represents 

a, the latency of the system and m represents the asymptotic bandwidth of the system. 

Using equation 3.6 another important metric of interest can be derived. The 

message length, at which half the maximum bandwidth is obtained, is denoted by ni/2 and 

is equal to a/fii This is an important parameter in denoting the "goodness" or optimality 

of the system. The parameters n//:and //ySare called the "hockney" parameters and are an 

important parameter in analyzing the performance of the system. Another important 

performance parameter is 1/fi and is referted to as rao, the asymptotic bandwidth of the 

system and gives the measure of peak bandwidth that can be attained [5]. 

Using parameters n/^ and roo, named after Hockney [5] we can obtain the transfer 

rate for any given data size as follows [2]: 

r = roJ(l+ni/2/n). (3.8) 

The values for r, r^,, and ni/2 can be derived for any given data size by performing 

a linear regression analysis on the measured data. Thus using equations 3.6 and 3.8 the 

values of latency, bandwidth and tiansfer rate for the system can be derived. 

A synthetic nucro-benchmark to measure processor-to-processor latency using 

MPI, MPI-2 and SHMEM messages was created. This benchmark uses tiie ping-pong 

data communication test to measure the communication time for various data sizes. 

Linear regression will be applied to measured time values in order to get the linear least 

square equation for estimating the communication parameter values. 
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3.4 Communication Tests 

Most data communication on a parallel machine occurs in one of the following 

ways: 

a. Point-to-point communication. It involves transmission of fixed size messages 

between a pair of processors. The sender knows the destination processor 

number and sends a fixed size data over the communication channel. 

b. Collective communication. Collective communication is defined as 

communication that involves a group of processes. In these communication 

patterns multiple senders send data to a single receiver (gather) or one sender 

sends data to multiple receiver (broadcast) or multiple senders send data to 

multiple receivers (all-to-all). These communication pattems will also be 

tested for scalability and performance with the programming model of choice. 

Different programming models will have different communication latencies and 

different startup overheads. The main variants between the three programming models 

under investigation are whether the receiver is waiting for the message and whether either 

process can continue with other computations while the message is being sent. As MPI-2 

and SHMEM are both one-sided communication paradigms, the time taken for 

communication in these programming models will be sufficiently less than the time taken 

for MPI two-way communication. 

The following communication pattems will be tested for performance and 

scalability on the Origin 2000 machine and the Beowulf clusters [2,3]. 
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1. Point-to-point transfer: In this test the communication time for a given size of 

data from one processor to another will be measured. This test measures the 

scalability of tiie machine for node distances. The hypereube geometry of the 

Origin leads to varying inter-node distances between processors. For a 

perfectiy scalable machine, no difference should occur in measured values. 

2. Circular Right Shift: This is also one of the most commonly used 

communication pattem for parallel programs. In this experiment each 

processor sends data to its right neighbor and receives data from its left 

neighbor. As communication occurs concurtently between each pair, results 

for tills test are expected to be independent of the number of processors. 

3. Naive Broadcast: In tiiis test each processor gets data of a given size from one 

sender processor. This would lead to a lot of contention in the communication 

channel as data is being sent to all the processors at one time and values are 

expected to increase with the number of processors. 

4. All-to-all: In this test each processor sends a message to all the other 

processors thus causing a lot of contention in the communication channel as 

each processor is trying to occupy the chaimel at the same time. Thus, time is 

expected to increase with the number of processors. 

The experiments were chosen to represent the commonly observed 

communication in a parallel program. In all the communication tests discussed above, 

data is passed between processors by a simple send and receive mechanism. Each 

experiment was executed with varying number of processors in the group to estimate the 
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scalability of the system. In circular shift and all-to-all experiments all the processors are 

involved in communication at one time. This is not the case with the other two tests. The 

next chapter deals with the program outline and timing details used for these 

communication tests. 

In order to have a comprehensive analysis of the three hardware architectures, 

benchmarking tools like MPBench and NetPipc were also used in the experiment. 
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CHAPTER 4 

EXPERIMENT DESIGN AND IMPLEMENTATION 

This chapter describes in detail the various communication experiments. The 

timing issues and methodology is explained. Section 1 describes the program outline used 

for each of tiie communication tests; Section 2 describes the design of each of the 

communication pattern in detail. 

4.1 Program Outline 

For each of the communication pattems timing was recorded using the following 

procedure: 

Main(){ 
Set data size and number of iterations 
Set Up the test parameters 
While (dials >0) { 

Call Barrier Routines //for synchronization 
Time[0] = gettime() //initial time 
{ 

//Communication pattem to be tested 
} 
Time[ 1 ] = gettime() //Final time 
Call Barrier routine //Synchronize for next iteration 

} 
Call reduction routine //Reduce to maximum or minimum of measured times 
Compute the required metric. 

}//end of main 

The performance of message communication between processors can be affected 

by a number of factors. The number of times a message has to be copied is probably the 

most influential factor and is a function of the message size. If the receiver processor 
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eaches the message then the iiieasiual lime will not be rcpresenlativc of the actual 

eommunic.ition time of the message This is an important factor when considering a 

homogeneous in.ichine like the Origin ZOOO as it has a ilistributed shared memory. Cache 

memory was Hushed b\ allocating an array ol si/c of the cache and reset all the values in 

the sender bulTer using the Unix h:cro() system call before each iteration. Iig. 4.1 shows 

the diftcrence in bandwidth measurements obtained with and without cache flushing 

the Origin 2000 using MPI. 

on 

MP! Bandwidth With and Without cache flushing 

• Series! 

•Series2 

50000 100000 150000 200000 250000 

data size (Bytes) 

Fig. 4.1 MPI Bandwidth with and without cache flushing. 

Cache flushing is not necessary in the Linux clusters because each processor has 

its own separate memory and for each transfer data has to be moved from the memory of 

one machine to another. A number of sample experiments were conducted on the two 

clusters with and without cache flushing. The results also supported this fact. 

All experiments were repeated for different data sizes varying from 8 bytes to 1 

Mbytes and each test executed 10000 iterations before averaging the values. Iterations 

were necessary in order to make sure that the computed average essentially captures the 

24 



ovciali bcluuior ol the system. The giapli in lig. A.l shows the data values measured 

during a ping-pong test for an Kbyte liaia si/e wilh lOOOO iterations 

M>l I atflncymmmiramenls 
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'•* 50 
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Fig. 4.2 Latency Graph. 

.\s shown in Fig. 4.2, most of the values are close to the median but because of 

the presence of a significant number of outliers, the mean values cannot be disregarded 

and thus they also have to be considered in order to get an overall picture of the system 

beha\ ior. The primary reason for these outliers is that during this time the machine might 

be busy with some 1 O or operating system call and thus a huge surge is obtained in the 

reading. .As these values amount to more than 10 percent of the measured values, they 

should also be considered for estimation. 

In order to sttidy the scalability of the system, each test was repeated with varying 

number of processor size starting from 2 up to a maximum of 24 processors. As the 

maximum number of processors that can be allocated to any batch job in all the machines 

is 24. the upper limit for processors size was chosen as 24. All the tasks were submitted 

to the batch queue. Thus, the experiment jobs would have to compete with other jobs 
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mnning on the system to get tiie processor time and this would thus simulate a behavior 

that a user might expect when he submits a job to the system. 

4.2 Communication Experiment Design 

4.2.1 Latency And Bandwidtii Measurement 

Latency values for each programming model were obtained by a ping-pong 

communication program tiiat measures tiie communication time between a pair of 

processors. During an experiment the round trip time of a packet of given data size is 

measured. The resulting value is divided by two to yield an approximation of the one

way communication time for tiie packet. The experiment is then repeated by increasing 

the data size of the packet in each test. Linear regression is applied to the measured 

values of time for different data size packets, to estimate the latency and bandwidth 

values for the given architecture and programming model. The experiments were 

repeated over a large number of iterations and varied data sizes to ensure the robustness 

of the communication equation. An outline of the program fragments that does the 

communication is given below. In all the experiment designs described in this section, 

gbuffer is the receive buffer, dbuffer is the send buffer and intlen is the data size. This 

experiment is similar to the NetPipe and MPBench latency experiment. 

The MPI implementation is as follows: 

if(rank ==0){ 
MPI_Send(dbuffer. intlen. MPIJNT.j, tag++, MPljCOMMJVORLD); 
MPI_Recv(dbuffer, intlen, MPIJNT.j. tag++. MPI_COMM_WORLD. &status); 

} 
else { 

MPI_Recv(dbuffer. intlen, MPIJNT. 0. tag++, MPIJOOMMJVORLD, &status); 

26 



MPl_Send(dhujjer. intlen. MPIJNT, 0. tag++, MPI_COMM_WORLD); 

wherey varies from 1 to the number of processors in the batch. This experiment was also 

modified to find out the time taken for one processor to communicate data with all the 

otiier processors. For latency and bandwidth measurements the value ofy was fixed to 2. 

The MPl-2 implementation of tiie same is as follows: 

if(rank ==0){ 
MPI_Put(dbuf}er. intlen. MPIJNT J,0, intlen, MPIJNT,win); 
MPIHinJence(0, win): 

} 
else { 

MPI_ Winjence(0, win): 
MPI_Put(dbuffer. intlen. MPIJNT.0.0. intlen, MPI INT.win); 

} 

The MPIWinfenceO function call is used here to synchronize the 

communication. This will make sure that the RMA call to MPI_Put() completes at that 
process before the fence call returns. 

The SHMEM implementation is: 

if(rank ==0){ 
shmemint_put(gbuffer,dbuffer, intlen, j); 
shmemint_wait(&gbuffer[intlen -1], 0); 

} 
else ( 

shmemint_wait(&gbuffer[intlen -I], 0); 
shmemint_put(gbuffer,dbuffer, intlen, 0); 

} 

Note that, Shmemint_wait() is used to synchronize the SHMEM communication 

operation similar to the fence call in MPI one-sided communication. This routine is used 

in Shmem for synchronization and offers a mechanism to notify a processing element that 

another processing element has completed its operation. 
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4.2.2 Circular Right Shift 

In tills experiment, each processor sends data to its logical neighbor on right and 

receives data from its left neighbor such that the data is being communicated among all 

processors in the system in a ring topology. Thus, as each processor is communicating 

data at the same time with only its neighbors, in a perfectly scalable computer the 

communication time values should remain the same for all the processors in the group. 

An increase in the number of processors in the group should not affect the 

communication time for processors as each processor is just communicating data with its 

neighboring processors independentiy of the number of processors in the group. The time 

measured here is the time taken for the slowest processor to finish communication. The 

code fragment used for this test is: 

For MPI, 

MPI_Sendrecv(dbuffer, intlen, MPIJNT, dest, 0, gbuffer. intlen, MPIJNT, 
origin, 0, MPI_COMM_WORLD. &status): 

For MPI-2, 

MPIjGet(dbuffer, intlen.MPIJNT.dest. 0. intlen.MPIJNT, win): 

For SHMEM, 

shmem int_get(gbuffer,dbuffer, intlen, dest): 

where, dest is the destination processor, modulo((rank-I)% size) and origin is the source 

processor, modulo((rank+I) % size). For MPI-2 and SHMEM, the get routine was used 

instead of the put routine for communication between two processors because tiie get 

routine retiims only when the data has been delivered completely to the target array on 

the local processor to avoid synchronization issues. 
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4.2.3 NaYve Broadcast 

In this experiment, one processor sends data of a given size to all the other 

processors in the group. Thus, as the number of processors in the group increases, the 

communication time is expected to increase linearly because one processor can send data 

to only one processor at a time. This is called a naive broadcast as only the simple send 

and receive calls were used to do the communication and unlike the MPI broadcast 

routine that uses binary tree algorithm, the algorithm used here is linear. The following 

code fragment was used for communication among processors. 

For MPI. 

if(rank==0){ 
forO=l:j<size:j++){ 

MPI_Send(dbuffer,intlen,MPIJNT,j,tag.MPI_COMM_WORLD): 
} 

} 
else{ 

MPI_Recv(dbuffer,intlen,MPIJNT,0.tag,MPI_COMM_WORLD.&status): 

} 

For MPl-2, 

if(rank!=0){ 
MPIjGet(dbuffer, intlen,MPIJNT, 0,0, intlen.MPIJNT. win): 

} 

For SHMEM, 

if(rank!=0){ 
shmem intjget(gbuffer, dbuffer, intlen, 0): 

} 

For MPI-2 and SHMEM, all processors with rank greater than 0 will access the 

memory of processor 0 to get data. Since the window of memory of processor 0 allows 
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only one get operation at one time, the execution time for this experiment is expected to 

increase linearly with number of proccs.sors. 

4.2.4 All-to-all 

In this experiment, all tiie processors send data to every other processor in the 

group. Thus, at any given time all the processors are either sending or receiving data and 

this would create a lot of contention in the network. In order to avoid unnecessary high 

contention, the experiment was designed in a circular shift fashion. Thus all processors 

will communicate data with their neighboring processors and for every iteration the 

neighbors were changed until the communication was completed. 

The following code fragment was used for performing this experiment. 

For MPI, 

forO=l:j<size:j++){ 
/= (rank+size+j) %size: 
Ar= (rank+size-J) %size: 
MPI_Sendrecv(dbuffer, intlen, MPIJNT. i. 0. gbuffer .intlen. MPIJNT ,k, 0. 

MPI_COMM_WORLD. &status): 
} 

For MPl-2, 

for(j=I :j<size:J+ +) { 
i= (rank+size-j) %size: 
MPI_Get(dbuffer, intlen.MPIJNT. i. 0. intlen.MPIJNT. win): 

} 

For SHMEM, 
for(j=l;j<size:j++){ 

i= (rank+size-j) %size: 
shmemJnt_get(gbuffer,dbuffer. intlen. i): 

} 
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A listing of the source code for the three programming models for ping-pong 

communication latency test program is listed in Appendix A. Note that most of the code 

is similar in all three communication models. Since each programming model uses a 

different communication paradigm, the implementation of the cortesponding 

communication function is different. 
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CHAPTER 5 

EXPERIMENT RESULTS 

5.1 Measurement and comparison of Latency and Bandwidth 

In this section the results obtained from measuring the latency and bandwidth 

using tiie ping-pong communication experiment are discussed. Data size is varied as 

explained earlier and the values were put into a linear least square equation of the form>̂  

= mx + c to estimate tiie values of latency and bandwidth. The figures in Table 5.1 show 

the measured communication time values obtained for the different programming models 

and architectures at different data sizes. 

Table 5.1 Ping Pong data communication time in u sees. 

Data Size 
(bytes) 

8 
1000 

10000 
50000 
100000 
200000 
500000 
1000000 
1200000 
1500000 
2000000 

Shmem 
10.40 
17.10 
37.48 
152.24 
274.05 
591.53 
1329.25 
2505.23 
3199.03 
5012.12 
6195.37 

MPI-2 
37.88 
28.59 
40.93 
133.41 
241.02 
478.51 
1435.81 
3111.80 
4354.24 
4594.05 
5765.33 

MPI on 
Pleione 

48.84 
78.27 

205.95 
675.51 
1217.21 
2314.92 
6066.47 
11735.70 
14334.89 
17333.24 
22383.49 

MPI on 
Mathwulf 

87.83 
258.40 
1059.32 
4552.97 
9036.51 
18198.52 
44858.06 
89249.03 
107170.30 
133853.34 
178298.97 

MPI on 
Weland 

93.08 
217.98 
378.11 
1215.56 
2287.82 
4734.91 
11215.82 
21918.68 
26690.59 
33242.26 
44177.83 

The values in Table 5.1 show a linear growth and regression analysis of these 

values give the following equations for the different implementations. 
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Table 5.2 Communication Equations 

Architecture 

Pleione 

Pleione 

Pleione 

Weland 

Mathwulf 

Programming Model 

SHMEM 

MPI-2 

MPI 

MPI 

MPI 

Equation 

t = 0.003X + 10.4 

t = 0.003 Ix+19.59 

t = O.OlNx + 67.82 

t = 0.02 2x + 93.08 

t = 0.089X + 87.83 

where .r represents tiie data size, and the constant value represents the latency of the 

implementation in u sees and the coefficient ofx is the inverse of maximum bandwidth 

(in Megabytes per second) of the system. 

Table 5.3 Comparison of architectures 

Machine 
Pleione 
Mathwulf 
Weland 

Latency (u sec) 
67.82 
87.83 
93.08 

Bandwidth (MB/s) 
90.9 
11.23 
45.45 

ni/2 (bytes) 
6164 
986 
4230 

Table 5.3 shows a measure of the to, r and ni/2 values discussed in sec. 3.3 for the 

three machines. Weland shows maximum latency as compared to the other two machines 

and it also has the highest value for ni/2. The latency value for Weland and Mathwulf are 

very close to each other because both of them have the same version of MPICH mnning 

on them. All the three machines do not show many variations in mean and median values 

showing a consistency of machine behavior. 
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Bandwidth vs data size 

•weland 

pleione 

•mathwulf 

1000 10000 100000 1000000 10000000 

data size (bytes) 

Fig. 5.1 Bandwidth measurements on different architectures 

Fig. 5.1 shows a plot of data size versus bandwidth for the three parallel 

processing machines. From the graph it is clear that Pleione outperforms Mathwulf and 

Weland in temis of maximum bandwidth available. This is because Pleione has a globally 

addressable space that can be accessed by any processor in the machine. Weland uses a 1 

Gbits per second switch compared to 100 Mbits per second switch of Mathwoilf and this 

is e\ ident from the available bandwidth from the graphs. 

Table 5.4 Measured versus computed Bandwidth in MBytes/Sec. 

Data Size 

8 
1000 

10000 

50000 

100000 

200000 

500000 

1000000 

1200000 

1500000 

2000000 

PLEIONE 

Measured 

0.1638 

12.77629 

48.55547 

74.01815 

82.15509 

86.39607 

82.42025 

85.21009 

83.71184 

86.53893 

89.35157 

Computed 

0.117822 

12.68844 

56.23608 
80.92372 

85.62224 

88.18222 

89.79303 

90.34312 

90.43546 

90.52799 

90.62071 

MATHWULF 

Measured 

0.09108 

3.869993 
9.440004 

10.98184 

11.06622 

10.9899 

11.14627 

11.2046 

11.19713 

11.20629 

11.21711 

Computed 

0.090382 

5.654582 

10.2221 

11.01283 

11.12035 

11.17491 

11.2079 

11.21894 

11.22975 

11.22262 

11.22447 

WELAND 

Measured 

0.085948 

4.587577 

26.44733 

41.1333 

43.70973 

42.23945 

44.57989 

45.62319 

44.95967 

45.12329 

45.27158 

Computed 

0.085795 

8.690249 

31.93956 

41.90485 

43.60549 
44.50864 

45.06872 

45.25856 

45.29035 

45.32219 

45.35408 
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As shown in Table 5.4 the measured rates are very close to the computed rates 

using Equation 3.8 in sec. 3.3. Hence, the equations obtained using linear regression can 

be used for measuring the rates for any given data size. 

S.I.I Weland Observations 

Note that Weland has a switch with maximum theoretical bandwidth of 1 

Gbit/sec. This \alue is equal to 125 Mbytes per second. The maximum observed and 

measured \alues for peak bandwidtii was approximately 46 Mbytes per second. This 

value is almost one-tiiird of the tiieoretical maximum projected by the switch. In order to 

test tiie optimum performance of tiie switch, experiments were conducted with the TCP 

communication protocol tiiat gave a bandwidtii of around 600-700 Mbits per second. This 

was still a considerable improvement over the MPI communication bandwidth. An 

explanation of this behavior is that as MPICH library works over the TCP/IP 

communication protocol, a time delay is generated while tiansferting data from MPICH 

layer to the TCP layer and this might affect the overall measured bandwidth with MPI. 

In order to confirm the results obtained for latency and bandwidth using the ping-

pong communication experiment another tool for measuring bandwidth (NetPipe) was 

used to measure the bandwidth. With NetPipe the measured values were also similar to 

the obtained values. The results obtained by using NetPipe will be discussed in the 

forthcoming sections. 
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5.1.2 Weland Processor Latency 

Weland is a dual proces.sor cluster. This means that each node board has two 

processors. Thus in tiiis section wc compare the results of communicating data between 

two processors on the same node board and communicating data between processors on 

different node boards. The aim is to see whether the MPICl 1 implementation recognizes 

tiie processors to be on tiie same node or not. In order to access the two processors on the 

same node board a slight modification was made in the PBS batch file. The following 

table shows the measured values with processors on the same node board and processors 

on different node boards. 

Table 5.5 Weland Processor/node time in u sees. 

Data Size 
8 
1000 
10000 
50000 
100000 
200000 
500000 
1000000 
1200000 
1500000 
2000000 

Processors on 
different node 
93.08 
217.98 
378.11 
1215.56 
2287.82 
4734.91 
11215.82 
21918.68 
26690.59 
33242.26 
44177.83 

Processors on 
same node 
38.39 
44.82 
49.22 
452.06 
964.77 
2753.56 
6720.76 
13476.80 
17269.03 
21583.65 
28712.76 

According to the values shown in Table 5.5, it is clear that there is a huge 

difference between the measured values between two processors on same node board and 

different node boards. MPICH does recognize that memory in the latter case is in the 

same board and an increase in performance is observed. 
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Woland Procossor-nodo B.indwldth Comparison 

-•— Same node board 

- • Different node board 

100 10000 1000000 100000000 

data size (bytes) 

Fig. 5.2 Weland Bandwidth comparison 

The plot in Fig. 5.2 shows a comparison of bandwidth in both the cases. From this 

graph we can infer that for small data sizes a much better performance is obtained when 

both proeessors are on the same node board. This is due to the fact that the buffer sizes of 

the Mpich eager prtocol for send routine is 16 Kbytes. Thus as the data is being read from 

and written into the same buffer, a peak performance is obtained at 16 Kbytes. For higher 

values, page thrashing occurs and hence the performance decreases. Overall, the 

performance is much better if a two-processor job is mn using processors on same node 

board. 

5.1.3 Comparison of programming models. 

The second part of this test focuses on the three programming models for parallel 

computation that can be used on the SGI ORIGIN 2000 machine. The three programming 

models compared are MPI, MPI-2 and SHMEM. The plot in Fig. 5.3 shows a comparison 

of measured values for the three programming models using different data sizes. 
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Bandwidth moasuromonts on Plolono 

•SHMEM 

MPI-2 

-MPI 
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Fig. 5.3 Bandwidth versus data size 

Table 5.6 Programming Model Comparisons 

Prog. Model 
MPI-2 
SHMEM 
MPI 

Latency (u sec) 
19.6 
10.4 
67.82 

Bandwidth (MB/s) 
323.78 
333.33 
90.9 

N1/2 (bytes) 
6346 
3466 
6164 

Table 5.6 shows that both MPl-2 and SHMEM give a much better performance 

than MPI because of the one sided communication mechanism used in these 

programming models. MPI-2 exhibits a better bandwidth than SHMEM but it shows a 

large variance in bandwidth for larger data sizes. This may be attiibuted to the window 

mechanism used in MPI-2 for data transfer. 
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5.2 C\)mnuinication Tests 

In this section, the results obtained by executing the communication tests on the 

three clusters and using the three programming models on Pleione are discus.scd. Each 

test was repeated with varying processors si/e and varying data size. The message length 

chosen for the plots discussed in this section is 100 Kbytes. Each experiment was 

submitted to the batch queue of the system. Ihcsc tests basically test the scalability of the 

system with increasing processors si/e. The maximum number of processors chosen was 

24 because tiiat was the allowed maximum limit in the batch queue in both the clusters 

and tiie 02K machine. 

5.2.1 Point-to-Point Communication 

The aim of this test was to see whether varying node distance affects the 

communication time for a ping-pong communication. Fig. 5.4 shows the measured times 

for all the three architectures. 

10000 

_ 8000 
in 

g 6000 

4000 

2000 

Point-to-point communication varying node distance 

10 15 

Processor Rank 

20 25 

- • — Heione 

-*-- Weland 

-A— IVIathw ulf 

Fig. 5.4 Point-to-point communication test on different architectures 
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From the graph in lig. 5.4, it is clear that the node distance between any two 

given nodes does not alTect the performance olthe system. This also supports the reason 

gi\en in Sec. 3.3 to eliminate the parameter 7 from the equation 3.5. 

riie plot in Fig. 5.5 shows a comparison of the three programming models on 

Pleione. From the graph shown in Fig. 5.5. it is clear that the node distance does not 

affect tiie communication time e\ en for different programming models. 

P i n g p o n g N o d e d i s t a n c e 

1400 
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^ 1000 

8 800 
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» IVR-2 
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10 15 

Processors 

20 25 

Fig. 5.5 Point-to-point communication test on Pleione 

5.2.2 Naive Broadcast 

The purpose of this test is to check the scalability of the system when one 

processor has to broadcast data to all the other processors. This test is again a 

modification of the ping-pong test because it uses the simple MPI send/receive calls for 

communication. At one time only two processors are communicating. Therefore, the 

communication time values are expected to increase lineariy with the number of 
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processors. The graph in lig. 5.12 shows a measure of time obtained on the three systems 

using MPI. 

Iskilve Braodcast using MPI 
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Fig. 5.6 Nai\ e Broadcast communication test on different architectures 

From Fig. 5.6, we can see that the performance obtained is similar to the expected 

performance in this case. The results were similar when the tests were repeated with data 

sizes 8 b>ics. I Kbytes and 10 Kbytes. 

Naive Broadcast 100 Kbytes 

•IVR 

SHive/i 

•I:PI-2 

10 15 20 

Processors 

Fig. 5.7 Naive Broadcast communication test on Pleione 
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lig. -\7 shows a comparison of three programming models on Pleione. Again, if 

we see the perfomiance of SHMI M and MPl-2 is very much similar and scale better than 

MPI. 

5.2.3 Cireular Right Shin 

In this experiment, all the processors in the group communicate concurtently. 

Each processor is either sending or receiving data at all times. The plot in Fig. 5.8 shows 

the measured values for the three architectures. 

circular RIgfit Shift 
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Fig. 5.8 Circular Right Shift communication test on different architectures 

The graph in Fig. 5.8 shows that Weland gives a better scalability as compared to 

Pleione and for I -megabyte data size it was observed that the communication time take in 

Weland was even better than that of Pleione. The probable reason for this is that in the 

clusters, processors are not time shared between jobs as they are dedicated to one job at a 

time. This is not the case with the 02K machine. Thus, when the number of processors in 

the group increases, the contention also increases in the 02K machine and hence 
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scalabtiity is anecied. For an 8-byte data si/e, Pleione showed better scalability than 

Weland because it has a lower latency as compared to Weland. 

The best-case performance of both the machines showed linear scalability in 

temis of communication time. Again, because Mathwulf has a much less peak bandwidth 

than the other two machines, it did not scale well with increasing number of processors. 
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Fig. 5.9 Circular Right Shift communication test on Pleione 

.A comparison of the three programming models on Pleione is shown in Fig. 5.9. MPI-2 

and SH.ME.M show a much better scalability than MPI because of higher bandwidth 

obtained using these programming models. 

In all the cases of the Circular Right Shift experiment, the communication time 

\ alues were observed to increase with the number of processors in the group were 

increased. A probable reason for this case is that contention increases as the number of 

processors increase and this leads to performance degradation. In case of Pleione, as the 

data can take any path between two processors in the hypereube, the chances of 

contention increases and thus, Pleione did not scale well as compared to Weland. 
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5.2.4 .Ml-toAll 

In this experiment, data is being passed from each processor to every other 

processor. This experiment was implemented in a circular right shift fashion where each 

processor communicates data in each iteration thus reducing the number of iterations 

required to complete the test. The results obtained are shown in Fig. 5.10. 

r All to Ail Braodcast 
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30 

Fig. 5.10 .-Ml-to-all Broadcast communication test on different architectures 

Fig 5.10 shows that Pleione and Weland show a similar performance for all-to-all 

broadcast. Again, the scalability of Weland is better than Pleione. A probable reason is 

the contention issue discussed in the circular right shift test. Again, note also the 

scalability of Pleione for 8-byte message size is better than Weland. 
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Fig. 5.11 .Ml-to-all Broadcast communication test on Pleione 

The results obtained on Pleione using SHMEM and MPI-2 are shown in Figure 

5.11. .\lPI-2 and SHMEM show very similar performance and scale better as compared to 

MPI. 

5.3 Comparison using MPBench and NetPipe 

5.3.1 MPBench 

In this section we present the results obtained using the MPBench benchmarking 

tool on the three hardware architectures are presented. The MPBench tool was used to 

measure the following MPI collective communication routines on the different platforms: 

1. MPI_Send()/MPI_Recv() BidirectionalBandwidth (MB/second vs. bytes) 

2. MPIBcastO broadcast (MB/second vs. bytes) 

3. MPI_Reduce() reduction (sum) (MB/second vs. bytes) 

4. MPIAUReduceO reduction (sum) (MB/second vs. bytes) 
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5. MPlAlltoallO Each process sends to every other process (MB/sec vs. bytes) 

Each experiment was conducted with 16 processors in the group. Experiments are 

repeated a number of times for varying data sizes. For each experiment a graph of 

Bandwidtii (in Mbytes/sec) versus data size (in bytes) has been presented. The results 

obtained are as follows 

5.3.1.1 Bidirectional Bandwidtii 

In this experiment, the bi-directional bandwidth is measured using a non-blocking 

send-receiNC call. Thus, because of tiie non-blocking nature of the call the maximum 

bandwidth obtained is higher than the maximum bandwidth obtained using the blocking 

MPI send-receive calls. The results in Fig. 5.12 show that for all the three architectures 

the maximum bandwidth is obtained at around 16Kbytes. This happens because the eager 

limit in MPI is around 16k for all the three cases. The eager limit specifies the maximum 

data size for communicating short messages across processors. For large message sizes, 

MPI uses the rendezvous protocol for sending data. In this protocol, the sender does not 

send data unless the receiver agrees. In Pleione again if we see the performance decreases 

after 4Mbytes because the level-two cache size in Pleione is 4 Mbytes causing page faults 

for messages greater than the cache size and thus affecting the performance. 
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Fig 5.12 Bidirectional Bandwidth using MPBench 

5.3.1.2 MPl_Broadca.st 

This test measures the bandwidth obtained when data of a particular size is 

broadcast from one processor to all the other processors in the group using the MPI 

Broadcast communication call. The broadcast algorithm uses a binary tree method for 

broadcasting data and thus the bandwidth obtained is although lesser than the maximum 

bandwidth but the decrease is only of the order of log n. Fig. 5.13 shows the results 

obtained for the three hardware architectures. From the results obtained in Fig. 5.13 we 

can see that again, the maximum performance was obtained at around 16k bytes in both 

Pleione and Weland. The rate measured is the rate for completing the MPI_Bcast() 

routine. In order to compare the broadcast performance with the bandwidth performance 

we take into account that MPI uses a binary tree algorithm for broadcast operation. The 

number of steps required to complete the broadcast is log2P - log2l6 = 4. Therefore 

47 



broadcast perfomiance should be '.. of the bandwidth perfomiance. The results obtained 

agree with this beluu lor. 
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Fig. 5.13 MPIBroadcast using MPBench 

5.3.1.3 .\lPl_Reduce 

In this test, MPI_Reduce() was used to calculate the global sum of 16 integer 

xalues on 16 processors. This operation is similar to the broadcast operation. The only 

difference is that the direction of communication is reversed and at each intermediate step 

some computation is performed. The bandwidth obtained represents the rate for 

completion of the operation, i.e., the message size in each iteration by the time taken for 

complete execution of the reduction routine. Thus, again, due to the binary tree algorithm 

used for the reduce operation the measured bandwidth is expected to be log2P * n times 

less than the bi-directional bandwidth measured earlier where P is the number of 

processors in the group and n is the time taken for the computation of reduction sum 

involved in each step. The results obtained are presented in Fig. 5.14. 
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Fig. 5.14 MPIReduce using MPBench 

5 3.1.4MPl_AlltoAll 

This experiment is used to measure the bandwidth obtained by using the 

.MPI.AllioalU) communication call. In this test each processor sends a message of the 

size of total message divided by the number of processors to every other processor. Thus 

a round-robin communication bandwidth among processors is measured. The results 

obtained are shown in Fig. 5.15. 
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5.3.1.5 MPI AllReduce 

This experiment measures the bandwidth obtained by using the MPI_Allreduce() 

communication call on the three architectures. Pleione shows the most variations in 

obtained readings. Here also the obtained peak bandwidth is much less than the peak 

communication bandw idth obtained earlier using MPI because the allReduce algorithm 

first does the reduction routine and then an all to all broadcasts of data are sent across 

processors. The results obtained are shown in Fig. 5.16. 
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5.3.2 Comparison using NetPipe 

NetPipe is a tool used to measure the performance of different MPI 

implementations based on latency and bandwidth. Here it was used to compare the 

performance of MPICH library on two clusters and the Origin 2000 machines. 
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Fig. 5.17 Bandwidth comparison using NetPipe 
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Fig. 5.17 shows a plot of bandwidth versus datasize obtained with NetPipe. As it 

uses non-blocking MPI calls for its bandwidth measurements, the bandwidth obtained in 

Pleione is higher than tiie peak maximum bandwidth measured earlier. But the peak 

bandwidth in case of two clusters is similar to what was obtained earlier. 
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CHAPTER 6 

CONCLUSIONS AND FUTURE WORK 

This thesis focused on the comparison of communication-based performance of 

tiiree parallel processing machines. The work was divided into three phases, estimation 

and comparison of latency, bandwidtii and hockney parameters, performance using MPI 

benchmarking tools and performance using a set of communication tests. As 

communication was the main focus of interest, simple communication pattems were 

developed so that the focus is on communication time and not on an overall execution 

time. 

Although Weland, a 32-node dual processor cluster has a one-gigabit switch, the 

maximum performance tiiat could be obtained using MPICH was only 45% of the 

theoretical maximum. 

MPICH uses the p4 library to interface with the TCP layer on Unix systems. p4 

recei\es all messages to a buffer rather than directing them to the application memory 

when a receive has been pre-posted. MPICH therefore must use a memcpy to move all 

inconung data out of the p4 buffer, causing the loss in performance for large messages. 

Hence the buffer size in p4 library seems to the main bottleneck in the performance of 

Weland Cluster. 

Another result obtained was that the 02K machine did not show good 

performance for communication tests in which a large number of processors were 

involved as compared to the dual processor cluster. MPI-2 and SHMEM have one-sided 
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communication and thus exhibits much better performance as compared to MPI. 

Consequently, they can be used for applications where synchronization is not required at 

every step because synchronization has to be explicitly cartied out on these programming 

models. 

Future work could include combining these tests into single software for 

benchmarking data and using these tests on the Tech Grid to estimate the performance of 

the grid. 
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APPENDIX A 

Code Listing 

This appendix lists the source code used for the Ping-Pong communication 

latency program for tiie tiiree different programming models. 

1. The SHMEM version of the code is given here 

void pingpong( 
sizet len, /* transfer length, in bytes */ 
int num, /* number of repeats */ 
FILE* fp) { 

int i j ; 
int size, rank, peer; 
double s, t, ave, tm[ 10000], temp, sum = 0.0,flush[8000000],med; 
int * dbuffer; 
int *gbuffer; 
s izet intlen = len / sizeof[int); 

/* Iiutialize processing elements */ 
start_pes(0); 
size = _num_pes(); 
rank = _my_peO; 

#ifdef USE_SHMALLOC 
dbuffer = shmalloc(Ien); 
gbuffer = shmalloc(len); 

#else 
dbuffer = malloc(len); 
gbuffer = malloc(len); 

#endif 
if (dbuffer = NULL) { 

printf("CouId not allocate enough memory. %s\n",COMMENT); 
MPI_Abort(MPI_COMM_WORLD, 0); 

} 
if (gbuffer = NULL) { 

printfC'CouId not allocate enough memory. %s\n",COMMENT); 
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MPl_Abort(MPICOMM_WORLD, 0); 

bzero(dbulTer, len); 
bzero(gbuffer, len); 

switch (rank) { 
case 0: 

peer = 1; 
dbuffer[intlen - 1 ]= 1000; 
shmemjntj)ut(gbuffer,dbuffer, intlen, peer); 
shmem_int_wait(&gbuffer[intlen-1 ], 0); 
gbuffer[intlen - 1] = 0; 
break; 

case I: 
peer = 0; 
dbuffer[intlen-l]= 1000; 
shmem_int_wait(«&gbuffer[intien -1] , 0); 
shmem_int_put(gbuffer,dbuffer, intlen, peer); 
gbuffer[intlen - 1] = 0; 
break; 

default: 
break; 

} 

for (i=0; i<num; \++) { 
ifl[rank = 0){ 

s = MPI_Wtime(); 

shmem_int_put(gbuffer,dbuffer, intlen, peer); 
shmem_int_wait(&gbuffer[intien -1], 0); 

t = MPI_Wtime(); 

tm[i] = (t-s)/2.0; 
gbuffer[intlen-l] = 0; 
fprintf(fp,"%f\n", 1000000 *tm[i]); 
bzero(flush,8000000); 

} 
i f ( rank=l ){ 

shmem_int_wait(&gbuffer[intlen-1 ], 0); 
shmem_int_put(gbuffer,dbuffer, intlen, peer); 
gbuffer[intien-I] = 0; 

} 
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shmembarricrallO; 

/* read into the file here */ 
it\rank==0){ 

process and_output(tm,num); 
} 

shnieni_barrier_all(); 
#ifdefUSE_SHMALLOC 

shfi^e(dbuffer); 
shfi^e(gbuffer); 

#else 
free(dbuffer); 
fT^e(gbuffer); 

#endif 

2. The MPI \ersion of the code is given in this section 

void pingpong( 
sizet len, /* transfer length, in bytes */ 
int num, /* number of repeats */ 
FILE* fp) { 

int i j ; 
int size, rank, peer; 
double s, t, ave,med, tm[10000],temp,sum = 0.0,flush[8000000]; 
int * dbuffer; 
MPIStanis stahis; 
sizet intlen = len / sizeofi[int); 
int tag = 0; 

MPI_Conim_size(MPI_COMM_WORLD,&size); 
MPI_Conim_rank(MPI_COMM_WORLD, &rank); 

#ifdef USE_SHMALLOC 
dbuffer = shmalloc(len); 

#else 
dbuffer = malloc(Ien); 

#endif 
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if(dbuffer==NULL) { 
printf\"Could not allocate enough memory. %s\n",COMMENT); 
MPI_Abort(MPI_COMM_ WORLD, 0); 

bzero(dbuffer. len); 
switch (rank) { 
case 0: 

peer = 1; 
MPI_Send(dbuffer. intlen. MPIJNT, peer, tag++, 
MPI COMM_WORLD); 
MPI_Recv(dbuffer, intlen, MPI_INT, peer, tag++. 
MPI_COMM_WORLD, &status); 

break; 
case 1: 

peer = 0; 
MPI_Recv(dbuffer, intlen, MPIJNT, peer, tag-i-+, 
MPI_COMM_WORLD, &stattis); 
MPI_Send(dbuffer, intlen, MPI_INT, peer, tag-n-, 
MPI_COMM_WORLD); 

break; 

default: 
break; 

} 

for (i=0; i<num; \++) { 
if(rank=0){ 

s = MPI_Wtime(); 

MPI_Send(dbuffer, intlen, MPI_INT, I, tag++, 
MPI_COMM_WORLD); 
MPI_Recv(dbuffer, intlen, MPI_INT, 1, tag++, 

MPI_COMM_WORLD, &stahis); 

t = MPI_Wtime(); 
tm[i] = (t-s)/2.0; 
fprintf(fp,"%fai",IOOOOOO *tm[i]); 

} 

else { 
MPI_Recv(dbuffer, intlen, MPI_INT, 0, tag++, 
MPI_COMM_WORLD, &statiis); 
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MPI_Send(dbuffer, intlen. MPI INT, 0, tag++ 
MPI COMM_WORLD); 

bzero(fiush,8000000); 

* read into the file here */ 
iflrank==0){ 

process_and_output(tm,num); 

shmembarrierallO; 
#ifdefUSE_SHMALLOC 

shfi^e(dbuffer); 
shfiw(gbuffer); 

#else 
fi'ee(dbuffer); 
free(gbuffer); 

#endif 

} 

3. The MPI-2 version of the code is given in this section 

Void pingi>ong( 
size t len, /* transfer length, in bytes */ 
int num, /* number of repeats */ 
FILE* fp) 

{ 
int iJ; 
int size, rank, peer; 
double s, t, ave,med, tm[10000],temp,sum = 0.0,flush[8000000]; 
int *dbuffer, *gbuffer; 
MPIStams stattis; 
MPIWin win; 
size t intlen = len / sizeof(int); 
int tag = 0; 

MPI_Conim_size(MPI_COMM_WORLD,&size); 
MPI_Comm_rank(MPI_COMM_WORLD, «&rank); 
MPI_Barrier(MPI_COMM_WORLD); 

#ifdefUSE SHMALLOC 
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dbuffer = shnialloc(len); 
gbuffer = shmalloc(len); 

#else 
dbuffer = malloc(len); 
gbuffer = shmalloc(len); 

#endif 

if (dbuffer = NULL || gbuffer == NULL) { 
printt\"Could not allocate enough memory. %s\n",COMMENT); 
MPl_Abort(MPl_COMM_WORLD, 0); 

} 

MPI_Win_create(gbuffer, len, sizeof(int), 0, MPI_COMM_WORLD, &win); 
MPI_Win_fence(0. win); 

bzero(dbuffer. len); 

switch (rank) { 
caseO: 

peer= 1; 
MPI_Put(dbuffer, intlen, MPI_INT,peer,0, intlen, MPI_INT,win); 
MPI_Win_fence(0,win); 
break; 

case 1: 
peer = 0; 
MPI_Win_fence(0,win); 
MPI_Put(dbuffer, intlen, MPI_INT,peer,0, intlen, MPI_ESJT,win); 
break; 

default: 
break; 

} 

for (i=0; i<num; \++) { 
if(rank=0){ 

s = MPI_Wtime(); 

MPI_Put(dbuffer, intlen, MPI_INT,peer,0, intlen, MPI_E^T,win); 
MPI_Win_fence(0,win); 

t = MPI_Wtime(); 
tm[i] = (t-s)/2.0; 
fprintf(fp,"%An", 1000000 *tm[i]); 
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else { 
MPI_Win_fence(0,win); 
MPI_Put(dbuffer, intlen. MPI JNT.peer.O, intien, MPIJNT.win); 

} 
bzero(nush.8000000); 

} 

/* read into the file here */ 
iftrank==0){ 

process_and_output(tm,num); 
} 

MPI_Win_fi^e(&win); 
MPI_BaniertMPI_COMM_WORLD); 
#ifdef USE_SHMALLOC 

shfiTe(dbuffer); 
shfiree(gbuffer); 

#else 
fi^e(dbuffer); 
firee(gbuffer); 

#endif 
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