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ABSTRACT 

Glaucoma is one of the leading causes for vision loss in the United States, and 

through early diagnosis and continued monitoring it is possible to delay and in some 

cases stop the progression of the disease.  Current testing technologies such as stereo 

fundus photography, intraocular pressure monitoring, and visual field testing can all 

provide useful information regarding the progression of the disease, however, they are 

all subject to inter- and intra- subject variability which reduces the overall accuracy of 

the test and resulting diagnosis.  Stereo fundus photography is by far the most popular 

means for detecting glaucoma as it allows physicians to not only see the cupping of 

the optic nerve head, but additionally, they can see the thinning of nerve fiber layers 

which is an indicator for the onset, or progression of glaucoma. 

An automated algorithm for estimating cup to disc ratios, a quantity key to 

tracking glaucoma progression, has already been developed.  The method has already 

been shown to have high correlation to physician-generated measures over a period of 

many years.  The algorithm in its current state uses image warping algorithms to 

produce the stereo pairs.  The focus of this thesis will be to replace the warping 

algorithms with a more direct camera geometry estimation algorithm.  This will allow 

the images to then be rectified, or more simply, the images will be transformed into 

the ideal stereo camera geometry which greatly simplifies the disparity map generation 

and automated analysis segments of the existing algorithm.  Additionally, comparisons 

between the existing warping method and the newly implemented geometry estimation 

method will be made to show that the new approach will generate similar, and in some 

cases more accurate results than the previous implementation. 
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CHAPTER I 

INTRODUCTION  

Overview 

 

 Producing disparity (depth) maps from stereo imagery has been an interesting yet 

challenging problem in computer vision for quite some time.  The process has numerous 

applications ranging from collision avoidance in unmanned aerial vehicles to performing 

non-contact measurements of anything from buildings to human retinas.  While a camera 

rig can specifically be designed to create ideal stereo images for a specific task, it is often 

desirable to use more intensive image processing algorithms to warp non-ideal images 

into the ideal stereo image configuration, thus allowing more general camera rigs to be 

used.  This task requires implementing methods for estimating the camera geometry from 

image point correspondences, as well as applying an image rectification technique to 

bring the non-ideal images back into the ideal stereo configuration [11].   

The focus of this paper will be on implementing both the camera geometry 

estimation (camera self-calibration) and image rectification algorithm.  For the sake of 

providing results that can be compared with some form of ground truth, the main source 

of stereo imagery will be from a collection of stereo fundus images provided by the Iowa 

School of Medicine.  Depth maps generated from the rectified images will be compared 

with results from an automated depth analysis algorithm implemented by Corona et al. to 

gauge the success of the rectification algorithm. 
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Background on Glaucoma 

 

 Glaucoma is the technical name for a group of eye diseases responsible for 

robbing individuals of their eyesight gradually over time.  Typically, vision loss occurs 

from changes in the intraocular eye pressure due to blockages that prevent the circulation 

of aqueous fluid in the eye or from problems involving the optic nerves themselves 

(blood supply, structure of the nerve, etc.).  Glaucoma is one of the major sources of 

vision loss in the U.S. and typically strikes as people age; however, it can occur at any 

age, given the right circumstances.  Through early detection and continued monitoring, 

the progression of vision loss can be slowed and in some cases vision loss can be 

completely stopped [1].   

Current Imaging Techniques 

 

Numerous methods to detect glaucoma exist; some of the most common are 

measuring the level of pressure in the eye, also known as tonometry the visual field test, 

which determines the sensitivity of the peripheral vision, the area first affected by 

glaucoma, and ophthalmoscopy, in which the doctor observes the actual optic nerve head 

(ONH).  Typically, ophthalmoscopy is combined with stereo photography techniques and 

a stereopter to allow physicians to infer information about the three dimensional shape of 

the ONH. Stereo photography, as well as some of the more advanced methods to 

determine or approximate the three dimensional shape of the ONH will be discussed in 

the following paragraphs [2]. 

Stereo Fundus Photography 

 

 In this method, an ophthalmoscope and an imaging system (digital or film) are 

used to acquire images of the ONH region.  The most commonly used ophthalmoscopes 

acquire one image at a time and therefore must be readjusted to acquire the second image 

necessary for the stereo effect to work.  This fact somewhat limits the effectiveness of the 

method, as it is subject to the user’s ability to take a high quality set of stereo images and 

the subject’s concentration so that eye movement does not occur.  Newer imaging 

systems have more advanced optics and in some cases multiple cameras that allow the 
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simultaneous acquisition of stereo image pairs.  This eliminates problems involving 

patient movement, and incorrect adjustments by the technician.  Once the images are 

acquired, a physician would then use a stereopter to view the 3D shape of the ONH.  

From that point, the doctor would annotate the image with the locations of regions known 

as the optic cup and optic disc as shown in figure 1.1.  By taking the ratio of the two 

regions, the so-called cup to disc ratio, it is possible to monitor the progression of 

glaucoma.  This approach, however, is only valuable over extended periods of time 

because an increase in the cup to disc ratio is one of the main indicators of the 

progression of glaucoma [2].   

 

Heidelberg Retinal Tomograph 

 

 Like the ophthalmoscope, the Heidelberg Retinal Tomograph or HRT is designed 

to aid in the diagnosis of glaucoma.  The main advantage of the HRT over traditional 

stereo photography is that the output of the system is an actual depth measurement, rather 

than a subjective analysis of what the depth could be.  An accurate depth map is obtained 

using a confocal laser microscope (shown in figure 1.2) in which a laser is scanned across 

the back of the eye in a grid-like fashion, analogous to pixels in an image, at varying 

focal planes inside the eye.  This yields a series of depth maps, one for each focal plane, 

in which the intensity of each pixel represents the amount of reflected light collected by 

Figure 1.1: Stereo image set and contour 

Optic Disc 

Optic Cup 

Left Image Right Image 
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the detector at that particular focal plane.  The final depth map is obtained by finding the 

plane with maximum intensity for each pixel point in the original grid and then assigning 

that pixel with the depth associated of the plane from which it came.  A simplified 

diagram of this process is shown in figure 1.3 [3]. 

 
Figure 1.2: Optical path in a confocal microscope system 

 

The final result of this process is an image that is pseudo-colored to represent 

depth, an example is shown in figure 1.4.  While this is a significant improvement over 

the standard stereo fundus photography in that one has a quantitative measurement of 

depth rather than a subjective measurement, it still provides useful information only for 

changes in the optic cup and disc during progression of glaucoma in a patient and will 

only be useful after multiple observations over several years.  For early detection of 

glaucoma, subtle changes in the optic nerve layers around the rim of the optic disc must 

be monitored prior to severe damage to the optic disc resulting in deformation of the 

optic nerve head.  The HRT does not provide any such information to enable early 

detection of glaucoma. [3]. 
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Figure 1.3: HRT image sequence and depth calculation 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1.4: HRT depth map 
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Objective 

 

 Currently, sufficiently subtle changes in the optic disc structure can only be 

observed by subjective analysis of stereo Fundus photographs.  Therefore, despite the 

advances in different retinal imaging technologies, there is still a need for subjective 

analysis of fundus images for early detection of glaucoma.  However, test results differ 

due to inter-observer and intra-observer variability the goal of this research is to 

implement an end-to-end system capable of automatic analysis of stereo images.  By 

making the analysis as automated as possible, potentially observer variability will be 

removed making results more consistent from patient to patient. 

Previous Work 

 

 The analysis method implemented by Corona et al. [18] shows a high level of 

correlation between automatically generated cup to disc ratios and the calculated ratios 

from manually generated contours.  This method works on the assumption that the 

camera system is non-convergent, i.e. the two image planes are of the same orientation, 

such that lines perpendicular to the surface of each image plane never intersect, as shown 

in figure 1.5. 

 
Figure 1.5 Non-convergent imaging system 
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 From this assumption, depth is proportional to the disparity between image points, 

and can be calculated as ( )21 xx

Bf
Z

−
= .  However, the information required to solve this 

equation (horizontal baseline camera focal length) are not known, therefore only a 

relative depth map can be obtained.  The current method of this thesis uses a combination 

of vertical image registration, Fourier spectrum analysis, and power cepstrum analysis to 

eliminate geometric distortions, rotations, and translations, respectively.  The disparity is 

estimated by using a method based on zero mean normalized cross correlation (ZNCC) 

between windows in the two images.  The disc and cup contours are then determined by 

applying a fast marching method algorithm to a low pass filtered version of the original 

disparity map, which results in a function that describes the spatial coordinates of the 

boundaries for a given time period.  As shown in figure 1.6, a high degree of similarity 

between automatic and manually drawn contours can be obtained by this method; 

however, it is subject to certain constraints that must be slightly adjusted depending on 

image conditions [2]. 

 
Figure 1.6: Overlay of automated contours (white) and physician contours (yellow) 
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Proposed Approach 

 

 The proposed approach of this thesis will be similar to that used by Corona et al., 

but the assumption of non-convergent optics will be removed.  In its place, a convergent 

model shown in figure 1.7 will be used.  The camera geometry will be estimated using a 

self-calibration process that involves finding a solution to the point correspondence issue 

and then calculating the fundamental matrix, which is a quantity that characterizes 

camera geometry up to a scale factor.  Additionally, a comparison will be made between 

a rigid calibration technique and the self calibration technique, followed by some 

suggestions for refining the self-calibration results using select information from the rigid 

calibration.   

The correction techniques previously used by Corona et al. to correct for 

distortions in the image (geometric, rotational, and translational) will be replaced by 

image rectification techniques based on the calculated fundamental matrix.  The rectified 

images will then be passed to a stereo reconstruction algorithm for depth map generation.  

A comparison will be made between the previously used stereo algorithm and the new 

algorithm in terms of accuracy, speed, and repeatability.  To generate the test results, the 

final depth map will be passed to the existing analysis algorithm to determine the cup and 

disc contours, as well as any pertinent numerical data.  As a brief overview, a system 

block diagram is shown below in figure 1.8. 

 

Figure 1.7: Convergent imaging system 
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Figure 1.8: System Block Diagram 
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CHAPTER II 

SYSTEM OVERVIEW 

 

Image Preprocessing 

Illumination Adjustment 

 

 Due to abnormalities in the lighting of the retina during the imaging process, the 

image will have areas of varying illumination, i.e. areas that are washed out because of 

too much illumination, or underexposed because of poor illumination.  To correct for this 

problem, a preexisting method implemented by Corona, et al. is used.  Their algorithm 

corrects non-uniform illumination by first converting the image from the RGB color-

space to the HSV (Hue, Saturation, and Value) color-space.  Once in this color-space, 

only the value plane is used because it specifies the brightness of the color, while the hue 

plane and saturation planes only describe the color itself and the brilliance of the color, 

respectively.  The actual illumination correction is done by subtracting a low-pass filtered 

version of the original image, a process that is somewhat analogous to removing the DC 

component of a signal.  After this process has been completed, the image can be 

converted back to the normal RGB color-space.  Figure 2.1 shown below shows the effect 

of the illumination correction process.  As can be seen, features that were originally 

washed out in the initial image have been brought out, while the darker areas have been 

brightened [2].  
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Figure 2.1 Illustration of illumination correction 

 

 

Anisotropic Diffusion 

In addition to illumination correction to adjust the image for improper lighting 

during image acquisition, it is sometimes necessary to filter the image to remove high 

frequency noise that appears as speckle in the image.  A traditional low pass filter to 

remove high frequency noise will not produce desirable results in this situation, because 

it would blur edges of blood vessels, as well as blurring the edge of the optic cup/disc 

region.  Since these regions are the focus of the automated analysis algorithm, any change 

so the shape would be highly undesirable.  For this reason, a filtering method known as 

anisotropic diffusion was implemented.  Anisotropic diffusion allows high frequency 

noise to be removed, while at the same time preserving areas where there is a large 

change in image intensity such as edges of blood vessels and the border of the optic cup 

region [4].   

Texas Tech University, John Lusk, August 2007



 12  

This method is based on the traditional heat diffusion equation,  

)( yyxxl IIII +=∆= . 

This is analogous to taking the original image (IO(x,y)) and convolving it with a 

traditional Gaussian kernel G(x,y,t) as shown below, note that t is the variance of the 

kernel. 

),,(),(),,( tyxGyxItyxI O ∗=  

The diffusion algorithm must also satisfy several criteria; most importantly the 

initial condition of the system, i.e. a variance of 0 must result in the original image.  

Additionally, it must satisfy the causality and homogeneity properties.  The causality 

property simply means that during the process of filtering the image, no new details 

should be created.  The homogeneity property means that the blurring operation must be 

space-invariant.  The authors suggest that traditional Gaussian blurring, “does not respect 

the natural boundaries of objects.”  Based on this observation, they replace the traditional 

diffusion equation with the anisotropic diffusion equation shown below. 

IcItyxcItyxcdivI t ∇⋅∇+∆=∇= ),,()),,((  

To discretize this problem so that it may be applied to images, the authors suggest 

using a four nearest neighbor discretization turning the anisotropic diffusion equation into 

the following [4]. 

IcIcIcIcII WWEESSNN

t

ji

t

ji ∇⋅+∇⋅+∇⋅+∇⋅+=+ [,

1

, λ  
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Note that in this case the ∇  operator represents a nearest neighbor difference rather than 

the traditional gradient operator.  The following substitutions can be made based on this 

notation. 

jijijiW

jijijiE

jijijiS

jijijiN

III

andIII

III

III

,1,,

,1,,

,,1,

,,1,

,

,

,

−=∇

−=∇

−=∇

−=∇

−

+

+

−

 

 

Additionally, the conduction coefficients can be represented by, 

( )
( )
( )
( ),)(

,)(

,)(

,)(

)2/1(,,

)2/1(,,

),2/1(,

),2/1(,

t

ji

t

jiW

t

ji

t

jiE

t

ji

t

jiS

t

ji

t
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Igc
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Igc
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−

+

−

+

∇=

∇=
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where ∇ in this case represents the brightness gradient of the image [4].  In the figure 

below, the anisotropic diffusion algorithm has been applied to a retinal image that is of 

typical quality for the application at hand. 
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Figure 2.2 Original image (left), image smoothed by anisotropic diffusion (right) 

 

 

It should be noted that the processed image is smoothed within similar or low-

contrast regions; however, it is not smoothed across different regions such as those 

between the blood vessel and the retinal surface.  The level of smoothing in common 

regions and the amount of diffusion (blurring) that occurs at region borders can all be 

controlled by varying the conduction coefficients before running the algorithm.  In our 

situation, though, the only desired effect is to remove background speckle without 

destroying too much of the texture information on the retinal surface [4]. 

Image Calibration 

Rigid Calibration 

 

 Rigid calibration is a process by which both the camera geometry and camera 

parameters (focal length, lens distortion, etc) can be determined.  The downside to this 

method, though, is that an object of known geometry, such as the one shown below, in 

figure 2.3, must be used.  A series of panels with fiducials evenly spaced across the panel 
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surface was used as the target location.  The center of each fiducial was used as one unit 

step in the world coordinate system, so by locating the center of each fiducial and 

knowing that particular fiducial’s coordinate location in the world coordinate system,  

one can establish the system of equations that will be explained shortly to derive the 

calibration matrix of the camera geometry. 

 

Figure 2.3 Calibration target 

Another negative aspect of the rigid calibration process is that after the calibration 

has been performed, the camera geometry cannot be changed, i.e. the cameras cannot 

move, and the cameras cannot be refocused or lenses changed without degrading the 

calibration.  Generally, the calibration is represented as a matrix K, which signifies the 

camera’s internal parameters, a matrix R signifying the change in orientation between the 
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two cameras, and a vector t that represents the translation between the two cameras.  

When performing the actual calibration, however, the R and t values represent the 

rotation and translation from the origin of the “world” coordinate system, which is 

arbitrarily chosen to be the center of the calibration target.  Once the calibrations for both 

cameras have been performed, the rotation and translation between the cameras can be 

calculated by simple algebraic manipulations of the corresponding matrices and vectors.  

In the figure below, the assumed coordinate systems are shown, along with the form of 

the calibration matrix M; which is a quantity representative of the camera geometry [11, 

12, 16]. 

Zw

Xw

Yw

-Zc

Yc

Xc

Coordinate SystemsCoordinate Systems

Ypix

Xpix

uim

vim

]|[]|[ bAKRtKRM =−=
 

Figure 2.4 Assumed camera coordinates 

 One may think of the rotation matrix R and translation vector t as quantities that 

represent the rotation and translation that the world coordinate system (Xw, Yw, Zw ) 

undergoes to align it with the camera coordinate system (Xc, Yc, Zc).  Additionally, the 

Texas Tech University, John Lusk, August 2007



 17  

camera matrix K represents how points in the camera coordinate system will be projected 

into the image coordinate system. 

 The actual process of calibration is relatively simple, a target of known geometry 

must be imaged, then points on the target with known location must be identified in both 

the world coordinate system and the image coordinate system.  Once this has been 

accomplished, the camera calibration matrix M can be found be setting up a system of 

equations as shown below. 

 

 

 

 

  

 

 

 

Here j’s represent the particular known point with which we are dealing at that particular 

time.  The solution to this system of equations can be found by using the pseudo-inverse 

of the system.  The pseudo-inverse of the system can be found by first finding the 

singular value decomposition of the system given by M=UΣV *.  The pseudo-inverse is 

then given by M
+
=V Σ

+
U

*
, where * represents the conjugate transpose and + represents 

the pseudo-inverse.  To find a numerically stable solution that is accurate, one must have 

a target with anywhere from 75-100 known points.  After an initial solution for M has 

been found, the results can be improved by adding terms to estimate the distortion caused 
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by non-ideal optics.  It was assumed that high quality imaging equipment would be used 

and therefore that the only distortion that should be present would be simple radial 

distortion, though there are numerous other types of distortion that could be modeled for 

further improvements in results.  Radial distortion can be modeled by the set of equations 

shown below. 

 

 

Note that the scalar k1 represents weighting of the distortion term, while u and v represent 

the new distortion corrected coordinate location.  An example of distortion correction is 

shown below for clarification [12, 16]. 
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Figure 2.5 Distortion correction 

The whole process of determining the calibration data was setup in a loop to search for a 
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coordinate and the computed location where a particular world coordinate would be 

projected in the image.  The final result of the calibration is shown as a plot of error in 

terms of pixel difference over the camera’s field of view.  What this signifies is that an 

accurate model of the camera’s internal and external parameters has been obtained, so 

that given an object in world coordinates, its image coordinates can be predicted to an 

accuracy of around +/- 1.25 pixels in a 2K x 3K image.  Additionally, given image 

coordinates, the system can be solved in reverse, i.e. world coordinates can be 

determined.  This is a very useful attribute for this project because doctors could use the 

actual measurements to track the progression of glaucoma rather than an arbitrary 

increase, as is now the case [16]. 

 

Figure 2.6 Error of camera model in terms of pixels 
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However, as stated above, the criteria for performing the calibration are too 

restrictive for this particular problem, given the current equipment being used, i.e. a 

single camera that is moved and refocused between taking the left and right stereo 

images.  As will be shown later, performing a rigid calibration offline could potentially 

add value to the self-calibration in terms of restricting the number of solutions that may 

be obtained. 

Self-Calibration 

 

 The process of self-calibration is much less restrictive than the rigid calibration 

method explained above.  However, it also produces results that are more general and 

thus can provide no real measurements, only a scaled version.  This problem can be 

remedied by using three views of the same scene; however, this is never performed in the 

clinic, so it was not investigated further.  Performing self calibration is similar to rigid 

calibration in that a set of corresponding points needs to be located.  This is generally 

performed using some form of a corner detector or simple feature detector.  Rather than 

using the calibration matrix M of the rigid calibration, self-calibration attempts to find the 

fundamental matrix, which relates the two camera views and allows one to estimate the 

disparity and depth of the image scene.  To find the fundamental matrix, a system of 

equations, shown below, that is similar to the rigid calibration must be set up [9, 10]. 
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A minimum of eight points must be used, however over 20 points are 

recommended as eight points generally produce a result that is very sensitive to noise and 

is usually a poor choice unless an accurate feature detector has been used or the point 

correspondence problem has been well defined.  As before, this system of equations can 

be solved using the pseudo-inverse, so it will not be explained further.  In the following 

figure, the relation between the fundamental matrix and the convergent optics setup are 

shown for clarification [12, 14, 16]. 

It should be noted that there is a large degree of overlap between the calibration 

matrix M and fundamental matrix F, in that information regarding the translation and 

rotation between views has been found.  The fundamental matrix shows translation as a 

skew symmetric matrix rather than the vector used for the calibration matrix, while K and 

K’ represent the camera’s internal parameters.  If the K and K’ matrices are known, the 

solution for F can be restricted, finding a more accurate representation of the rotation and 

translation between views.  Figure 2.7 shows the relation between the fundamental and 

essential matrix for clarification [9, 12, 14, 16]. 
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Figure 2.7 Convergent optics and the fundamental matrix 

 

 
Figure 2.8 Relationship between the fundamental and essential matrix 
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Feature Extraction 

 

 Traditionally, self-calibration techniques generally use simple corner detectors to 

provide the image features necessary for estimation of the fundamental matrix.  However, 

given the type and quality of images being received, there are usually few corners to be 

found in the typical retinal image.  Instead, a blood vessel extraction algorithm was used, 

as developed by Chanwimaluang et al.  The algorithm as they have implemented is 

comprised of four steps: matched filtering to increase the visibility of the blood vessel 

structure, local entropy thresholding to extract the most prevalent blood vessels from the 

background noise, length filtering to remove extraneous pixels that were extracted during 

the thresholding process, and finally vascular intersection detection step to map the 

bifurcation of the blood vessels across the retinal image [5].  It should be noted that the 

vascular intersection step is not being used currently for this project; however, it could 

prove useful in later steps when image analysis is performed.  During the matched 

filtering portion of the algorithm, the grayscale image is convolved with a series of 

different kernels to enhance the blood vessel structure.  Shown below is one sample 

kernel, which the author recommends should be used.  Each subsequent kernel should be 

a rotated version of the original kernel.  Additionally, in figure 2.9, an example of the 

blood vessel enhancement is shown [5]. 

 

Matched filter kernel 
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Figure 2.9 Matched filter result 

 After the enhanced blood vessel structure has been created, the author uses an 

entropy-based thresholding scheme to create a binary image containing a trace of the 

blood vessels.  One could simply threshold the enhanced blood vessel image; but, to 

make the algorithm as autonomous as possible without sacrificing accuracy in the 

segmentation of the blood vessels, the entropy-based method is used because it will 

preserve the spatial distribution of the vessel structure regardless of the gray level 

distribution in the image.  To achieve the desired result, a co-occurrence matrix is 

generated, and then that matrix is divided into quadrants.  The contents of each quadrant 

(probabilities) are then normalized such that the sum of all the quadrants is one.  The 

author then defines two second order probabilities, shown below one describes the object 

being thresholded, and the other represents the background of the image. 

 

Second order entropy of object 
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Second order entropy of background 

Note that in both equations shown above,  and  represent the normalized 

probabilities of quadrant A and C, which are the upper left and lower right quadrants of 

the co-occurrence matrix.  To generate the ideal threshold to isolate the blood vessel 

structure, the author sums the object and background entropies and then finds the global 

maximum of the function.  The value of s that corresponds to the maximum will be the 

ideal threshold value.  Shown below is the result of entropy-based thresholding, the 

matched filter result is on the left while the entropy-based thresholded image is on the 

right [5]. 

 

Figure 2.10 Matched filtered image and entropy thresholded image 

 The final step in the blood vessel extraction algorithm is a length filtering process 

that removes spurious objects that are just represent areas where the segmentation 

algorithm performed poorly.  This step is a relatively simple step involving labeling the 
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blood vessels using the standard 8-connected neighborhood algorithm.  After the vessels 

have been labeled, the number of pixels in each labeled area is found.  Any label with 

over 250 pixels is kept, while smaller labels are discarded (set to an image intensity of 0). 

The result of length filtering is shown below, the original entropy thresholded image is on 

the left, while the final output of the entire blood vessel extraction algorithm is shown on 

the right [5]. 

 

 

Figure 2.11 Entropy thresholded image vs. length filtered, final output 

The author shows several examples verifying that the algorithm works for a wide 

variety of images ranging from poor quality to very high quality images.  Shown below 

are several sample images from the Iowa dataset and their corresponding extracted 

vascular structure. 
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Figure 2.12 Blood vessel extraction 

 

After the blood vessel structure has been extracted, an edge detector is used to 

mark the actual borders of the blood vessels.  At this point, a large set of data points has 

been generated, which is sufficient to generate a stable solution to the self-calibration 

problem.  The next problem that arises is determining the point in the left image dataset 

that corresponds to each particular point in the right image dataset.  This was 

accomplished using a well established data/model fitting algorithm known as Random 

Sample Consensus or RANSAC [17]. 

Determining Point Correspondence 

 

 The largest problem in the self calibration process is in determining point 

correspondence so that the fundamental matrix can be calculated.  A popular method to 

perform this task is the Random Sample Consensus (or RANSAC) algorithm.  RANSAC 

assumes that the problem at hand can be modeled by taking some number of data points 
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necessary to solve the equations upon which the model is based.  In this situation, at least 

eight points are necessary to find the fundamental matrix.  The algorithm selects points 

randomly and finds an initial solution for the fundamental matrix.  Rather than choosing 

randomly from the entire point dataset, it first generates a correlation matrix.  In this 

matrix the correlation coefficient resulting from performing a 3x3 pixel windowed 

correlation between every point in the left image by every point in the right image is 

stored, and then the best potential matches, i.e. points with a correlation above some 

threshold are then selected and used as potential matches.  The algorithm then determines 

the number of data points that fit the model using the randomly selected points.  This 

process is done by seeing if each point projects to its correct match, designated by the 

peak coefficient in that point’s row in the correlation matrix.  If the number of data points 

that fit the model is greater than some threshold then that model is selected as the best 

solution to the problem.  If not, another random set of points out of the original dataset is 

taken and again the number of matched points is compared.  If, after some number of 

iterations, no “good” match is found, than the algorithm terminates with no solution.  As 

long as a good feature detector is used, generally a high quality solution to the 

fundamental matrix can be found fairly rapidly.  A sample result of the RANSAC 

matching process is shown in the figure below.  Once the fundamental matrix has been 

determined, the images can be aligned using an image rectification technique described in 

the next section [6, 17]. 
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Figure 2.13 RANSAC point correspondences 

Image Rectification 

 

 Image rectification is the final process that the stereo images must undergo before 

depth estimation and analysis can occur.  During rectification, the images are warped in 

such a manner so that corresponding features in one image lie in the same horizontal scan 

line (i.e. the same row) of both images.  This process is analogous to transforming the 

images from the general convergent optics setup shown above in figure 2.7 to the 

canonical form show below.  In this setup, the images are assumed to be taken with only 

a horizontal shift between the camera centers.  Additionally, both image planes are 

assumed to be oriented in the same manner, so that that the optical axes never intersect.  

The process of image rectification greatly simplifies the task of creating the depth map, 

because as the search area becomes a straight line rather than a sloped line across the 
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image.  The largest problem with most image rectification techniques lies in the fact that 

the images can be stretched or warped by an affine transformation in such a manner that 

the images become infinitely large, or become so badly warped that the final image 

contains no useful information.  An algorithm developed by Pollefey et al. was used as it 

produces images that are finite in size and doesn’t warp the images in a manner that 

destroys the information contained in the image [6, 7].   

2525
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Figure 2.14 Canonical optics setup 

 

 

 The rectification algorithm that was implemented is based on transforming the 

image from x-y coordinates into polar coordinates.  The algorithm first determines the 

location of the epipoles (e, e’), which are the two points representing the intersection 

between the line connecting the camera centers and the two image planes as shown in 

figure 2.7.  Once these points have been determined, the algorithm then finds the 
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common regions between the two images in terms of an angle from the epipole of each 

image as shown below. 

2727

Rectification AlgorithmRectification Algorithm

 

Figure 2.15 Determination of common regions 

 

 The algorithm then reshapes the image from x-y coordinates to polar coordinates 

by sweeping an angle between the two extreme epipolar lines and sampling the original 

image for each angle.  Each sampled line is then reassembled into a new image as a new 

row, as shown below in figure 2.16. 

 

Figure 2.16 X-Y to polar coordinate conversion 
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 It should be noted that the epipoles may lie anywhere inside or outside the image.  

In the case where the epipoles are inside the image, this algorithm provides superior 

results to previous algorithms as the images, though distorted, still contain useful 

information, whereas other algorithms make the images infinitely large in order to 

perform the rectification.  For the case where the epipoles are outside the image, the 

algorithm produces results similar to other algorithms with minimal distortion [6, 7].  

Several rectified images are shown below, with the left image shown in the green channel 

and the right image shown in the red channel; note that common features overlay each 

other except in areas where there should be disparity, i.e. in the optic disc region of the 

image.  Additionally, the bottom right quadrant of the figure shows the rectified image 

back-projected into x-y coordinates so that the images may be compared with the 

original. 
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Figure 2.17 Stereo image set along with polar rectified image and back projected rectified 

image (epipoles inside image) 

 
Figure 2.18 Original image 8125170-99 vs. rectified image 

 

 
Figure 2.19 Original image 8125170-86 vs. rectified image 

Texas Tech University, John Lusk, August 2007



 34  

Figure 2.20 Original image 8721742-96 vs. rectified image 

 

Once the images have been rectified, corresponding image features now lie on 

horizontal scan lines, which greatly simplifies the depth map generation process. 

Stereo Reconstruction 

 

 To generate the disparity map for each stereo image pair, the Zero Mean 

Normalized Cross Correlation (ZNCC) method, as implemented by Corona et al., was 

used.  The depth map can be now easily generated from the canonical configuration 

shown in figure 2.14 using, ( )21 xx

Bf
Z

−
= .  This method takes a multi-resolution 

approach to estimating the disparity and depth.  The method subdivides each image into 

windows starting with a window size of 64x64 pixels and progressing down to 8x8 

pixels.  Each window in the reference image is correlated with the windows in the other 

image, generating coefficients representing the similarity between the reference window 

and the windows in the other image.  For each iteration of the algorithm, the correlation 

coefficients from each window resolution are assembled into a cube, which is then further 
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processed to create the actual disparity map.  This process is illustrated below in figure 

2.21, and a sample disparity map is shown in figure 2.22 [8]. 

 

Figure 2.21 Disparity cube generation 

  

Figure 2.22 Rectified stereo image pair (left) and disparity map (right) 

Automated Analysis 

 

 While the automated analysis portion of the original algorithm implemented is not 

a major part of this work, it will still be discussed here for the sake of completeness.  

Once a disparity map has been generated through the image rectification algorithm, it 

may be passed on to the pre-existing analysis algorithm in an attempt to extract the cup 
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and disc contours.  The disparity maps are first smoothed by convolving the map with a 

55x55 pixel filter mask multiple times; the amount of smoothing can be controlled by 

either increasing or decreasing the mask or changing the number of times the convolution 

is performed.  The automated contours are generated using fast marching level set theory.  

Level sets are generally known as a numeric technique to allow tracking changes in 

shapes, determining area boundaries over time, etc.  In essence, the algorithm finds the 

deepest point in the disparity map, then grows a region outwards, until the region can no 

longer be characterized by the level set.  That result is then compensated by using a best 

fit ellipse around the generated contour so the maximum amount of the generated contour 

is enclosed in the ellipse.  It should be noted that the disparity maps produced by 

performing image rectification are completely compatible with this technique; a generic 

result is shown below [2]. 

 

Figure 2.23 Automated contour analysis 
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 It should be noted that the analysis algorithm, in its current state, must be tuned 

by hand for each disparity estimate in order to achieve the best result.  In chapter 3, the 

effects of the hand tuning process will be shown using the cup to disc ratio that is 

commonly used as a standard measure to characterize disease progress.  Results obtained 

using a fixed threshold, as well as results obtained using a tuned threshold, will be shown 

and compared with cup to disc ratios listed in Corona et al.  
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CHAPTER III 

RESULTS 

 

 In this section, both disparity maps and contour analysis will be compared 

between the camera geometry estimation/image rectification algorithm and the existing 

method using image warping techniques.  When discussing the disparity map results, 

only a subjective analysis will be performed to verify that the depressed area shows up 

within the region of the cup/disc in the ground truth images.  When discussing the 

contour analysis results, the cup to disc ratios between the ground truth images and the 

rectified images will be compared.  Ideally the cup to disc ratios will be identical, 

indicating that the rectified images has not distorted the image.  Additionally the 

automatically generated contours will be shown, and their cup to disc ratios will be 

compared with the existing algorithm.  It should be noted that the contour analysis 

algorithm uses hand-tuned thresholds.  For that reason, cup to disc ratios resulting from a 

tuned threshold will be used to show correspondence with the previously implemented 

algorithm. 

 After completion of the image rectification algorithm, the images can then be run 

through the pre-existing stereo disparity estimation algorithm.  From this image, an 

interpretation of depth can be made, several examples of which are shown below.  The 

images below show the progression of the images through the image rectification 

algorithm from left and right image pairs to the depth map estimates.  It should be noted 

that of the two depth map estimates shown, the left depth map is obtained through image 

rectification, while the depth map on the right is obtained by running the previous 

algorithm. Additionally, it should be noted that an exact match in the depth map can 
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never be obtained; however, general trends in the depth map will indicate whether or not 

the algorithm is performing as desired.  Finally, the most important thing to gauge 

success for this work is to verify that rectification was performed with a high degree of 

accuracy.  Corresponding features in the left and right images should lie on the same 

horizontal scan line of the image.  If this is the case, then the images have been converted 

to the canonical form, and the disparity search algorithm will have a much higher chance 

of success.  Even though rectification may have been performed correctly, flaws such as 

non-uniform illumination or speckle noise in the images may still prevent depth map 

generation. 

In figure 3.1 shown below note that in the back projected version of the original 

rectified image, all image features outside of the optic cup and disc region have been 

aligned, while features inside the cup and disc region still have horizontal shift.  This 

shift shows up in the disparity estimate as depth.  While both depth map estimates show 

the same general trend, the depth map created via image rectification shows a wider cup 

and disc region that is more consistent with the ground truth images. In figure 3.2, the 

same general trends in the depth map show up again the only difference is the scaling 

factor on the depth map, which will always be a relative measure for both methods as 

there are no actual measurements that can be used to normalize the depth map.  Again, 

note that the image rectification algorithm has aligned features outside of the optic cup 

and disc region while features in the cup and disc are not aligned. 
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Figure 3.1 -  Iowa Image 8125170-99 (top left to bottom right) a)original RGB image 

b)left and right grayscale overlay c)rectified image d)back projection of rectified image 

e)disparity estimate of back projection f)disparity estimate from alternate method 

 

 

a) b) 

c) d) 

e) f) 
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Figure 3.2 -  Iowa Image 8721742-93 (top left to bottom right) a)original RGB image 

b)left and right grayscale overlay c)rectified image d)back projection of rectified image 

e)disparity estimate of back projection f)disparity estimate from alternate method 

 

 

 

a) b) 

c) d) 

e) f) 

Texas Tech University, John Lusk, August 2007



 42  

 For an illustration of when the rectification algorithm works well but there is a 

failure in the depth map generation algorithm, the reader should consult figure 3.3.  

Despite this failure, when compared to the depth map generated by the previous method, 

it becomes obvious that it to has the same problem.  The most likely cause for this failure 

in the case of the rectification approach is that a large number of control points are drawn 

from the large horizontal blood vessels, which makes it difficult if not impossible to 

capture information about point correspondence since the points have a high level of 

correlation between each other.  As a result, the fundamental matrix calculated is most 

likely skewed by bad point matches caused by false peaks in the correlation matrix.  One 

approach that could possibly remedy this situation would be to perform statistical 

analysis on the blood vessel feature images to look at the directionality of the blood 

vessels (up/down, left/right, diagonal, etc).  The image could then be rotated until the 

number of blood vessels running horizontally across the image was minimized, which 

would then allow a more accurate calculation for the fundamental matrix. 
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Figure 3.3 -  Iowa Image 8125170-91 (top left to bottom right) a)original RGB image 

b)left and right grayscale overlay c)rectified image d)disparity estimate of rectified image 

e)disparity estimate from alternate method 

 

  

a) b) 

c) d) 

e) 
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 After a valid disparity map has been obtained, the automated contours can be 

generated using the general procedure specified previously.  Several attempts are 

necessary to generate the best contours, as one must vary the thresholds by hand and 

gauge how well the results match the ground truth.  Again the main purpose for this work 

is to illustrate that estimation of the camera geometry can allow the images to be rectified 

to the ideal stereo configuration.  As such, the following contours show a very well 

matched contour, but they are not necessarily the “best” result that could be obtained 

given more time.  The following contours correspond to the disparity maps shown in 

figures 3.1 and 3.2, respectively. 

 

 
Figure 3.4 Automated contour corresponding to figure 3.1 
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Figure 3.5 Automated contour corresponding to figure 3.2 

 

 Shown in figure 3.6 on the following page is a table containing cup to disc ratios 

for several images, as well as scale factors for each measurement between the two 

methods.  Additionally, one should note that the ratios between horizontal and vertical 

measurements are essentially the same for both methods.  The reader should again 

consider the fact that it took several iterations to obtain the best results, and thus this area 

might be a suitable area for improvement in future revisions of the project. 
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Figure 3.6 Cup to disc ratio comparison 
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CHAPTER IV 

CONCLUSIONS 

 

 As it stands at this point, performing image rectification via estimation of the 

camera geometry seems like a viable solution to the problem of creating accurate depth 

maps.  As shown in chapter III, depth maps comparable to previous methods can be 

obtained with cup to disc ratios that match the manually drawn contours of the ground 

truth image.  This implementation also offers repeatability, something that previous 

implementations had been unable to obtain.  As long as the sensitivity of both the blood 

vessel extraction algorithm and edge detection algorithm are not changed, the same 

control points will be obtained.  If the same control points are supplied to the RANSAC 

algorithm, it will hone in on what is for all intensive purposes the same solution for the 

fundamental matrix.  This is due to the fact that the algorithm requires that a very high 

number of points project correctly for the generated solution to be considered valid.  This 

being said, there is still a wide range of different things that could be done to improve the 

accuracy of the rectification and thus the accuracy of the depth results.  Currently, the 

geometry estimation algorithm uses only a simple linear “best fit” solution to estimate the 

fundamental matrix.  Implementing a more advanced non-linear method to estimate the 

fundamental matrix would likely lead to a more accurate rectification, in turn improving 

the depth maps.  Additionally, in the current state of implementation in MATLAB, there 

are certain situations where memory fragmentation due to the method in which 

MATLAB operates becomes a concern, as there is not enough memory to complete the 

rectification algorithm.  A much faster and more efficient implementation could be 
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obtained by using the C/MEX file functionality of MATLAB to allow for the porting of 

C code to MATLAB and vice versa. 

 For future work, it would be wise to improve the current implementation of the 

geometry estimation/image rectification algorithm, as it is very crude in nature and in 

time could be optimized, in terms of speed and memory consumption, given time.  

Furthermore, in the case of the retinal images, it would be useful to study various 

protocols suggested for acquiring stereo image pairs.  This would lead to more consistent 

imagery with more uniform illumination as well as a more constant contrast level 

between image features and background texture.  If this were the case, a data-derived 

threshold, or at the very least an intelligently chosen fixed threshold would be more 

appropriate in the analysis algorithm rather than the current hand tuned approach. 
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